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Abstract: In this article we study the prop-
erties of programs written in a simple program-
ming language. In particular, we focus on string
features as well as structural description of the
programs. Our main goal is to clearly show the
differences between human-written programs
and programs that emerge from a random gen-
erating process. Such distinct properties can
serve as a guideline for future language design
and/or development of software analysis tools.

Index Terms: human-written programs,
structural properties, random generation, ran-
dom programs

1. Introduction

Exploring simple programming languages
can reveal hidden properties of general pro-

gramming languages and, consequently, change
the way we program. A notable example is the
research of Böhm and Jacopini [4] who defined
a simple programming language P ′′ and, by an-
alyzing it, discovered the Structured Program
Theorem.

The theorem tells us that only conditional
statements and while loops are needed to pro-
gram an arbitrary algorithm. The discovery mo-
tivated Dijkstra to publish his highly influential
paper [6], due to which hardly any present-day
programming language advocates use of goto
statements.

In this paper, we explore the Brainf*ck
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(BF), a simple programming language simi-
lar to P ′′ [1]. Originally, BF was designed
to showcase the design of the simplest possi-
ble compiler. But when programmers started
writing increasingly complex BF programs, it
turned out that BF’s underlying computing
model offers—in spite of its simplicity—a sur-
prisingly powerful expression. For this reason
BF has become the most popular representa-
tive of the so-called esoteric programming lan-
guages

The main goal of the paper is to study the
properties of the programs, which could serve
as a basis for distinguishing between programs
written by humans and programs generated by
some random generating process. The motiva-
tion for such study comes from various fields
such as programming language design and the-
ory, compilers, virtual machines, software en-
gineering and analysis [2, 9, 10, 11]. Our di-
rections of research were based on the idea-
generation methods in computing [3].

In the next section we present the BF lan-
guage, its syntax and semantics. We also show
an example of a program and define the pro-
gram tree notion, which encompass the struc-
ture of a BF program. In Section 3 we describe
two collections of BF programs; namely, a set of
human-written programs and a set of random
programs. In Section 4 we present the results
of a comparison between the two sets of pro-
grams. Finally, in Section 5, we conclude the
paper.

2. Definition of BF

BF is a programming language usually labeled
as esoteric. It was not designed for a general
use; instead, it was meant to serve as a show-
case for the smallest possible compiler. But



it soon outgrew its original intent after it had
been hijacked by popular culture and program-
ming enthusiasts who used BF to write complex
programs in a very compact form.

In what follows, we first give the syntax and
semantics of the BF language, followed by an
demonstrative example. Finally, we define a
notion of a program tree which represent the
structure of a BF program.

2.1 Syntax and Semantics

The BF language has eight symbols, namely
”< ”, ”> ”, ”+ ”, ”- ”, ”[ ”, ”] ”, ”, ”, and ”. ”.
The last two symbols, i.e., ”, ”, and ”. ”, rep-
resent the input and output instructions, re-
spectively. Since we are only interested in the
general structure of the program, the input and
output operations are irrelevant in our context;
thus, in our discussion we will omit the two
symbols.

This reduces BF’s instruction set to instruc-
tions that are similar to those used in the lan-
guage P ′′. Thus, a BF program is a string
consisting of the symbols ”< ”, ”> ”, ”+ ”, ”- ”,
”[ ”, and ”] ”, where the latter two are used
to define a loop and must be well-balanced in
a valid BF program (similarly to parentheses in
well-defined arithmetic expressions).

We now define BF programs by an unam-
biguous context-free grammar. The only vari-
able of this grammar is the starting symbol, P .
The productions are:

P → + | - | < | >

| + P | - P | < P | > P

| [ P ] | [ P ] P

Notice that we excluded the empty program
and, consequently, also empty loops.

A BF program computes by changing the
content of a tape. The original BF design spec-
ified the number of cells on the tape to be
30.000, each cell containing an 8-bit unsigned
integer number. The tape head is positioned
on one cell and it can move left or right and
make small changes to the current cell content.
The instructions introduced above have the fol-
lowing semantics:
> move the tape head one position to the

right,

< move the tape head one position to the left,

+ increment the content of the current cell by
1 (modulo 256),

− decrement the content of the current cell by
1 (modulo 256),

[. . .] the two brackets enclose a loop, which
is similar to a common while loop en-
countered in most procedural languages.
At the beginning of the loop (the left
bracket) it is checked whether the cur-
rent cell contains 0: if it does, the loop is
skipped, otherwise the loop is executed.

2.2 Example

An example program is given below:

[>+<-]

This simple program adds two numbers in two
adjacent cells (let’s call them c1 and c2). The
head is initially on the cell c1 and the final result
is in the cell c2. The program increases the
content of c2 and decreases c1 until the value
of c1 becomes 0.

Besides the entertaining feature of BF, re-
searchers also found serious applications of it
(see, e.g. [8]). The reason for this is due to
BF’s simplicity, close resemblance to ordinary
Turing machines, and the control-flow program-
ming construct which is common to the major-
ity of modern programming languages.

The experimentation with BF has revealed
a surprising fact that computationally rich pro-
grams abound among short programs. Self-
interpreters, compilers, random number genera-
tors, and many other complex programs have all
been implemented as short BF programs (with
≤ 1000 instructions).

2.3 Program Trees

In the following sections we will use a feature of
BF programs that reflects their global structure.
We call it the program tree and for program P
we denote it by T (P ).

The program tree is a flattened derivation
tree that contains only the information relevant
to the loop nesting structure. This tree is ob-
tained from the derivation tree by
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Figure 1: The left image shows the derivation tree of the program [[-<]+][[>]]>[+>>] (considering
only the productions P → [P ] | [P ]P ). On the right is the corresponding program tree T (P ) where
the gray nodes have been merged into the root, thus flattening the right recursion of the sequence
of loops. The nesting depth of this T (P ) is 2.

• considering only the productions
P → [P ] | [P ]P and labeling the
corresponding nodes with either P or
[P ]; and

• merging all the nodes where the right re-
cursion occurs, i.e., merging a node and
its sibling when they are both labeled with
P .

An example of such a transformation is shown
in Figure 1. Observe, how the program tree
structure clearly corresponds to the structure
of the loops in a program.

Definition 2.1 (Nesting depth). The nesting
depth of a program P is the depth (also called
height) of the program tree T (P ), i.e., the
length of the longest path from the root to a
leaf of the tree.

3. Sets of BF Programs

To identify the specifics of human programs, we
will contrast it to a set of randomly generated
programs. Therefore we create two sets:

• a set of real BF programs, and

• a set of randomly generated programs.

A short description of both sets follows.

3.1 A Set of Real, Human-written Programs

Finding real, i.e., human-written BF programs
is not an easy task; after all, BF is an eso-
teric language. Nevertheless, we managed to

find 122 such programs. These programs solve
a wide variety of problems, such as computing
Fibonacci numbers, solving Hanoi towers, sim-
ulating the Game of Life, and visualizing the
Mandelbrot set. There are also a few universal
Turing machines and so-called quines, i.e., pro-
grams that output themselves. Thus, these pro-
grams solve a variety of real(istic) problems and
incorporate typical methods of human problem-
solving and program structuring.

Figure 2: The histogram shows the distribu-
tion of program sizes in the set of obtained 122
human-written BF programs. The width of a
bin is 200. The rightmost bin contains all the
programs (10 programs) that are larger than
10000 symbols, which were joined in one bin to
reduce the skewness of the chart.



The sizes of these programs range from 3
(a trivial BF demonstration) to 53712 instruc-
tions (Hanoi towers solver and visualization).
The distribution of program sizes is given in
Figure 2.

3.2 A Set of Random Programs

Random programs could be generated through
various processes. One such process could ran-
domly follow the language grammar, resulting
in a valid random program. However, the sam-
ple obtained with such a process can be very
biased, i.e., not a valid sample (by uniform dis-
tribution) of the set of all programs (of a certain
size).

To overcome this difficulty, we devised a
method for generating BF programs uniformly
at random [5]. This method is used to generate
a set of random programs with the same size
distribution as the set of human written pro-
grams, in order to be more easily comparable.

4. Comparison between two Sets of
Programs

Although BF programs are simple strings with
little syntactic structure, there are still many
features that can be analyzed. Our goal is to
find a small list of features that (i) best differ-
entiate random programs from human-written
ones and (ii) also have satisfactory explanatory
power. In the search for such a set we focus on
two groups of features:

String features A BF program is viewed as
a sequence of symbols and its features
are the basic statistical quantities (such
as the frequency of characters, the fre-
quency of n-grams, the ratio of loop sym-
bols, and the distribution of lengths of
loops).

Structural features A BF program P is rep-
resented by the program tree T (P ) (see
section Section 2.3) and several features
can be extracted from this tree, (such
as nesting depth, distribution of node-
degrees, maximal and average degrees,
and subtree-depth differences).

From the two groups of programs we se-
lect three features that best differentiate ran-
dom programs from human-written ones. The
first two features represent how humans write
programs ”locally”: in BF, these are the ra-
tio of loops in a program and the frequency of
2-grams, respectively. The third feature is de-
scribed by program trees T (P ). Let us examine
these features on the two sets.
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Figure 3: Scatter-plot of the program size and
the corresponding ratio of the loops for each
program. The left chart is for human-written
programs and the right is for random programs.

4.1 Loop Ratio

The first feature, we are interested in, is the
loop ratio, defined as the number of loops di-
vided by the size of the program i.e.,

#loops(P )
size(P ) .

Now let us examine the plot (shown in Fig-
ure 3) of the programs where each program is
shown as a point; here, x coordinate being the
length of the program and y coordinate the loop
ratio. Since the length of the programs is dras-
tically different, the x-axis is logarithmic.



The ratio of loops in random programs con-
verges to roughly 0.15 as the length of programs
increases, whereas the human programs do not
exhibit this behavior. Furthermore, the Figure 4
shows a histogram of loop ratios for the set of
human-written programs. Notice that, the dis-
tribution represented by such histogram can be
used for generating human-like programs.
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Figure 4: The histogram for the ratios of loops.
The continuous line shows a fitted beta distri-
bution with α = 2.77 and β = 31.05.

4.2 Frequency of 2-grams

The second feature that models the human be-
havior when writing programs is the frequency
of 2-grams. This feature encompasses the way
people write programs locally, i.e., certain com-
binations of symbols are much more likely to be
observed in a human-written program than in a
random one (where 2-grams are uniformly dis-
tributed).

We demonstrate this phenomenon for both
sets of programs by plotting their histograms.
The left-hand side plot in Figure 5 shows the
distribution on the set of human-written pro-
grams, while the right-hand side histogram
shows the frequencies on the set of random pro-
grams.

Here, each bar is the frequency for one char-
acter. Furthermore, the stacked bars represent
the character’s adjacent character. We can
clearly observe that + is the most used com-
mand, and that the most frequent character
combination is >+.

Additionally, certain combinations are ob-
viously not feasible in a realistic program, e.g.
<> or +-. The distribution of 2-grams on the
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Figure 5: The frequencies of 2-grams for the
human written programs (left) and the gener-
ated programs (right). Each column represent
the first character in the 2-gram. The stacked
bars represent the second character in the 2-
gram. The height of the stacked bars corre-
spond to the frequency of the corresponding
2-gram.

set of random programs demonstrates, as ex-
pected, that there are no preferences for a spe-
cific combination.

4.3 Program Tree

To demonstrate the main structural differences
between human written programs and random
programs, we constructed program trees (as de-
fined previously in Section 2.3) for all the pro-
grams in both sets.

Figure 6 shows two typical examples, one
from each set. Here, the left program tree
represents the structure of a random program,
whereas the right tree represents the structure
of a human-written program.

Both programs have comparable numbers
of loops, but the structural differences are quite
clear. The random program is significantly
deeper, with the average node degree being



Figure 6: Typical difference in the structure of random programs (left) and human written programs
(right). The two programs have a comparable number of loops, but have a completely different
structure.

much smaller than the degree for the right tree.
This leads us to the hypothesis that human-

written programs yield trees where the distribu-
tion of node degrees follow a power-law. The
simplest test for this hypothesis is to plot a log-
log chart of the degree distribution. A typical
power-law distribution is shown as a straight
line. Figure 7 shows such a chart.

Figure 7: The distribution of degrees in struc-
tural trees of real programs and human-written
programs. The long-tail in real programs is
clearly visible.

5. Conclusions

It is a well-known hypothesis in linguistics that
languages shape the way we think about the
world. This is the Sapir–Whorf hypothesis [7].
In computer programming, this phenomenon
can be observed in the way languages shape the
way we think about problems and algorithms for
solving them.

Namely, language itself can drive the de-
velopment of more efficient and/or less buggy
programs. Two extreme examples are C and
Haskell programming languages. The C lan-
guage not only enables one to write very effi-
cient programs but also guides a typical pro-
grammer to do so. On the contrary, Haskell
has a different focus, namely to be able to write
only pure functions. Although seemingly a lim-
itation, this generally results in less errors in
programs.

This motivates the research into various
characteristics of programming languages, in
order to be able to suggest new language de-
signs which favor desired programming prac-
tices.

This article presented a study of the BF pro-
gramming language and contrasted the human-
written programs from the random ones. It
can be seen that humans tend to have par-
ticular patterns of writing programs, which are



guided both by the problems themselves and by
our particular methods of thinking and devis-
ing solutions. This can serve as a template for
deeper research of more practical programming
languages and may eventually lead to language
designs which will be more expressible for hu-
mans or even more tuned for a particular type
of problem solving.
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systematic approach to generation of new ideas for
phd research in computing. In Ali R. Hurson and
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