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Abstract: The Simplified Instruction Com-
puter (SIC) is a hypothetical computer de-
signed for educational purposes. Due to a rea-
sonable number of instructions, sufficient mem-
ory space and its scalable structure, SIC/XE is
a perfect tool that enables a clear and ballast-
free illustration of the basics of the system soft-
ware (e.g. assembling, linking and loading) and
other concepts of computer software and hard-
ware design. Therefore it is frequently used as
a demonstration gadget in Systems Program-
ming and Operating Systems courses at uni-
versity level. The main drawback of a SIC/XE
computer is the fact, that it does not really
exist in physical form. Hence, when testing
a SIC/XE program one has to use a simula-
tor, i.e. a computer program that simulates
SIC/XE instructions step-by-step. Besides the
fact that such an approach uses a simulated
(and thus potentially unreal) environment, the
speed of execution is another issue that inhibits
a comfortable work. To overcome this we have
developed a computer program that translates
from SIC/XE to Intel x86 assembly code. Us-
ing this translator, the programs developed for
a hypothetical computer can be executed in a
real environment. Since the target computer
has much wider instruction set, the translation
is always successful and the resulting programs
are fast and reliable. In the development of our
translator we managed to convert data from
SIC/XE’s 24 bit to Intel’s 32 bit system and
we covered all the input/output operations us-
ing files on the target computer.
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1. Introduction

The SIC (1) (Simplified Instruction Computer)
hypothetical computer was designed to illus-
trate the concepts and features of common
computer hardware, while avoiding the “clut-
ter” found in real computers, which often only
confuses the novice. Like many other products
even SIC is available in two versions: a stan-
dard version and an XE (Extra Equipment, also
“eXtra Expensive”) version. Both editions were
designed to be upward compatible – this means
that the object code, which was generated for
SIC, can also be executed on a SIC/XE com-
puter. This kind of compatibility is often found
on real world systems. Because of its simplicity,
the SIC computer is mostly used as a teach-
ing example at many schools around the world
(3). Since SIC is just a hypothetical computer,
programs can only be executed on a dedicated
virtual machine. This means that all of the in-
structions are simulated step by step by a spe-
cific simulator in an unreal environment. Af-
ter using SIC and a SIC simulator (11; 12) in
class, we found that it would be useful and even
instructive for students to create a source-to-
source translator (7) capable of translating SIC
programs into a real-computer program. By do-
ing so, students would be able to run their pro-
grams in a real environment and also learn the
basics of that machines assembly language, by
observing the translations. We have selected
the Intel x86 (4) Pentium architecture as the
target of our translator.

In this paper we present a source-to-source
translator between the SIC/XE and the In-
tel x86 assembly programs. We describe in
detail the problems we encountered and we
present their solutions. Many researches con-
cerning source-to-source program translations



have been done in the past. While most of them
focus on the improvement of the programs’ per-
formances (10), the aim of our research is to
provide an educational tool to help students
to understand the concepts of computer archi-
tectures and assembly language programming.
Similar studies have been done on several high-
level programming languages. The translator
presented in (8) is used to transform programs
written in SML, a functional programming lan-
guage, to Java, which is an object-oriented im-
perative language. Authors of this translator
encountered problems similar to ours. Because
SML is a functional language, a lot of it’s con-
structs can’t be easily represented in Java be-
cause of different aspects of both languages.
Thus the translated programs are much longer
that the original ones and also a lot more com-
plicated. The translator is like ours mostly in-
tended for students, to help them better under-
stand the differences between imperative and
functional programming paradigm. The other
more recent translator is used to translate from
OPEN MP C to the CUDA programming lan-
guage, both of which are mainly used for paral-
lel computing on multi-threaded processors and
GPUs (13). In their work, the authors also tack-
led problems similar to ours, most of which are
related to missing contextual information about
the program. The compiler presented in (17) is
the most relevant compiler compared to ours,
as it is used to translate Java byte code into
IA32 assembly code. The described process is
in every way almost the same as ours. In fact,
most of the JIT compilers have a lot in com-
mon with our translator, since the byte code
is a high level assembly language, with which
we can describe one ore more assembly lan-
guage instructions with just one or two byte
code instructions. And that is also the case
when translating from SIC/XE to Intel x32.

The rest of this paper is organized as fol-
lows. Sections 2 and 3 describe the properties
of SIC/XE and Intel x86 architectures. Sec-
tion 4 presents the process of determining cor-
rect translations between SIC/XE and x86 in-
structions. Section 5 evaluates our translator
by comparing the length and speed of execu-
tion of source and translated programs. Finally,
Section 6 draws our conclusions and points out

some directions for future work.

2. SIC/XE Architecture

2.1 Memory

Memory consists of consecutive 8 bit byte ar-
rays. Three neighbouring bytes form a word.
All of the SIC/XE addresses are byte addresses.
Words are addressed by the location of their
most important bit (big-endian byte ordering).
There are a total of 1048576 (220) bytes in the
computer memory.

2.2 Registers

There are nine registers, each of them serving
it’s own purpose. The size of each register is
24 bits, except for register F, which size is 48
bits. Table 1 displays the mnemonics and uses
of all the registers.

Mnemonic Usage
A accumulator; arithmetic opera-

tions
X index register; addressing
L linkage register; return address

for JSUB operation
PC program counter; holds the ad-

dress of the next instruction
SW status word; stores different in-

formation, e.g. the condition
code (CC)

B base register; addressing
S general purpose register
T general purpose register
F 48-bit register; floating point

numbers storage

Table 1: Registers mnemonics and usage

2.3 Data Formats

Integer numbers are stored as 24-bit signed bi-
nary numbers, two’s complement representa-
tion is used for negative values. Characters are
stored using their 8-bit ASCII codes. Floating-
point numbers are represented with a 48-bit for-
mat, which can be seen in Figure 1.
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Figure 1: Floating-point number format

The fraction is interpreted as a value be-
tween 0 and 1 (assuming the binary point is
immediately before the high-order bit). For nor-
malized floating-point numbers, the high-order
bit of the fraction must be 1. The exponent is
interpreted as an unsigned binary number be-
tween 0 and 2047. If the exponent has value e
and the fraction has value f, the absolute value
of the number represented is:

f × 2e−1024 (1)

The sign of the floating-point number is in-
dicated by the value of s (0 = positive, 1 =
negative). A value of zero is represented by
setting all bits (including s, e and f ) to 0.

2.4 Instruction Formats

All standard SIC instructions use the same 24-
bit instruction format (Figure 2, format FSIC).
This format does not meet the needs of the
SIC/XE addressing, as 15 bits alone cannot
cover the entire memory space. To overcome
this there are two possible options – either to
use some form of relative addressing, or to ex-
tend the address field to 20 bits. Both of these
options are included in SIC/XE (Figure 2, for-
mats F3 and F4). If bit e is set to 0, F3 is used,
otherwise F4 is used. In addition SIC/XE pro-
vides some instructions that do not reference
memory at all (Figure 2, formats F1 and F2).

2.5 Addressing Modes

In general we distinguish the addressing modes:

• according to target address calculation,

• according to the way the target address
is used when determining the operand.

According to the target address (TA) cal-
culation, there are three modes of addressing
known to SIC/XE – one mode of indirect and
two modes of relative addressing. The modes

of target address calculation are presented in
Table 2. Parentheses are used to indicate the
contents of a register or memory location. For
example, (B) represents the contents of register
B.

Mode Indication TA calculation
Direct b = 0, p = 0 address
Base relative b = 1, p = 0 (B) + disp
PC relative b = 0, p = 1 (PC ) + disp

Table 2: SIC/XE addressing modes according
to the target address calculation

For base relative addressing, the displace-
ment field disp in a format 3 instruction is in-
terpreted as a 12-bit unsigned integer. For PC
relative addressing, this field is interpreted as a
12-bit signed integer, with negative values rep-
resented in two’s complement notation.

If bits b and p are both set to 0, the disp
field from the format 3 instruction is used as
the target address. For a format 4 instruction,
bits b and p are normally set to 0, and the tar-
get address is taken from the address field of
the instruction. This is called direct address-
ing, to distinguish it from the relative address-
ing modes described before. Any of these ad-
dressing modes can be combined with indexed
addressing – if bit x is set to 1, the value of
register X is added to the target address calcu-
lation.

Bits i and n in format 3 and format 4 in-
structions are used to specify how the target
address is used. If bit i = 1 and n = 0, the tar-
get address itself is used as the operand value.
This is called immediate addressing. If bit i = 0
and n = 1, the word at the location given by
the target address is fetched; the value con-
tained in this word is then taken as the address
of the operand value. This is called indirect
addressing. If bits i and n are bot set to 0 or
both set to 1, the target address is taken as the
location of the operand. This is called simple
addressing.

SIC/XE instructions that specify neither im-
mediate nor indirect addressing are assembled
with bits n and i both set to 1. Assemblers
for the standard version of SIC will, however,
set both bits to 0 (this is because the 8-bit bi-
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Figure 2: SIC and SIC/XE instruction formats

nary codes for all of the SIC instructions end
with two zero bits). All SIC/XE machines have
a special hardware feature designed to provide
backward compatibility. If bits n and i are both
0, then bits b, p and e are considered to be part
of the address field of the instruction, rather
than flags indicating addressing modes. This
makes instructions of format 3 identical to the
format used on the standard version SIC, pro-
viding the desired compatibility.

According to the target address usage, there
are also three modes of addressing known to
SIC/XE, which are shown in Table 3.

Mode Indication Target address usage
Simple none operand = (TA)
Immediate # operand = TA
Indirect @ operand = ((TA))

Table 3: SIC/XE addressing modes according
to the target address usage

3. Intel Pentium x86 Architecture

3.1 Memory

Memory in the x86 architecture can be de-
scribed in at least two ways. At the physical
level, memory consists of 8-bit bytes. Every
address adresses a byte. Two consecutive bytes
form a word, four bytes form a doubleword (also
called a dword). Some operations are more ef-
ficient when operands are aligned in a particular

way (for example, an operand that begins at a
byte address that is a multiple of 4).

Programmers usually view the x86 memory
as a collection of segments. From this point
of view, an address consists of two parts – a
segment number and an offset that points to
a byte within the segment. Segments can be
of different sizes, and are often used for differ-
ent purposes. Some segments may contain ex-
ecutable instructions, and others may be used
to store data. Some data segments may be
treated as stacks that can be used to save reg-
ister contents, pass parameters to subroutines
and for other purposes.

3.2 Registers

There are eight general-purpose registers: EAX,
EBX, ECX, EDX, EBP, ESI, EDI and ESP.
Each of these registers is 32 bits long (one dou-
bleword). Registers EAX, EBX, ECX and EDX
are generally used for data manipulation; it is
possible to access individual words or bytes from
these registers (when accessing different parts,
the registers get a different name, see Figure
3). The other four registers can also be used
for data manipulation, but are more commonly
used to hold addresses.

There are also several different types of
special-purpose registers. The EIP register is
a 32-bit register that contains a pointer to the
next instruction to be executed. The EFLAGS
register is also 32 bits long and contains many



Figure 3: General-purpose registers of the Intel
Pentium x86 computer

different bit flags. Some of these flags indicate
the status of the processor, others are used to
record the results of comparisons and arithmetic
operations.

There are also six 16-bit segment registers
that are used to locate segments in memory.
Segment register CS contains the address of the
currently executing code segment and register
SS contains the address of the current stack
segment. The other registers (DS, ES, FS and
GS) are used to indicate the addresses of data
segments.

Floating-point computations are performed
using a special FPU (floating-point unit). This
unit contains eight 80-bit data registers, that
resemble a stack, and several other control and
status registers. More details about the FPU
can be found in (5).

Besides all these registers, that are available
only to application programs, there are also sev-
eral other registers, that are used only by sys-
tem programs (e.g. operating system) and a
few others, that control the operation of the
processor.

3.3 Data Formats

The x86 architecture provides the integer,
floating-point, character and string data for-
mats. Integers are stored as 8-, 16- or 32-bit
binary numbers. Both signed and unsigned in-
tegers are supported; like on SIC/XE, the two’s
complement is used for negative values repre-
sentation.

There are three different floating-point data
formats. The single-precision format is 32 bits

long. It stores 24 significant bits of the floating-
point value and allows for a 7-bit exponent (the
remaining bit is used to store the sign of the
floating-point value). The double-precision for-
mat is 64 bits long. It stores 53 significant
bits and allows for a 10-bit exponent. The last,
extended-precision format is 80 bits long that
stores 64 significant bits and allows for a 15-bit
exponent. Characters are stored as 8-bit ASCII
codes.

3.4 Instruction Formats

All of the x86 machine instructions use varia-
tions of the same basic format. This format be-
gins with optional prefixes containing flags that
modify the operation of the instruction. For
example, some flags specify a repetition count
for an instruction and others specify a segment
register that is to be used for addressing. The
following is a number of bytes that specify the
operands and addressing modes to be used.

The operation code is the only element that
is always present in every instruction. Other
elements may or may not be present. Thus
there are a large number of different instruction
formats, varying in length from 1 to 10 bytes.

3.5 Addressing Modes

The x86 architecture provides a large number
of addressing modes. An operand value may
be specified as part of the instruction itself
(immediate mode), or it may be in a register.
Operands stored in memory are ofter specified
using variations of the general target address
calculation:

TA = (base register) + displacement +
(index register) × (scale factor)

Any general-purpose register may be used
as a base register. Likewise, any general-
purpose register except ESP can be used as an
index register. The scale factor can have the
value 1, 2, 4, or 8 and the displacement can be
an 8-, 16- or 32-bit value. The base and index
register numbers, scale factor and displacement
are encoded as parts of the operand specifiers
in the instruction. Because these items are not
required and can be omitted, we get eight dif-
ferent addressing modes. The address of an
operand in memory may also be specified as an



absolute location (direct mode) or as a location
relative to the EIP register (relative mode).

4. Transformations

All of the transformations are performed in-
struction by instruction (14), with no regard
to the context (15; 9) of the instructions. At
some point we intended to try and include the
context into the translation process and to per-
form some optimization of the translated source
code, but quickly came to the conclusion, that
it would be better for students to not imple-
ment this feature, as the optimized code could
potentially only confuse students.

On the next few pages we will describe the
process of identifying the correct translations
for most of the SIC/XE instructions. There
are quite a lot of translations to cover, so to
make the entire process a bit easier, we have
grouped similar translations into four larger
groups. These are: data types, registers, ad-
dressing modes and instructions. We have fur-
ther grouped instructions into five more groups,
which are load instructions, store instructions,
jump instructions, device manipulating instruc-
tions and other miscellaneous instructions.

4.1 Data Types

As mentioned before, one byte on the SIC/XE
architecture is a sequence of 8 bits and one
word is composed of 3 bytes. Therefore, byte
mapping (BYTE instructions) didn’t present a
problem, since the x86 bytes are also 8 bits long.
That was not the case with the WORD instruc-
tion. On the x86 architecture a word is 16 bits
long, which is not enough for a successful map-
ping. That is why a SIC/XE word is translated
into a double-word (.long instruction), which
is 32 bits long.

The next problem with translating the pre-
viously mentioned data types is the way, how
both architectures store and address words. SIC
addresses words by the location of their most
important bit, which is exactly opposite to the
x86 architecture. This has a major impact on
storing and accessing of arrays elements.

The rest of the translations didn’t present
any particular problems. The final mappings

are shown in Table 4a.

4.2 Registers

The translation of registers is pretty straightfor-
ward, since the x86 architecture possesses more
registers than SIC architecture. To perform this
translation we defined a mapping, which is pre-
sented in Table 4b.

4.3 Addressing

As we mentioned in Section 2.5, SIC/XE knows
three addressing modes according to the tar-
get address usage – simple, immediate and in-
direct addressing. Since the x86 architecture
knows simple and immediate addressing, except
for certain instructions, there were no difficul-
ties with translating these addressing modes. A
small problem occurred with instructions that
do not support immediate addressing. When
dealing with these instructions, we first have
to store the operand value as a separate vari-
able and then use simple addressing to read the
value of that variable. There was a similar situ-
ation with indirect addressing. When using in-
direct addressing on SIC/XE, the operand value
is at the address, defined by the contents of a
memory location at TA address (operand =
((TA))). On the x86 architecture an operand
value can be addressed indirectly, only if the
operand address is stored in advance in a cho-
sen register. This is called register indirect ad-
dressing. Luckily, x86 possesses more registers
than SIC/XE. This enabled us to reserve the
ESI register for use with indirect addressing.
Thus, an instruction, using indirect addressing,
is translated into a sequence of two instruc-
tions: loading the operand address into ESI reg-
ister and reading the final operand value from
the address contained in register ESI. Like on
SIC/XE, we can also use indexing with simple
and indirect addressing. We do this by adding
the contents of the index register to the target
address. In our case, the index register is EDI.
Example translations can be seen in Table 5.

4.4 Instructions

We detected five groups of SIC/XE instruc-
tions. The members of these groups translate



SIC/XE Intel
BYTE val .byte val
WORD val .long val
RESB n .space n
RESW n .space 4*n
l EQU e .equ l, e

SIC/XE Intel
A EAX
X EDI
L EBP
PC EIP
SW EFLAGS
B EBX
S ECX
T EDX
F top of FPU stack

(a) (b)

Table 4: (a) Data type translations and (b) registers mapping from SIC/XE to Intel

SIC/XE Intel
simple LDA X mov %eax, [ X]
immediate LDA #5 mov %eax, 5

Table 5: Addressing modes translations SIC –
Intel

into Intel instructions by the same (or at least
similar) pattern. In the following we present
the translations for the representatives of each
group.

Load instructions. For each register, SIC/XE
provides a load instruction LDx m, where
x is the name of the register and m is the
memory location. These instructions are
translated into Intel’s mov instruction

mov %X, [m]

where X is a corresponding Intel register
(see Table 4b). Another SIC/XE load in-
struction, namely LDCH, is a bit different,
as it is used to load a byte into register A
instead of a word. That is why the 32-bit
%eax register is replaced with the 8-bit
%al register and another

movzx %eax, %al

instruction is added, that zero-extends
the 8-bit value of %al to 32 bits.

Store instructions. For each register, SIC/XE
also provides a store instruction STx m,

where x is the name of the register and
m is the memory location. Similarly to
load instructions, the store instructions
are translated into mov instructions

mov [m], %X

where X is a corresponding Intel register
(see Table 4b). The STCH instruction is
translated similarly as the LDCH instruc-
tion using only the lower part of the regis-
ter, but with the movzx instruction omit-
ted.

Jump instructions. SIC/XE provides the fol-
lowing jump instructions: J m, JEQ m,
JGT m, and JLT m. The first instruction
differs from the rest, as it presents an un-
conditional jump and is therefore trans-
lated into jmp m instruction. The rest are
all conditional instructions and are trans-
lated into je m, jg m and jl m, respec-
tively. A safeguard has been added to
all translated jump instructions in order
to prevent infinite loops. When an infi-
nite loop is found, a jump instruction is
replaced with a sequence of instructions
that end the program (sys exit), thus
preventing infinite execution.

I/O instructions. To communicate with the
outside world, SIC/XE provides the fol-
lowing instructions: TD m (test device),
RD m (read device), and WD m (write de-
vice). In all these instructions m referes
to the input/output device number. Our



translator treats SIC/XE devices as text
files. For example, if a SIC/XE program
reads from a device 0xAA, the translated
program will actually read from a text file
named AA.txt. All three instructions are
translated into a sequence of instructions,
that trigger the 0x80 interrupt. This in-
terrupt is used to signal the operating
system to execute a certain system call
operation. The TD instruction is trans-
lated into a sequence of instructions, that
trigger the interrupt, responsible for exe-
cuting the sys open system call, which
creates a text file with a specified name
and returns the newly created file’s de-
scriptor. Or, if the file already exists,
only the file descriptor is returned. This
information is stored in a separate vari-
able, which can later be used by the other
two instructions. Once the file descrip-
tor is obtained, reading or writing from
the created file is actually quite easy. To
read and write from a file, one has to use
the sys read and the sys write sys-
tems calls, respectively. For every system
call we have to preload the designated
(usually EAX, EBX, ECX and EDX ) reg-
isters with required information, like sys-
tem call ID, file descriptor, character ar-
ray address and so on. Devices 0 (stdin),
1 (stdout) and 2 (stderr) are a bit differ-
ent. Since these devices are permanently
available, one does not have to create a
new file and can be used immediately for
reading and writing. Additional informa-
tion pertaining the usage of system calls
in a Linux environment can be found in
(2) and (6).

Divide instruction. The div instruction of
the x86 architecture divides the EAX reg-
ister with some register or an in-memory
operand. SIC/XE’s DIVR is a bit differ-
ent – both operands are registers. As
long as r1 equals to the A register, the
instruction can be translated as if using
normal division. If that is not the case, a
few other instructions have to be added.
First, we have to store the contents of
the EAX register on the stack, then copy

r2 into EAX and only then we can divide
by r1. When we are finished, the result
is copied back to r2 and EAX is restored
to its original state.

The other SIC/XE instructions do not be-
long to any major group, therefore we will
present their translations in Table 6. In this ta-
ble the instructions HIO, LPS, NORM, SIO, SSK,
STI, STSW, SVC and TIO are missing. The rea-
son for omitting these instructions is the lack
of documentation and their absence in example
programs in (1). By not knowing what exactly
they do, it is impossible to find correct transla-
tion for the Intel computer.

5. Evaluation

To verify different aspects of the quality and
usefulness of our translator we performed sev-
eral tests. The results of these tests, which in-
clude the correctness and the length of a trans-
lation as well as the speed of execution, are
presented in this section.

5.1 Example

In this example we present a translation of a
program from SIC/XE (Code segment 1) to In-
tel Pentium x86 (Code segment 2) assembly
code. The example program reads 6 consec-
utive bytes and writes them one by one to a
text file AA.txt. The translated program is
much longer than the source program (see Code
segments 1 and 2). The overhead in length is
mostly due to instructions TD, RD and WD. Each
of these instructions stores the required regis-
ters on the stack, loads new values into those
registers, triggers an interrupt and then restores
the same registers from the stack. The rest of
the translations are quite self-explanatory and
nearly bijective. You might also notice that
each letter is stored as a separate byte. This is
because of the different data representation on
the two computers. If the letters were stored as
a SIC/XE word of three letters, the output on
the Intel computer would be completely differ-
ent than the output on the SIC/XE computer.



SIC/XE Intel
ADD m add %eax, m
ADDF m fadd m
ADDR m add %r2, %r1
AND m and %eax, m
CLEAR r1 mov %r1, 0
COMP m cmp %eax, m
COMPF m fcom m
COMPR r1, r2 cmp %r1, %r2
DIV m div m
DIVF m fdiv m
FIX fist m
FLOAT fild m
JSUB m call m
LDF m fld m
MUL m imul %eax, m
MULF m fmul m

SIC/XE Intel
MULR m imul %r2, %r1
OR m or %eax, m
RMO r1, r2 mov %r2, %r1
RSUB ret
SHIFTL r1, n shl %r1, n
SHIFTR r1, n shr %r1, n
STF m fst m
SUB m sub %eax, m
SVC n int n
SUBF m fsub m
SUBR r1, r2 sub %r2, %r1

Table 6: Instruction translations SIC/XE – Intel

inout START 0
prog LDX #0
loop TD OUTPUT

JEQ loop
wloop LDCH DATA, X

WD OUTPUT
TIX #6
JLT wloop

halt J halt

.variables
OUTPUT BYTE X’AA’
DATA BYTE X’53’ .S

BYTE X’49’ .I
BYTE X’43’ .C
BYTE X’2F’ ./
BYTE X’58’ .X
BYTE X’45’ .E

Code segment 1: An example SIC/XE pro-
gram

5.2 The Speed of Execution

We compared the speed of execution of pro-
grams running in a SIC/XE simulator with the
speed of their translations running on the Intel
architecture. All the programs (SIC/XE and In-
tel) were run on the same computer (Intel(R)
Pentium(R) D CPU 3.40GHz, 4GB RAM with
Ubuntu 12.04). To run SIC/XE programs we
used a Java-based simulator (11) whereas the
Intel programs were run directly on the PC.
Since SIC/XE programs are interpreted on the
fly by the simulator, we could expect that the
Intel programs would run much faster. With
our tests we wanted to verify this assumption
and to measure the speedup factor. The run-
ning time of SIC/XE programs include the time
required to invoke the Java virtual machine,
which is around 200ms. In most cases this time
is small compared to the overall execution time
and it does not significantly influence the re-
sults. We compared the speed of execution us-
ing two assembly programs written for SIC/XE
architecture and translated into Intel with our
translator. These programs cover two different
problem domains. The first one, which solves
the Tower of Hanoi problem, uses recursion
(with a simulated stack) and it is computation-
ally intensive. On the other hand, the second



Code segment 2: A translated Intel x86 program

program, which copies characters from stan-
dard input to standard output, addresses the
problem of heavy I/O usage. The source code
of both programs (the SIC/XE and the Intel
versions) with all the input test files, the scripts,
and the Java SIC/XE simulator are available at
(7) in the tests folder.

copy START 0
loop RD #0

COMP #0
JEQ halt
WD #1
J loop

halt J halt

Code segment 3: A SIC/XE program to copy
bytes from stdin to stdout

The SIC/XE program that reads characters
from standard input and writes them to the
standard output, is a very short program. It
contains only 7 assembly lines (see Code seg-
ment 3). Using the Linux pipeline mechanism,
this program can be used to copy the given in-
put file into the given output file. The trans-

lation of this program into Intel assembly lan-
guage consists of 41 assembly lines. This sig-
nificant difference in the length of the programs
is discussed in the next section. Both programs
were run to copy files of length from 1KB to
100MB. Each test was performed 5 times. The
average execution time for both programs is de-
picted in Figure 4 (note that the scale of this
graph is logarithmic). The results are quite
surprising. For files greater that 100KB (we
use only these files to reduce the influence of
the simulator’s overhead time for small inputs)
the Intel program is on average only 1.42 times
faster than the SIC/XE program. To explain
this small performance enhancement we ana-
lyzed the simulator’s code and find out that
it uses buffered input/output streams. Even
though the programmer uses a byte by byte as-
sembly instructions to copy files, in the back-
ground the streams are buffered, which drasti-
cally increases the speed of execution. On the
other hand, Intel code copies the file byte by
byte (without a buffer), which is known to be a
very slow procedure. That explains where the
advantages of compiled code has been lost.



Figure 4: Time required to copy characters from a given input to a given output file

The second program in our test is a program
that solves the n-disk Tower of Hanoi problem
(16). The recursive solution of this problem is
known to be quite simple. However, since the
SIC/XE does not provide an integrated stack,
the simulation of the stack was implemented
as a part of the code, which resulted in a 87
assembly lines long program. The translated
Intel version of this program has 157 lines.

For a given n our assembly program deter-
mines and prints out 2n − 1 moves that solve
the n-disk Tower of Hanoi problem. Note that
this is also the theoretical optimal solution. We
run the program for ten different sizes of the
problem, i.e. for n = 15, . . . , 25. Results
showed that the Intel version of the program
is 6.5 times faster on average compared to the
original SIC/XE version (see Figure 5). The
speedup, which is slowly decreasing when n in-
creases, is surprisingly small. From the results
we can conclude that the SIC/SIM simulator on
average performs not more than 7 machine in-
structions to interpret and execute one SIC/XE
instruction. Nevertheless, the Intel version of
the program is almost optimal. It can be opti-
mized only by removing some unnecessary push
and pop operations, but to implement this kind

of optimization for an arbitrary program would
be quite complicated.

5.3 The Length of Translation

Most of the 60 SIC/XE instructions translate
into a single Intel instruction. The exceptions
are: DIV (translates into 3 or 7 instructions,
depending on the register used), J (3 instruc-
tions, if infinite loop is detected), RD (14 in-
structions), TD (15 instructions), TIX (2 in-
structions), TIXR (2 instructions) and WD (15
instructions). Another increase in the length of
the translated program is also due to additional
memory allocation directive and additional Intel
instruction for each SIC/XE instruction in indi-
rect addressing mode. Nevertheless, the length
of the translation of the programs that do not
use input/output devices and division opera-
tion does not essentially differ from the length
of the original program. On the other hand,
the programs that use input/output devices can
translate into much longer programs, especially
if the number of input/output instructions is
relatively big compared to the number of all
instructions of a program. To confirm this as-
sumption, we compared the lengths of the three



Figure 5: Time required to solve the n-disk Tower of Hanoi problem

programs and their translations. The two pro-
grams, hanoi.asm and factorial.asm (see (7),
the tests/orig folder) that are computation-
ally intensive and that use input/output only
to print the final result, translate from 87 and
89 to 157 and 153 assembly lines, respectively.
The average increase factor of both programs is
1.75, which is mainly due to the fact that both
programs use a lot of instructions in indirect ad-
dressing mode. The third program (copy.asm)
which copies characters form standard input
to standard output and consists mainly of in-
put/output instructions, translates from 7 to 41
assembly lines, which confirms the assumption
that input/output intensive programs translate
into much longer programs.

5.4 The Correctness of Translation

Our tests showed that the translator creates
correct Intel programs for almost all simple
SIC/XE assembly programs. The output pro-
duced when running these programs was the
same as the output produced when running
the corresponding SIC/XE versions from which
the programs were generated. Nevertheless,
there are several occasions when the translation

does not work correctly, which is mostly due
to the differences in the source and the desti-
nation architectures. The three most notable
differences are: byte ordering, size of mem-
ory addresses and the way both systems handle
the input/output devices. The first two differ-
ences caused slightly wrong translation of the
hanoi.asm program. The different byte order-
ing reflected in the change of the pegs’ labels
from A, B, C to C, B, A. The SIC/XE’s di-
rective ABC BYTE C’ACB’ was translated into
ABC: .byte 0x41, 0x42, 0x43, which was,
according to the Intel’s little-endian byte or-
der, understood as ’CBA’. To correct the pro-
gram we had to manually change the trans-
lation into ABC: .byte 0x43, 0x42, 0x41.
To automatically correct this kind of problems,
the translator would have to know when a vari-
able is going to be used as character sequence,
but that is currently not possible without per-
forming some kind of contextual analysis of the
source program. The second difference, i.e. the
difference in the size of memory addresses, is a
bigger problem. In our test case this problem
reflected in a dysfunctionality of a translated
program. Namely, the simulation of a stack
in the SIC/XE’s program uses a pointer to the



top of the stack. When a register is pushed on
the stack, this pointer is increased by the size
of the register, which is 24 bits (or 3 bytes)
for SIC/XE. Since the size of Intel’s register is
32 bits, the correct version of translated pro-
gram would have to increase the stack pointer
by 4 (in the Intel version of the hanoi pro-
gram we changed the number 3 to the number
4 manually). For automatic detection of situ-
ations where 3 (or a multiple of 3) has to be
changed to 4 (or a multiple of 4), the translator
would have to perform a context analysis of a
program, but even then some undecidable sit-
uations could appear. Hence, the difference in
the size of memory addresses is something that
a programmer has to be aware of when using
our translator. The third difference between the
SIC/XE and Intel has its origin in the limited
number of instructions for input/output device
handling. For example, SIC/XE does not pro-
vide mechanisms for opening and closing files.
To implement the I/O functionality on Intel
we translated the TD instruction (which is used
to test device availability on SIC/XE) as a file
opening instruction which returns a file handle
for further file reading or writing. Therefore,
the programmer of SIC/XE programs has to be
aware of this, since multiple use of TD instruc-
tion would cause dysfunctions of translated pro-
grams, either because of too many opened files
or because the program would rewrite the same
file again and again. The three differences de-
scribed in this section show that our translator
can fail in its mission to create correct Intel ver-
sion of a SIC/XE program. For some programs,
a part of a task has to be done manually by a
programmer. But since our translator was writ-
ten mainly for educational purposes, this short-
comings can also be beneficial because they
force the user to think about the differences
in the source and the destination architectures.

6. Conclusions

In this paper, we described the process of cre-
ating an assembly code translator between the
SIC/XE and the Intel Pentium x86 architec-
tures. The main reason for creating such a
translator was to create a tool, that would help
students execute their SIC programs on a real

computer. We believe our translator could be
of great help to all of the students, who are us-
ing SIC/XE in their lectures as it allows them to
test their programs in a real environment and
at the same time, by doing this, they get to
know a new assembly language.

During the development phase we encoun-
tered several problems. The most noticeable
ones were the translation of SIC/XE’s 24-bit
word to Intel’s 16-bit word and the translation
between SIC/XE’s big- and Intel’s little-endian
byte ordering. We were able to solve the first
problem but not the second. It is up to the
programmer to keep this in mind when writing
SIC/XE programs, to adjust the arrays properly,
in order for the translated programs to work on
Intel’s architecture.

That is why we believe that this problem
should be the first of many improvements that
would have to be made, in order to relieve the
programmers (in our case students) of such
low-level problems and allowing them to focus
more on the programs and the language itself.
In order to do so, we would have to determine
the meaning of the data during the translation
process and convert the data accordingly.

The next major improvement of the trans-
lator would be to implement some kind of opti-
mization of the translated assembly code. Cur-
rently the translated programs are usually a bit
longer than the original ones. This is partially
due to the nature of certain SIC/XE instruc-
tions, which can perform an entire operation
with a single instruction (e.g., TD), whereas on
the Intel many instructions are needed to com-
plete the same operation.
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