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Editorial
Hermann Maurer, Guest Editor
According to recent estimates, the Web has now some 500 billion pages and keeps
on growing, posing a formidable challenge to search engines and to other tools to handle
such large amounts of data. However, it is not just the amount of data, but also the fact that
the Web is becoming much more interactive, collaboration between users is growing and
new media types are becoming more and more important as will be discussed in the first four
papers. Yet despite the growth of the volume of information it is interesting to note that the
bandwidth requirements are less dramatic than expected, as is shown in the fifth paper.
The first paper, Crowdsourcing and its Societal Implications (by Christoph Lofi and
Wolf-Tilo Balke, Germany) reports that in recent years crowdsourcing technology has been
both heavily researched by academics and has been applied to large real-life projects.
Different types of crowdsourcing techniques and their capabilities, but also their (current)
limitations are discussed. The paper then provides an overview of open research challenges
not only for ICT research, but also for legal, social, and economic research.
In the second paper, How Social Networks will Change Research (by Narayan
Kulathuramaiyer, Malaysia) it is made clear that Social Networks have become an integral
aspect of our lives in recent years. Developments such as collaboration of Web users using
all kinds of tools, involving social curation and special e-Communities are changing how
projects and research are conducted. This paper describes in some detail particularly how
conducting academic research will change as omnipresent communication and sharing
technologies are taken into account. Researchers will have no choice but to embrace some
social network technologies to efficiently deal with new domains of knowledge.
The third paper A New Look at Geography of the World (by Rizwan Mehmood,
Narayanan Kulathuramaiyer and Hermann Maurer, Austria, Malaysia and Austria,
respectively) reports on an applied research project whose aim is to build a substantial
server of geographical information. It will differ from traditional geographic data bases:
Material from various sources is used and consolidated; based on numeric data, interactive
visualizations and a veritable lab for investigating data; thus, the system does provide
unusual interactivity, but also incorporates information on culture, typical local stories and
sets of pictures with extensive legends, items largely ignored by current systems. The basis
for a synchronized world-wide net of such servers is discussed.
The fourth paper Rixels: towards Secure Interactive 3D Graphics in Engineering
Clouds (by Christian Altenhofen, Andreas Dietrich, André Stork, and Dieter Fellner; all from
Germany) presents and discusses an approach entitled ‘rich pixels’ (short ‘rixels’) that
balances the requirements concerning security and interactivity with the possibilities of
hardware- accelerated post-processing and rendering of data on the Web, both on the
server side as well as on the client side using WebG. It is expected that truly interactive
3D graphics will become a driving force for further developments in numerous application
areas.
The fifth and final paper The Growth Rate and the Nature of Internet Traffic (by
Andrew Odlyzko, USA) starts with an observation that is not widely recognized: The rate of
growth of Internet traffic was for a long time a useful indicator of the health of the entire
Internet ecosystem, but is becoming less relevant. This growth rate has been decreasing for
almost two decades. Even the growth rate in wireless data, which was extremely high in the
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last few years, shows clear signs of a decline. There is still rapid growth, but it is simply not
at the rates observed earlier, or hoped for by many promoters of new technologies and
business methods. This is occurring in spite of the existence of huge potential sources of
additional demand. Possible reasons for this trend, its implications for the Web, and potential
future developments are discussed. In particular it is pointed out that much of the value of
current and future applications comes from relatively low-bandwidth applications like the
increasing amount of e-sales and e-bookings.
The editor believes that this special issue contains a lot of interesting material, but
wants to point out that in parallel a special issue of TAR is appearing that covers a number of
important related topics like the increasing number or curating tools, new Web services and
the need for clever OCR techniques to make sure that valuable material in printed form will
still be available on the Web.
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Large Scale Cooperation Scenarios –
Crowdsourcing and its Societal Implication
Lofi, Christoph and Balke, Wolf-Tilo



of a workforce with dedicated information
processing skills, which is often not readily
available at their current location. This problem
has
traditionally
been
countered
by
subcontracting or outsourcing. However, many
services arising in this new digital economy are
very dynamic in nature, demanding an
unprecedented agility from the workforce. Also,
many of these services are quite basic and easy
to provide in terms of education, but still require
human intelligence in the form of judgments,
common sense, or perceptions and are thus hard
to automate. This may cover for instance
extracting relevant information from company
data (relevance judgments), provide feedback on
the utility of digital services (common sense), or
help fine-tune user interface designs or product
designs (perceptions).
These observations contributed to the rise of
the crowdsourcing paradigm. Although up to now
no clear definition of crowdsourcing has
commonly
been
accepted,
it
can
be
circumscribed as in [1]: “crowdsourcing isn’t a
single strategy. It’s an umbrella term for a highly
varied group of approaches that share one
obvious attribute in common: they all depend on
some contribution of the crowd”. For the scope of
this paper, we see crowdsourcing as an
organizational process in which workers are hired
or contracted dynamically by a sponsor in a taskspecific fashion, using Web technologies for
coordination and collaboration between the task
sponsor and the crowd workers. While early
crowdsourcing projects have focused often on
rather low-level and simple tasks, some
industries like for example the software
engineering community have shown that
crowdsourcing-based
services
requiring
specialized expert skills can also be established
as a well-regarded alternative to traditional work
models in both, academia and industry [2].
The acts of sponsoring crowdsourcing tasks
and performing crowd work can in principle be
flexibly offered from virtually anywhere in Europe
given sufficient Internet access. Typical
constraints like the local cost of labor or easy
access to an educated workforce are therefore

Abstract: In recent years, crowdsourcing
technology has been heavily researched by
academics and at the same already been applied to
real-life projects by practitioners, promising to
connect large agile crowds of workers for quickly
solving even complex tasks with high-quality.
Some
impressive
use
cases
show
that
crowdsourcing has indeed the power to shake up
established workflows in companies, helping them
to stay competitive and innovative. However, the
rising popularity of crowdsourcing will also have a
societal effect on the worker population by
changing the rules imposed by traditional
employment models. In this paper, we explore
different types of crowdsourcing techniques and
discuss their individual capabilities, but also their
(current) limitations. In addition, we provide an
overview of open research challenges not only for
ICT research, but also for legal, social, and
economic research.
Index Terms: crowdsourcing, cooperation,
business processes, digital society, social impact

1. INTRODUCTION

T

he recent advances in digital technologies,
(big) data science & analytics, and the advent
of the knowledge society have brought severe
changes to business processes in today’s
economy, especially in highly developed market
places like the European Economic Area. This is
especially true for the basic question of what and
where people work. On one hand, there is a clear
transition from the traditional production of goods
or value-adding processing of raw materials
towards the provisioning of services. On the other
hand, there is a dramatic increase in the flexibility
with respect to the place where such services are
actually physically provided.
This change has interesting implications and
challenges for both companies and workers alike.
Companies have to deal with a strong shift to
digital goods and are therefore frequently in need

Manuscript received July 31, 2015. Authors are with Institut
für Informationssysteme (IfIS), Technische Universität
Braunschweig, Germany, e-mail: {lofi, balke}@ifis.cs.tu-bs.de.
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Figure 1: Seasonally adjusted unemployment rates for Greece, Spain, France, the United Kingdom, and Germany [Eurostat, 2015]

less important as business location factors. In
this paper, we will provide an overview of
different types of crowdsourcing, and highlight
how crowdsourcing can empower European
enterprises and research institutions in today’s
knowledge society by enabling more agile and
more efficient provisioning of products and
services. We will discuss three central questions
regarding crowdsourcing:

unemployment rates in different European
countries are to some degree influenced by these
location factors, and may differ quite drastically
across regions: whereas rates in France,
Germany and the UK tend to have moved
between 5 -10% during the last 15 years,
countries like Greece or Spain have experienced
a dramatic increase, peaking between 25-30%
(see figure 1). The problem of finding adequate
workplaces
today locally
contributes
to
urbanization and rural depopulation. Moreover,
movements of the workforce are already taking
place and an increase of mobility has to be
expected in future (cf. figure 2).
But given the ubiquity of the Internet and the
ever increasing demand for work related to digital
goods or services, the chance of a somewhat
fairer employment market that is independent of
locations may become feasible through digital
communication and virtual workspaces [2–4].
In a nutshell, this type of new work can be
classified into two categories: a) simple
microtasks and b) more complex macrotasks. For
the microtasks, a key insight is what is often
referred to as the ‘wisdom of the crowd’: instead
of having sophisticated and complex tasks solved
by experts with low-availability and high-cost, to
some degree those tasks can also be solved by
an intelligent decomposition into smaller low-cost
work packages that are distributed to highlyavailable non-experts (the ‘crowd’), which is then
followed by a suitable subsequent aggregation.
The results of this process often even surpass
individual experts solution in terms of quality [5].
The idea of tapping into the wisdom of the crowd
by electronic distribution of small, easy to solve,
and low-cost digital work packages was originally
referred to as human computation, but later as

 Which tasks can be performed in a distributed
digital manner with crowdsourcing? We will
present a diverse set of crowdsourcing
endeavors, and highlight advantages for both
workers and task sponsors.
 What challenges does crowdsourcing face
from a process-oriented point of view? This
will especially cover aspects like performance,
quality, and reliability of crowdsourcing
workflows.
 What is the expected societal impact of
crowdsourcing, and which dangers arise from
its wide-spread large-scale deployment? We
discuss the impact of developments on the
workforce focusing not only on the
advantages like flexibility in physical work
locations and the independence of local work
markets, but also on the dangers like the high
risk of worker exploitation and evasion of
workers’ rights.
2. CROWDSOURCING AS A SOCIAL CHANCE
While steadily improving, one of the problems
that globalized markets like the European
Economic Area are currently facing are still
existing differences in location factors like
infrastructure, costs of living, education, salary
level,
or
workforce
availability.
Also
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crowdsourcing [5]. Distributing such work
packages over the Internet gave rise to several
crowdsourcing markets (see e.g. [6]) like
Amazon’s Mechanical Turk, CrowdFlower, or
ClickWorker. These platforms use monetary
payment as incentives for workers. Microtask
crowdsourcing is especially successful when
supported by sophisticated computer-based data
aggregation
strategies,
and
impressive
successes have been achieved in different
domains like data cleaning [7], data labeling [8,
9], text translation [10], or even specialized tasks
like linking drug effects to clinical problems [11]
or medical image processing [12].
Microtask crowdsourcing is not necessarily a
replacement for traditional work models as
payment is often very low due to the inherent
simplicity of given tasks. Therefore, from a
worker’s perspective, this type of crowdsourcing
is mainly interesting in settings where there is
some motivation for doing the work beyond
monetary gains (e.g., serious gaming, work piggy
backing, or altruistic tasks as for instance found
in NGOs or citizen science projects). However,
this type of low skill crowdsourcing may be
perfectly useful by providing an additional income
or as an alternative work model in low- and
middle-income countries. Of course, this trend
towards low payment rates can sometimes lead
to worker exploitation when performed without
ethical considerations. However, this is not an
inherent flaw of the paradigm itself, but can be
attributed to the current business practices which
is bound to adapt when crowdsourcing gains
more traction and widespread adoption, which
will likely result in more regulations and better
self-governance.
Indeed, some platforms already recognized the
social dimension and chances of this basic
business model, and deliberately try to bring
employment to low- and middle-income countries
in the sense of development aid (so-called impact
sourcing). For example, the impact sourcing
company SamaSource claims as mission
statement: “SamaSource is an innovative social
business that connects women and youth living in
poverty to dignified work via the Internet.” (cf.
www.samasource.org). First implemented by the
social enterprise Digital Divide Data (DDD,
www.digitaldividedata.com) back in 2001, the
new impact sourcing industry aims at hiring
people at the bottom of the income pyramid to
perform small, yet useful cognitive/intelligent
tasks via digital interfaces, which ultimately
promises to boost the general economic
development [13].
Despite the many success stories of microtask
crowdsourcing, many problems cannot easily be
broken down into small and simple work
packages, even when supported by sophisticated

workflows and computer-based tools. Such tasks
require specialized experts or professional
knowledge, an unusual amount of creativity or
dedication, or simply require more time.
Traditionally, if a company could not cope with
such more complex tasks using their own
workforce, the complete task is often outsourced
or off-shored. However, this alternative is often
suboptimal, lacking the required agility demanded
by modern business processes. In this regard,
Tom White, principal program manager of
Microsoft Bing once stated in an interview with
CIO Magazine [14] with respect to their high
demand for user relevance feedback and feature
testing: “The offshore approach doesn't scale as
effectively as the crowdsourcing approach. We
can access thousands of people in markets it
may be difficult for offshore providers to reach.”
Consequently, Bing has moved most of their
system testing and tuning from outsourcing work
providers to more agile crowdsourcing.
This shows that from a business perspective,
the benefits of crowd-based techniques can be
tremendous also on the macrotask level. As the
field of crowd-based value creation is still rather
new, many companies try to reduce their risks by
motivating volunteers instead of paying for
workers, resulting in different versions enterprisedriven volunteer crowdsourcing like consumer cocreation [15], user innovation [16], collaborative
innovation [17], or user generated content [18]. It
is also still unclear how to define and categorize
these approaches as the transition from one to
the next is rather fluid. In any case,
crowdsourcing did not yet mature enough to
serve as a reliable alternative to traditional work
models, at least not from a worker’s perspective
as most systems still focus on taking advantage
of workers and providing work for cheap (see
e.g., section 5). However, first seeds of such a
development can already be observed and are
discussed in the following.
3. CROWDSOURCING MICROTASKS
Microtasks, often called HITs (human
intelligence tasks), are small work packages that
only take few seconds or minutes to complete,
and which are distributed via a crowdsourcing
platform (e.g., a crowdsourcing marketplace or a
crowdsourcing game) to a large worker pool.
Usually, several thousand or more HITs are
required to solve an underlying crowdsourcing
task (like training a machine learning model, or
annotating a large text corpus). There are
different strategies as to how workers can be
motivated to contribute their time – as will be
discussed later in this chapter –, ranging from
simple monetary payment (e.g., crowdsourcing
marketplaces like Amazon Mechanical Turk) to
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According to [19], there are multiple challenges
faced by microtask crowdsourcing. The first and
foremost problem is that the quality of workers
available to crowdsourcing platforms is hard to
control, thus making elaborative quality
management necessary [20]. This often requires
executing each HIT multiple times (in order to
reach a consensus, to cross-check results, or to
allow for majority voting), thus increasing costs
and execution times of each crowdsourcing task.
In the end, poor task result quality can mainly
be attributed to two effects: (a) insufficient worker
qualification (i.e., workers lack the required
competencies to solve the presented task) or (b)
worker maliciousness (i.e., workers do not
honestly perform the issued task or even actively
sabotage it). Especially, maliciousness is a
severe challenge to crowd sourcing: each
incentive mechanism provides some rewards to
workers (payment, game points, reputation, etc.),
and therefore there will always be some part of
the general worker population trying to improve
their gains by cheating. Detecting malicious
workers and dampening their effect on the
system of is a central challenge of crowd quality
control.
One of the most effective quality control
mechanisms are so-called gold questions: Gold
questions are tasks or questions where the
correct answer is known up-front and provided by
the task sponsor to the crowdsourcing system.
For each unique worker, some of the gold
questions are randomly mixed into the HITs,
without informing workers upfront whether a
question is gold or not. As soon as the system
detects that the number of gold questions
incorrectly answered by a single worker reaches
a certain threshold, the worker is assumed to be
malicious and will not receive any payment (and
all his/her contributions are discarded). As a best
practice, a 10% ratio of gold-to-tasks is generally
recommended. Of course, workers must be
rewarded for answering gold questions; therefore
using gold slightly increases the costs. However,
one can safely assume that paying a small
overhead for gold question quality control will
pay-off by avoiding increased number of
questions required for compensating malicious
users e.g., by means of majority votes.
Unfortunately, gold questions demand that
their correct answers are undisputable, i.e. gold
questions can only be used for factual tasks (like
recognizing a number in an image). Especially for

opinionated
consensual

level of answer ambiguity / agreement

A. Challenges of Microtask Crowdsourcing

factual

intrinsic motivations like enjoyment in case of
serious games, or reputation gains for community
platforms. However, the central element of each
incentive mechanism is that workers feel like they
get some value in return for their work.

Examples:
• “What is the nicest color?”
• “What political party will you
vote?”

Examples:
• “What is the best operating
system?”

II

IV

Examples:
• Ambiguous classification
“Does the person on this
photo look happy?”
“Is this YouTube Video funny?”

Examples:
• “Is ‘Vertigo’ a violent movie?”
• “Is the VW Amarok a car
suited for families?”

I

III

Examples:
• Find information on the Web
“When was Albert Einstein
born?”
• Manual OCR
• Simple cognitive classification
“Is there a person on this
photo?”

Examples:
• Find specific information
“What is the complexity class
of deciding Horn logic?”

any user

some users only

question answerable by
Figure 3: Four general crowdsourcing scenarios for
information extraction classified by restrictions to the
potential user groups and level of the ambiguity of “correct” answers, difficulty and expected costs increase
along with increasing quadrant number. [19]

opinionated and subjective tasks (e.g., customer
surveys), but also tasks where a clear answer is
not known upfront and relies on a community
consensus (e.g., rating a movie or applying
perceptual labels like “scary” or “funny”), using
gold questions is not possible. These problems
are further elaborated in figure three: the difficulty
to control quality increases with the required
expertise and difficulty of the task, but the biggest
influence factor is whether or not an undisputable
correct result can be determined. The effects of
these different quality control scenarios are
shown in [19] for the task of classifying movies
with genre labels: if the task has been framed in
a factual matter (i.e. genre labels have to be
looked up in a database, and gold questions are
used for quality control), the task’s accuracy was
reported as 94%. However, if the task had been
provided without quality control in a consensual
fashion (e.g., “Do you think this movie is a
comedy movie?”), result accuracy immediately
dropped down to 59% due to workers actively
exploiting lack of quality control (this result does
not show full severity of the problem as, by
chance, most movies are indeed comedies. For
another task like “Is this movie a Kung Fu
movie?”, the result would likely be significantly
worse). This situation is particularly challenging
for crowdsourcing markets where money is used
as an incentive.
Also, performance challenges (with respect to
time) are still a concern for crowdsourcing as
tasks cannot scale arbitrarily: in [21], it has been

6

shown that each job issued to a crowdsourcing
platform can only utilize a relatively small human
worker pool. While HITs can carry out
semantically powerful operations, completing
large HIT groups may take very long [22].
Another powerful technique for quality
management is reputation management, i.e. a
system where a worker reputation increases by
successfully completing tasks. Higher reputation
usually also means access to tasks with better
payment. However, even virtual reputation
rewards which do not provide any tangible benefit
have been shown to positively affect user
behavior and prevent maliciousness to a certain
degree [23]. Unfortunately, reputation systems
can also be exploited and circumvented [24], and
suffer from a cold start problem [25]. We will
discuss some practical issues with respect to
reputation management systems in more detail in
section 4.A.
Controlling crowd quality can be very difficult,
and should not only focus on protecting a
crowdsourcing task sponsor by preventing
cheating, but should also consider treating
workers fairly. This is especially important for
impact sourcing, bringing digital work to lowincome countries [26]: simple quality control
mechanisms like gold questions combined with
reputation management can easily punish honest
and hard-working users quite harshly when they
lack the required skills or education. Therefore,
instead of simply excluding such low-skill honest
workers, adaptive quality management should be
deployed which matches workers to tasks within
their range of capabilities. To this end, the
authors of [26] propose a fair, yet effect quality
management system based on the item response
theory from psychometrics [27] which asses a
worker’s skill during task execution, and can
reassign them to easier tasks if they are indeed
not malicious.

be turned into an engaging and fun game
challenge, disqualifying many menial and boring
tasks. Secondly, it helps the popularity of the
game if people believe in the underlying vision.
Therefore, especially science-based games have
been especially successful in the past (“I cure
Alzheimer by playing this game.”) An early
example of gamified crowdsourcing is the Google
ESP game [28] for labeling images. The bioinformatics community started several very
successful crowdsourcing games [29] as this
domain provides interesting and challenging
problems which allow for building engaging
puzzle games, and such games directly appeal to
players altruistic nature by helping medical
research by e.g., working towards curing
diseases. One such example is Phylo [30], which
optimizes results of an automated sequence
alignment algorithm, an inherently difficult
problem in genetics-based disease research, with
the help of the players. Here, the core
contribution was to represent alignment problem
in an abstract and appealing fashion, resulting in
puzzle game with some similarities to Tetris
which became quickly popular with players. Other
successful examples in this area are Foldit [31]
which predicts protein structures when folding,
EteRNA [32] creating a synthetic RNA database
for virus research, Dizeez [33] creating gene
annotations for diseases, and Eyewire [34]
mapping neurons in the retina. However, these
examples are already rather complex games, and
should thus be classified as macrotask
crowdsourcing.
C. Work Piggybacking
For some very large and particularly menial
crowdsourcing tasks, altruism or entertainment
may not be good incentives, while paying money
per HIT would simply be too expensive overall. In
such cases, crowdsourcing tasks can be
“piggybacked” on top of other tasks for which
there is a clear incentive. One prominent
example of this is ReCAPTCHA [35], a system
obtaining human input for failed algorithmic OCR
due to blurred pictures or scans. This task,
originally designed to help with the tremendous
workload of digitalizing the Google Books
collection and the archives of the New York
Times, is computationally very hard to perform
automatically. Therefore, it is used as a security
measure on websites to detect if a current user is
indeed a real human or an automated bot.
Getting this feature for free is a powerful
incentive for website administrators to include
ReCAPTCHA in their sites, while for users, the
incentive for solving the task is getting access to
the website’s content.
In contrast, the web service Duolingo [10] has
a slightly different idea: Duolingo offers its user

B. Serious Games
While crowdsourcing is often cheaper than
using in-house employees or outsourcing, it can
still incur high costs. Especially for scientific
tasks, this can be a limiting factor. Therefore,
there are several projects that, instead of paying
workers, use entertainment as an incentive.
Here, HITs are presented as challenges in a
(casual) game distributed via web platforms or
mobile app stores. In order to retain user base
and provide long term motivation, users can earn
points or levels. Quite often these games have a
competitive component (like ladder systems, or
public high score boards), further motivating
players. In order to perform well and finally win,
players most solve large number of HITs with
high quality. Still, not all problems are suitable for
gamification. First of all, the tasks must be able to
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base free access to language learning resources,
language courses, and language tests. During
these tests and courses, users will translate a
large number of texts for educational purposes.
However, many of these texts are actually
crowdsourced tasks sponsored by external
companies which pay Duolingo for fast high
quality translations. Duolingo primary focus in this
scenario is to maintain worker motivation by
making the work educational, and controlling the
quality of the resulting translations.
In a similar fashion, another study [11]
piggybacked on a medical expert community to
build clinical ontologies: in order to use an
electronic medication prescription system,
physicians had to provide links between a
patient’s clinical problem and the chosen
prescription. The problem-medication ontology
resulting after processing and filtering this input
was shown to have very high quality.

well be the oldest crowdsourcing paradigm,
th
dating back at least to the 18 century. During
the time of European explorers, one of the
unsolved core problems in sea navigation was
determining a ship’s longitude. In a desperate
attempt to find a solution to this economically and
politically important problem, most major sea
faring powers would offer large sums of money to
anybody who could solve the problem regardless
their expertise or reputation. In 1714, also the
British Parliament offered a series of rewards
under the rule of the Longitude Acts. This
“competition” continued for 114 years, paying
numerous rewards to different individuals.
Surprisingly, the most successful contributor was
the carpenter and self-proclaimed watchmaker
John Harrison, who finally invented the marine
chronometer solving the problem. This invention
came as a complete surprise even to most
experts of that time [36].
Many modern crowdsourcing challenges try
(successfully) to replicate this achievement in
different domains like for pushing scientific
achievements (e.g., the X Prize challenges for
aerospace engineering [37], or the Netflix
challenge for algorithm development [38]), but
also for developing new workflows or even
marketing
strategies
(e.g.,
Coca-Cola
crowdsourcing new advertisement strategies to
their customers [39]).
Among these challenges are some which ask
the crowd to develop new crowdsourcing
strategies. The first high-profile challenge of that
kind was the DARPA Network Challenge in 2009
(or also known as Red Balloon Challenge). The
task for each participant was to find the location
of 10 red weather balloons randomly “hidden”
somewhere in plain sight in the United States.
The underlying agenda by DARPA was to
explore
real-time
wide-area
collaboration
workflows, and the role of the Internet and social
networking in this setting. The winning strategy
[40] was a crowdsourcing scheme distributing the
$40,000 prize money to a large team of workers,
using multi-level marketing to recruit and
maintain members. Basically, the prize pool was
split with $2000 for each member finding a
balloon, $1000 for those who recruited somebody
who found a balloon, $500 for the recruiter’s
recruiter and so on. This strategy allowed
recruiting team members quickly (over 5000 after
few hours with starting with a seed team of four).
Also, this scheme limits the competition and
maliciousness within the team as most people
would get some payoff, even if they did not find a
balloon themselves. Although DARPA deemed
this task as very hard, planning to run the event
for multiple days, the winning team found all
balloons in less than 9 hours after the start of the
competition. DARPA called this later a clear

4. CROWDSOURCING MACROTASKS
We classify macrotasks as crowdsourcing
tasks which can take days, weeks, or even
months to complete, and often also require
expert-level knowledge. Usually, the volume of
tasks and therefore also the number of required
workers is considerably lower compared to
microtasks (sometimes even just a single worker
can be enough), but each individual HIT is
significantly more expensive and complex.
Therefore, quality and trust management is more
important
as
compared
to
microtasks
crowdsourcing.
A. Crowd Competitions
As costs for macrotasks can be rather high for
the task sponsor, many platforms and companies
opt for a competition-based model where multiple
workers can submit their finished work, but only
the best workers providing a satisfying solution
actually receive payment (it is quite common that
only the top worker will receive payment, i.e.
= 1). For the task sponsor, this model is
comparably risk free. For workers, however, this
model might mean that there is a high chance
that they won’t receive payment; therefore they
carry a risk of inefficient task-management like
overbooking of competition with too many
workers. Therefore, this type of crowdsourcing is
not a full-fledged alternative to traditional
employment models for the majority of a crowd
as it can only sustain a small group of elite
workers reliably. However, from a task sponsor’s
perspective, the beauty of competition-based
approaches goes beyond just saving costs: it is
possible to reach a diverse community of workers
with very different backgrounds, thus having the
potential to create some surprising out-of-the-box
solutions. This form of crowdsourcing may very
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demonstration of the efficacy of crowdsourcing
[40]. Yet, despite being very successful, this
competition also showed some severe problems
of public crowdsourcing events: the core
challenge faced by most teams was neither
recruiting or retaining workers, nor aggregating
different inputs, but filtering out malicious inputs
and stopping sabotage. Many individuals actively
destroyed results and provided wrong information
(going as far as faking proof pictures of fake red
balloons with fake DARPA employees), either to
promote their own teams or simply for the fun of
it.
This problem became even clearer in the
follow-up event, the DARPA Shredder challenge
in 2011, which simulated a complex intelligence
task where several thoroughly shredded
documents had to be reconstructed by using
either crowdsourcing or computer vision
algorithms, or both. This extremely difficult
challenge was won by a team using complex
computer vision algorithms after 32 days.
However, a most interesting aspect was that also
the winning strategy of the red balloon challenge
was applied again by a team lead by University of
California San Diego (UCSD). This approach
initially went very well, solving the first three
shredder puzzles out of five within four days,
resulting in the UCSD team being the second
fastest team out of roughly 5000 at that time. This
is analyzed in more detail in [41], showing that
actually a small number of workers from a larger
team pool of 3600 quickly and efficiently solved
major parts of the puzzle using a shared virtual
workspace. Errors made by individual member
were quickly corrected by others (86% of all
errors corrected in less than 10 minutes, and
94% within an hour). However, two days after
starting the fourth puzzle, the team came under
attack. A small group of anonymous attackers
infiltrating the worker pool sabotaged the central
workspace, undoing progress and carefully
seeding wrong results. While the attacks
continued only for two days (and out of the five
attacks in that time span two attacks had almost
no effect at all), two attacks managed to
completely shatter large parts of the team’s
previous progress (the shredder challenge is a
collaborative puzzle, so work can be undone by
reshuffling pieces). These later attacks were
indeed very effective: a single attack could
destroy in 55 minutes what 342 highly active
users had built in 38 hours (see [41] for details).
Although the crowd immediately started to repair
the damage, the last attacks were too severe
requiring a database rollback of the virtual
workspace resulting in several hours of
downtime. Moreover, these attacks had a long
lasting impact on the motivation and
effectiveness of the crowd, reducing worker

effectiveness by one third and reducing the
efficiency of recovering from errors by 90%. From
this, [41] concluded that “the real impact of the
attack was not to destroy the assembled pieces
but to destroy the user base of the platform, and
to disrupt the recruitment dynamics”. Their final
verdict is “Openness is both the strength and the
weakness of crowdsourcing. The power of
crowdsourcing lies in allowing a large number of
individuals to contribute freely by giving them
unfettered access to the problem. However,
because the power and the freedom given to the
users are important, crowdsourcing stops
working as soon as users start abusing this
power. Such abuse can happen to any
crowdsourcing project. However, large widelypublicized projects, which naturally attract more
attention, or projects involving political or financial
stakes, may easily find highly motivated
opponents. A number of safeguards have to be
placed in crowdsourcing systems. Monitoring is
the first component, as prompt measures have to
be taken in case of attacks. Monitoring and
behavior assessment are not trivial issues, and
require the design of problem-specific measures
for detecting attacks modes.”
These results are also confirmed by game
theory as shown in [42]: it is actually quite
rational for an uncontrolled and anonymous
crowd in a competitive environment to be
malicious by attacking the results of others. Even
increasing the costs of attacks will not stop this
behavior, as it is more expensive than attacking
oneself. While this draws a bleak outlook for
competitive crowdsourcing systems, it has also
been
shown
that
thorough
reputation
management and full transparency (which
especially means no anonymity for workers) can
serve as a way for punishing malicious behavior,
lessening the impact of maliciousness and
decrease the likelihood of attacks from within the
crowd.
In this spirit, another noteworthy use case is
the platform TopCoders.com, the world largest
competitive crowd-based software development
platform. Here, workers compete to develop
software artefacts like design documents or
algorithm implementations. These artefacts are
sold by TopCoders for profit to sponsor firms, and
money is awarded to users providing the best
solution(s). At its core, TopCoders has an
elaborate reputation management system,
represented by various performance and
reliability scores which are clearly visible to the
whole community (based on their performance in
previous projects). Software artefacts are created
in brief competitions (usually with a duration of
one week), and users can publicly commit to a
competition up to a certain deadline (usually, a
few days after a challenge was posted, but long
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before the challenge ends). This commitment is
non-binding, i.e. users do not have to submit an
artefact even after they enter a competition. After
the competition ends, all produced artefacts are
peer-reviewed by at least three reviewers (which
are also recruited from the crowd). Usually,
TopCoders is fully transparent to all users.
However, review results are hidden until the
review phase is complete in order to prevent
abuse. The effectiveness of this design is
examined in detail in [43]. Here, the authors
found that the prize money in combination with
the project requirements is a good predictor of
the expected result quality. Especially, the
authors could show that the reputation scores of
users have a significant economic value, and
users act strategically to turn their reputation into
profit. One popular technique is for highreputation users to commit in very early stages to
multiple simultaneous contests, and using cheap
talk to discourage others from also committing to
that contest. As commitment to contests is nonbinding, this strategy significantly improves the
payoff equilibrium of strong contestants. The
authors hypothesize that this seemingly unfair
behavior might have a positive effect on the
overall system performance, thus recommending
this design to other crowdsourcing platforms:
based on game-theoretical observation in [44], a
system with non-public reputation scores and
without worker commitment lists would perform
less efficiently. According to decision theory, in
this scenario, workers will partition into several
skill zones, randomly executing projects which
are in their zone. This model would not allow for
worker coordination, and in a system with a
smaller worker pool, there would be a higher
chance of contests not having any participants.
This problem can actually be mitigated by
“scaring off” workers using the aforementioned
tactics into less popular contests by the public
commitment of high-reputation workers.
In several studies, it has been shown that
platforms like TopCoders can indeed produce
high quality results even for complex scientific
problems. For example in [45], the authors
demonstrated that with a meager investment of
just $6000, crowd workers were able to develop
in only two weeks algorithms for immune
repertoire profiling, a challenging problem from
computational biology. Here, 733 people
submitted 122 candidate solutions. Thirty of
these solutions showed better results than the
established standard software, which is usually
used for that problem (NCBI MegaBLAST).
Interestingly, none of the contestants were
experts in computational biology.
Besides TopCoders, there are many other
platforms using similar crowdsourcing workflows
for various applications like Kaggle for data

analytics, or Innocentive for open innovation
challenges.
B. Expert Marketplaces
Expert
crowd
marketplaces are
noncompetitive
crowdsourcing
platforms
for
macrotasks allowing sponsors to distribute tasks
to highly-skilled workers. They share some
similarities with freelancing services, but usually
also includes typical crowdsourcing features like
reputation and quality management, and work
contracts are usually more agile. Some expert
marketplaces will also directly sell products
created by the crowd instead of only focusing on
services.
In some domains like graphic design,
crowdsourcing already gained a high degree of
maturity and there are multiple competition based
platforms (like designcrowd.com for any designbased service, or threadless.com for t-shirt
designs), but also several expert service
marketplaces (like 99designs.com for hiring
designers for special tasks), and product-oriented
marketplaces (like iStockphoto.com for stock
photography, etsy.com for handy craft, and again
threadless.com who also sell their t-shirts).
Especially, marketplaces which sell products
are susceptible to an interesting crowd problem:
workers in such marketplaces are in a state of
“co-opetition” [46], i.e. they are collaborators and
competitors at the same time. The authors of [47]
claim that this situation will drive many workers to
copy or imitate the work of others, thus cheating
the system and breaking copyright law. This
behavior could be shown on real platforms.
However, established strategies for dealing with
this problems (cease and desist, lawsuits) cannot
easily be applied, and would even harm the
community in general. Therefore, the authors
propose a norm-bases intellectual property
system which is enforced from within the
community. They also claim that for many
communities, naïve norm-based systems emerge
autonomously.
Another domain with mature crowdsourcing
workflows is software engineering. Beside the
aforementioned TopCoders platform focusing on
competitions, there are also several noncompetitive marketplaces for hiring software
testers (e.g., uTest), web developers (e.g.,
upwork.com), and usability testing and market
research (e.g., mob4hire.com). In contrast to the
design domain, software development usually
cannot be carried out by a single individual, but
requires a large group of collaborating experts.
The enabling factor for software crowdsourcing is
thus the availability of sophisticated collaboration
workflows which have been refined and matured
for decades. This covers also collaboration tools,
usually offered by cloud-based services [2], as for
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example crowd software development tools like
CloudIDE, networking and collaboration tools like
Confluence, and also more traditional source
control tools like GIT or SVN. Also, nearly all
professional software developers are familiar with
these workflows and can thus transition easily
into crowdsourcing. Especially the open source
software development movement (OSS) provided
the foundations for many tools and workflows
also used in software crowdsourcing. While OSS
and crowdsourcing might be closely related from
a process point of view, they could not be farther
apart from an ideology point of view: the focus of
OSS is on software which can be freely used,
changed, and shared (in modified or unmodified
form) by anyone. This especially includes a
crowd-style development process of many
volunteers. At its core, open source is entirely
altruistic, and the copyright of the created
artifacts usually remains with the authors with
open source licenses regulating free, fair, and
shared use. In contrast, crowdsourcing is a
purely commercial development process, and the
copyrights including the right to decide on a
usage license usually falls to the sponsor
company.

territory which in many countries is highly
regulated and controlled (e.g., labor law, tax
laws, liability laws, etc.)
Therefore, it is unclear if a large scale adoption
of crowdsourcing will indeed provide a societal
benefit. While the promises of flexible work and
lessening the reliance on location factors are
indeed intriguing, it is hard to see how other
aspects of the socio-economic system will be
affected. One apparent problem could be that
work will be shifted to low-income countries
(similar to the discussions related to off-shoring).
While this is surely beneficial to those countries,
it might harm local workers in Europe.
Furthermore, it is quite possible that the local
value of professional work suffers due to fierce
competition from both non-professionals and
workers from external markets. Again, this is not
a flaw of crowdsourcing per se, but the way it is
used by many current sponsors. In [49] it is
stated: “on the micro-level, crowdsourcing is
ruining careers. On the macro-level, though,
crowdsourcing is reconnecting workers with their
work and taming the giants of big business by
reviving the importance of the consumer in the
design process.”
In certain areas like design, the effects of unfair
handling of workers can already be observed
[48]: while crowdsourcing allows businesses to
obtain design services for low costs, many
design professionals feel threatened, forming
movements protesting against crowdsourcing
and discouraging talented people from joining the
crowdsourcing markets. Here, an interesting
event was the design contest for a new logo for
the company blog of Moleskine, an Italian
company producing organizers and notebooks
targeted at creative professions. The regulations
of that contents were that all copyrights of all
submitted designs (paid or unpaid) would fall to
the Moleskine company. While this was deemed
legal under Italian law [50], the participants
(which were mostly also Moleskine customers)
felt mistreated, cheated, and in particular, felt not
respected. Therefore, they started a large Webbased PR campaign against the company
significantly damaging its reputation with their
target audience [51]. This event shows that
mistreating crowd workers can indeed backfire.
But still, [52] claims: “While the for-profit
companies may be ‘acting badly’, these new
technologies of peer-to-peer economic activity
are potentially powerful tools for building a social
movement centered on genuine practices of
sharing and cooperation in the production and
consumption of goods and services. But
achieving that potential will require democratizing
the ownership and governance of the platforms.”
It
is
also
unclear
how
large-scale
crowdsourcing would interact with local

5. LIMITATIONS, IMPACT, AND RESEARCH
CHALLENGES
Crowdsourcing is maturing into a reliable and
accepted paradigm for organizing and distributing
work, and will likely rise in popularity. Some
researchers warn that it will have a damaging
effect if the popularity of crowdsourcing from the
sponsor’s side raises faster than the worker
population [48]: in this case, the growing number
of crowdsourcing sites will decrease the
respective worker pools, limiting the added value
to the site owners and shortening the workers’
turnover rates. It is also claimed that only
challenges linked to major brands and lucrative
prizes, or linked to societal wellbeing can
efficiently continue “one winner gets all” crowd
competitions.
Despite impressive successes, the last few
sections have also shown that current
crowdsourcing systems still focus on getting highquality work from cheap labor, therefore strongly
favoring the sponsor over workers. With the
exception of impact sourcing which focuses on
developing and low-income countries, the
requirements and struggles of the worker
population are rarely considered. In order to
reach a level of maturity that crowdsourcing can
indeed serve as an alternative employment
model in western countries, such issues as well
as other work ethic issues need to be examined
in more detail. When crowdsourcing is adopted
large-scale, crowdsourcing platforms intrude into
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employment laws and how it can cover issues
like taxes, health care or social security. Most
crowdsourcing platforms do not yet consider
these issues or even actively choose to ignore
them. However, we can dare to make several
predictions resulting of such an attitude by
observing current tensions with respect to
“sharing economy” companies like UBER, Lyft, or
airbnb. These companies share many legal
problems and face work ethical issues as most
crowdsourcing companies do, and actually
frequently clash with national laws and labor
unions. Some of these platforms even try to
leverage their market power to actively
undermine existing legal frameworks [53],
sometimes even resulting in temporary bans in
certain jurisdictions [54]. A 2015 report of the
Center of American Progress [55] investigates
the problem of “zero hour contracts” (i.e. work
contracts not guaranteeing any work, and
therefore providing no financial security for
workers) used by many sharing economy
companies, noting that “technology has allowed a
sharing economy to develop in the United States;
many of these jobs offer flexibility to workers,
many of whom are working a second job and
using it to build income or are parents looking for
flexible work schedules. At the same time, when
these jobs are the only source of income for
workers and they provide no benefits, that leaves
workers or the state to pay these costs.” Beyond
issues concerning labor, also other legal
problems like copyright ownership, security
regulations, or patent inventorship need more
discussion, see [56].
Thus, regulation of labor standards in
crowdsourcing currently is be a central challenge,
with many open research questions especially for
social sciences and economic sciences ([57]
provides
a
thorough
overview).
Some
researchers believe that such regulations do not
only need to emerge from national policy making,
but that also companies themselves are
responsible for engaging in conscious and ethical
self-regulation, and are required to develop
proper code of conduits for themselves, their
customers, and their workers [58]. With respect
to local law and policy makers, the authors state:
“Nevertheless, because the interests of digital,
third-party platforms are not always perfectly
aligned with the broader interests of society,
some governmental involvement or oversight is
likely to remain useful.” This is especially true for
international companies operating on a worldwide scale.

relations, collaborate and share resources.
Recently, innovative – although still non-mature –
methods to provide solutions to complex
problems by automatically coordinating the
potential of machines and human beings working
hand-in-hand have been proposed [1]. Several
research challenges still separate crowdsourcing
from being a common solution for real world
problems. For instance, the reliability and quality
delivered by workers in the crowd is crucial and
depends on different aspects such as their skills,
experience, commitment, etc.
Ethical issues, the optimization of costs, the
capacity to deliver on time, or issues with respect
to policies and law are just some other possible
obstacles to be removed. Finally, trusting
individuals in a social network and their capacity
to carry out the different tasks assigned to them
becomes essential in speeding up the adoption of
this new technology in industrial environments.
Europe definitely has to catch up: platforms such
as Amazon’s Mechanical Turk do not allow
sponsors from outside the USA, and there are no
solutions at a European level that allow
leveraging the potential of the crowd yet.
Therefore, many platforms also do not always
comply with European policies and legislation.
Considering the variety of problems and the
extremely promising potential of crowdsourcing
also in actively shaping future life-work models,
from an academic perspective it is clear that
there definitely will be increasing research efforts
in European countries in the foreseeable future.
From an ICT perspective the grand challenge
is to find out what tasks can be solved effectively,
as well as cost-efficiently by crowdsourcing and
how exactly this can be done.
But this tells only part of the story: the
immanent social transformation of the European
knowledge society by new models of work like
crowdsourcing is bound to encourage also strong
academic research in the social sciences,
business and law.
Actually, there is a large area for scientists and
practitioners to explore and an abundant number
of important research questions, among others:
Are there limits in complexity? What algorithms
benefit most from human input? How to control
result quality? How to avoid misuse? Moreover,
besides technical questions there are many legal,
economical and ethical implications: Who is
responsible for the result correctness? How can
liability be defined? What defines the price for
any given task? What is a fair price in the sense
of incentives? How can crowdsourcing fit into
different national jurisdictional frameworks? How
can worker rights be protected? And how are
worker rights upheld?

6. CONCLUSIONS
Crowdsourcing has the realistic potential to
change the way human beings establish
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major source of reference with large collections
of books and audio-visual material. Things are
fast changing with the emergence of new
conference models [1]. Discourses surrounding
the conferences can now be extended beyond
the restrictions and boundaries of a geographical
setting and its in-site interactions. Social Network
(SN) tools such as Blogs and Twitter are widely
being employed to extend these networks and to
prolong discourse relating to conference themes.
Emerging online journals are increasingly
assimilating and mashing up [2] SN functions for
enabling improved interactions with research
communities. Also, web giants such as Google
Scholar (along with its SN extensions), are fast
replacing the need to visit the library via its
expanding, authoritative, up-to-date, scholarly
contents.

Abstract: Social Networks have become an
integral aspect of our lives in recent years.
Developments
such
as
the
small-world
phenomenon, social curation, and eCommunities
are evolving as noteworthy game-changers in an
emergent web ecosystem. This paper describes
how the way of conducting academic research will
change
when
the
resulting
omnipresent
communication and sharing technology is taken
into account. Researchers will have no choice but
to embrace SN technologies to fully exploit the
true potential of the emerging ecosystem.

Index Terms: Social Networks, Small World
Phenomenon, eCommunities, Social Curation

1. INTRODUCTION
The web has brought about significant changes
in the way we do research. Developments such
as Google Scholar and its citation network,
Google’s massive digitization project and
Massive Open Online Courses (MOOC) are
enabling access to state of the art research
materials, large collections of digitized books as
well as specialized courses delivered by the best
researchers in the world. Researchers are
therefore able to gain access to vast amounts of
knowledge in supporting various collaborative
and cooperative efforts for expanding and
advancing their research.

Notable technological advances that can be
seen as defining future scenarios for research
include:
i.
The way in which eScience and
eResearch is supporting multi-disciplinary
research teams via shared workflows,
libraries and infrastructure [3]
ii.
The emergence of expertise oriented
search engines such as AMiner [4] (as
shown in Figure 1) facilitated by a
scholarly social network [3], and
iii.
The emergence of large scholarly
networks such as Academia.edu and
ResearchGate with 25 million researchers
[5] and 7 million researchers [6]
respectively.

Being a researcher for the past 25 years and
coming from a developing nation, I have seen a
vast difference in the way research is being
carried out. E.g. by standing on the shoulder of
giants, upcoming or underserved researchers
(particularly in under-developed nations) are able
to level the field by bridging the ever-widening
knowledge gap between the ‘those who have’
and the ‘those who do not have.’

.

In the past, researchers worked within closed
communities relying on meetings at conferences
with a well-defined peer review mechanism for
maintaining and measuring their research impact.
The physical library used to be considered the

Figure 1: Expert Oriented Search Engine

Manuscript received July 31, 2015. This research work was
conducted at the Institute of Information Systems and Computer
media, an institute of Graz University of Technology, Graz, Austria.

In this way, SN tools are opening up many
more opportunities for researchers to network

15

and
undertake
collaborative
research.
Consequently, it has become difficult for one to
imagine how tasks such as rapid literature review
or the constant tracking of achievements, trends
tren
or expertise availability can ever be performed
without the help of SN tools.

researchers and to discover, connect
connect, and
validate publications data for a large number of
researchers.
3. MASSIVE GLOBAL E
E-COMMUNITY
The web has expanded to a stage where we
now have over 2 billion users. There is a need to
tap into the vast web resources being generated
without users becoming totally overwhelmed by
shallow information (trending media), or
becoming victims of ‘group think’ [9].

Hence, this paper focuses on the evolving SN
landscape and its influence on the way we do
research. It will demonstrate how the evolving
massive global eCommunity along with
developments such as Small World phenomenon
and Social Curation are systematically playing a
key role in the big scheme of things.
2. EMERGING SN LANDSCAPE
1

The SN landscape consists of numerous tools
(see figure 2) that are enabling connections to
researchers
hers and research communities all over
the world. The subsequent chapter will provide a
layered view of this growing landscape.

Figure 3: Layered view of Global eCommunity

There is a need for researche
researchers to adopt a
layered view of the massive eCommunity [10] to
benefit from this landscape. One has to ensure
that ‘the right tool has to be used for the right
purpose with the right audience in mind’. This
also calls for a proper understanding of how each
SN
N service functions as a component within the
scheme of things.

Figure 2:: An Illustration of the SN Landscape

From a research perspective, the emergence of
scholarly or scientific SN tools such as
ResearchGate
and
Academia.edu
are
noteworthy. These tools are becoming widely
used by researchers for managing their research
and research groups. Though they are seen to be
promising, they are yet to become the
mainstream research vehicle [8].

Researchers can thereby chose to either work
with a single SN tool in isolation, or with a
number of connected SN tools in a cooperative
manner. The SN landscape can be effectively
harnessed by assimilating an appropriate series
of social networking servic
services in an orchestrated
manner. Figure 3 presents the eCommunity
segments that have been mapped to various SN
tools according to specific research functions.
Researchers can thereby select appropriate SN
tools based on the target audience.

These tools incorporate tracking and alerting
mechanisms in keeping researchers informed on
latest developments relating to activities of their
own research networks. They employ mass
collaborative systems as a means to regi
register
1

In this paper, we have taken an encompassing view of
o Social
Networks (expanding from [9]) reflecting the current state of things.
Social networks, in this sense, include typical Social Networking
services (e.g. Facebook, Twitter, Google+, LinkedIn), Social
Bookmarking/Curation services (e.g. Del.ico.us, Pinterest,
Pi
Tumblr),
Content Creation services (e.g. Blogger) Mobile Messenger services
(e.g. Whatsapp, Skype, SnapChat), media sharing services (e.g.
YouTube, Instagram,) document sharing services, (e.g. Google
Drive, Dropbox), Community Question Answering systems
s
(e.g.
Quora, StackExchange) and scientific Social Networks (e.g.
ResearchGate, Academia.edu).

In this way, a simple
mple strategy could be designed
to engage one or more of the following segments:
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Focus group e.g. by using WhatsApp to
facilitate discourses on localized or
specialized themes with a closely knit
core user community. This core group









will serve as a support group for linking
with outer layers.
Scientific research communities will
serve a community of researchers and
their partners and collaborators in
focused research fields.
Community Question Answer tools e.g.
Quora to link to experts who have either
become
acknowledged
for
their
contributions in answering questions in
similar areas or for guiding others along
problem solving steps.
Social Curation tools e.g. Pinterest as a
means of acquiring information and
knowledge discovery through a targeted
deliberation on specific topics.
Professional networks tools e.g. LinkedIn
as a means of identifying people suited
for a task and has been widely used in
recruitment tasks.

Researches therefore become connected to a
web of knowledge that cuts across the global
‘eCommunities’. E.g. Research has shown that
the shortest social connection between an
arbitrary researcher and an expert in the field is
less than six steps away. Hence, the landscape
of SN becomes a platform to link researchers
together for collective inquiry and explorations.
The small world enables researchers to gain
access to expertise, and discover valuable
resources according to specific needs. Apart from
that, by finding influential individuals, researchers
are able to identify and gain access to specific
targeted information or to locate target local
community to engage with.
As a first scenario, we present the situation
where the author posted a question to the
2
Community Question Answer tool Quora : “What
are the best curation tools for researchers?” The
question, being specific in nature and of interest
to a small group of users, received only two
answers.

Researchers can also employ integrated
strategies in future by fully engaging in with the
SN landscape. Figure 4 reveals as illustration of
an integrated strategy based on the explorations
of the author.

The first answer came from the founder of a
company called Qureet, which curates feeds from
Twitter in a way that enables the picking of
selected tweets for any particular research focus.
The second answer came from a librarian with an
MSc in Information Science providing a link to
another curation site that was also found to be
useful.
This scenario revealed the ability to gain
access to specialized sources of information.
Apart from these answers, Quora listed names of
experts who could be directly contacted (see
Figure 5).

Figure 4: An integrated strategy for cooperative use of SN
tools

These names were selected from Quora’s
database of experts who answered the most
number of questions for any given topic. This list
included names of writers, web enthusiast,
librarians, founders of curation companies,
marketing consultants and product managers.

In this paper we will discuss two important
developments of the SN landscape to provide a
deeper understanding of the rapid changes we
are facing as well as to shed insights relating to
the expected future impact on research. Two
scenarios are presented to demonstrate the
practical use of selective tools to benefit from
these developments.

4. SMALL WORLD PHENOMENON
The small world phenomenon [11] describes
the connected state of linking individuals to
scholarly networks and stakeholders across the
world according to their interest and capacity to
mutually cooperate. In principle, this will enable
the access to knowledge and resources beyond
all
traditional
inhibitions
or
boundaries.

2
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Figure 5: A partial list of Quora’s proposed experts

We consider a second scenario where a
researcher, who iss a Web Science and Data
Mining expert, wants to curate a personal
collection. A number of boards may be created
while searching through existing content from a
number of related web resources. Apart from
that, the researcher can explore the use of this
space for creative expressions as well as to store
and preserve ideas for future use. Based on
these boards, the researcher will in future, be
able to reuse these
se contents for performing
specific tasks, e.g. to teach a postgraduate
course. The researcher may also explore the use
of this curation site as a basis for identifying and
profiling individuals with a matching interest and
profile.

Additionally, Quora also provided a list of
topical words relating to the question posed in
order to allow the author to perform further
explorations.
The reputation management system in Quora
makes it a powerful tool for identifying influential
individuals capable of providing the best
answers. Answers are ranked by the number of
up-votes received.. The best answers are then
judged based on community feedback.
A point scheme mechanism is the incentive
scheme or currency used in Quora, where points
are deducted for questions asked and for making
an endorsement. Users answering questions,
questions
that receive the highest possible number of up
upvotes, gain points and are recognized as expert
experts
in a special-interest group.

In this respect, Pinterest
est3 was used to enable
an
apparent
‘just-for--me-space’
for
the
researcher to focus on knowledge artefacts to
creatively generate ideas and enrich the
collection.. The researcher’s activities in
searching and organizing the resources is
enriched by other users who provide insights for
discovering additional content relevant to the
same user interest (and in many cases providing
a fresh perspective). These collections then
become personalized spaces for organizing ideas
and allowing
llowing personal reflection on the
associated themes (see Figure 6
6).

Another incentive scheme to intrinsically
motivate experts involves the identification and
recognition of top-writers
writers based on the highest
h
performing cumulative ranked answers in special
specialinterest areas. For example: Mike Barnard with
400 over answers and 6 endorsements within the
area is identified as a top-writer
writer for Alternative
Energy.
Community Question Answering
nswering tools are
therefore
e building knowledge networks of
experts, expertise and topic models, with an in
indepth profiling of users, based on their crowdcrowd
endorsed high-impact
impact contributions.

The potential of social curation is realized
mainly due to the innumerable hours put in by
such users in carefully collecting, categorizing
and labeling,, reflecting on content match to
collection,
llection, engaging in communities to broaden
perspectives and exploring new ideas in
cooperatively organizing the Web.

The implications of the small world
phenomenon can therefore be summarized as
follows:
 Enables users to access any research
element including rare artefacts for coming
up with interesting findings
 Enables content re-purposing
purposing and packaging
of content tailored to suit a user’s specific
needs
 Enables access to expertise and knowledge
from the best sources
5. SOCIAL CURATION

Figure 6: Curating Content from various sources

Social curation [12] refers to the efforts of
users where useful web content are collected and
stored in personal lists or folders. Content can
come from a variety of sources (e.
(e.g. Facebook,
Twitter, Blogs, Websites) via the use of one of
many emerging social curation tools (e.g.
Pinterest, Tumblr, Pearltrees, Scoop.it). Curated
contents are then placed into user collections and
can be used as objects of re-posting
posting to iteratively
enhance the curated collections.

When the need arises,, it is possible for this
researcher to locate the best resour
resources to teach
a graduate-level
level course in an area of his interest.
Rather than giving a single best answer, a
collection of resources that could be used as a
basis for building the course or workshop is
provided
ided by the system (see Figure 7
7).
3
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content by deciding on content considered to be
useful and by indirectly helping others facing the
same situation to annotate and organize their
content. Curation efforts of users in identifying
and contextualizing relevant content (in serving a
particular need) then become a source of
invaluable resource for anyone else with similar
needs.
This idea of multi-tiered
tiered curation can be used
as the means of helping researchers deal with
the SN information explosion is illustrated in
Figure 8.

Figure 7: Social Curated Content in Perspective

This scenario illustrates the need to use
curation software such as Pinterest, as opposed
to entirely relying on Google search or Wikipedia.
An exploration into various perspectives of
curators is required to pinpoint the collection with
the best match between the perspective of the
content curator and information needs of the
content seeker. The visual representation of pins
serves as way of narrowing down search to
matching perspectives.

Figure 8: Multi-tiered
tiered Social Content Curation in Action

Layered content curation serves as the way of
organizing the exploding amount of web content,
with users helping to handpick and craft useful
relevant content. The discovery of user profiles
based on interests, perspectives and inclinations
(that
that can be evolving over time) can be used as a
basis
to
establish
partnerships
and
collaborations.

Curation tools can also be used to actually
enable creative expressions [13] [14] and
overcome issues of distraction associated with
typical use of SNs [15], [16]. In the process,
process
these tools are able to support both divergent
and convergent aspects in stimulating
mulating cognitive
explorations and creative thinking. Divergence
relates to the expansion of user roles and
perspectives in allowing them to explore
possibilities for inquiry. This also relates to users
being able to defer judgment, internalize and
reflect while having the explorative ability to build
on ideas for generating original artefacts.
Convergence on the other hand, describes the
ability to make sense of various sources of
information in enabling affirmative judgment that
results in quality information
ation suited for a
specialized need or purpose.

In this respect, Pinterest is able to extract user
profiles of individuals with similar interests and
viewpoints based on their pinning behavior.
behavior As
an illustration, a computer science practitioner
teaching by using digital technologies was
identified
tified to be the author’s ‘twin
‘twin’ (see [17]).

7. CONCLUSIONS
SN landscape will undoubtedly play an
important role in shaping the future of research.
We have shown that it is possible for researchers
to efficiently access relevant information and
expertise even when these may not be currently
available. We have also provided illustrations of
how the emerging social networking landscape
can actually support and help researchers
manage their information
mation and knowledge
collection while maintaining a personal space for
creative expressions and knowledge discovery.

6. MULTI-TIERED SOCIAL CONTENT CURATION
Social curation sites manage content in a
layered fashion; at the lowest level, we have
content as media items that are curated by users
who then add their own meta-level
vel information (in
some ways re-purposed
purposed by users to suit their
own need). At a subsequent step, objects
deemed useful are then organized into labeled
collections.

The control of small world phenomenon can be
exploited for helping researchers and research
groups in performing many regular tasks such as
expert finding (e.g. Quora), appraisal of
researchers (e.g. Google Scholar ranks,

In this way, Social curation can be seen as the
next emerging platform for collective con
content
creation and purposing. Users add value to Web
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[14] Zaman, T., Wee, A. Y., & Kulathuramaiyer, N.
“Harnessing Communityʼs Creative Expression and
Indigenous Wisdom to Create Value,” Researchgate.net
Tacit-Implicit-Explicit (TIE) Knowledge Creation Model,
2011.
[15] Maurer, H. “Does the internet make us stupid?,”
Communications of the ACM, 58(1), pp. 48-51, 2014
[16] Kulathuramaiyer, N., Maurer, H., “A Survey of
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ResearchGate scores) and recruitment (e.g.
LinkedIn).
Users cannot stay as passive receivers of
information totally oblivious of the inner workings
of SN tools. Those who just continue to treat the
Web as a black box will not be able to cope with
the information deluge that we are about to face.
Much needs to be done for expanding on the
potential of the SN landscape and to ensure
equitable access for all.
What we are yet to see will be even more
dramatic with new developments such as crowd
funding organizations emerging as key funding
agencies [18] with SN companies supporting as
expertise sourcing agencies and knowledge
arbitrators. This will open up numerous research
opportunities for multi-dimensional, global-scale
research projects.
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To summarize, we are trying to ensure
information reliability by consolidating information
(e.g. figures on various aspects of a country) by
comparing numbers in different databases and
taking only figures for granted if they agree in all
databases examined. Otherwise we try to find out
where the discrepancies come from. In many
cases we are not successful and hope that the
community will help.
As a start we concentrate on figures that are
fairly static in time like size of countries, highest
mountains, largest cities, typical (and dated
pictures), stories about surprising facts or
curiosities concerning a country, etc. Figures that
change rapidly in time are handled by reimporting certain parts of some databases, and
by tying in the community in many countries of the
world, see Section 8.
We do not concentrate on figures or mere facts
as such, but allow users to experiment with
figures by comparing parameters both concerning
countries and groups of countries. This allows
determining regions of the world with particular
positive or negative aspects, as required by a
user’s interest. We also use at least three
sources for maps, one version allowing adding
links to arbitrary information at any point in the
map to augment and adapt maps to varying
information needs.
However, the dominating feature of our server
is that we do not just want to present numerical
facts about countries, but a large set of typical
and well-texted pictures, stories that are typical in
some way (be it because of special folklore,
legends, aspects of natures, interesting
comparisons of figures with other countries) and
emphasizing cultural aspects from Nobel prize
winners to UNESCO heritage sites to National
Parks.
To do this in a systematic way presents many
challenges. It starts with the fact that it is not even
clear what a country is. Although it sounds
reasonable to take the official 193 UN countries
(and we use this list as main guideline) this
decision is contentious, as shown by many
examples: Cyprus is considered one UN country,
yet de facto it consists of a Greek and a Turkish
part and some pockets of land belonging to the
UK overseas territories. Most would consider
Taiwan a separate country, yet China’s “one
country” policy has never allowed Taiwan to

Abstract: The rapid expansion of Web content
has raised numerous concerns relating to reliable
and meaningful information delivery. What users
actually need is information that suits the task and
context at hand, from a reliable knowledge source,
with an assurance of information objectivity and
integrity. In this respect, most of the numerous
web sites that offer geographical information have,
serious drawbacks: Often, advertisements are
intermixed. It is hard to tell if information is slanted
or censored. Facts presented are usually taken
from one single source and not checked against
others. Also, most information is of numeric
nature. This is particularly true of databases like
the one provided by the UN, the Worldbank,
Wolfram Alpha, DBpedia, etc. A modest mixture of
textual information and a selection of pictures are
found in Factbook, Wikipedia, Britannica or
Factfish, and maps are employed as in Open Street
View, Google Street View, or Geonames. However,
cultural or country-specific issues are never
addressed. We have started what we believe is the
first serious attempt to provide a site that tries to
overcome some of those weaknesses in
geographyoftheworld.org. Without reinventing the
wheel, i.e. using information from various sources
as far as copyright issues permit, we are building a
site that beyond presenting numerical data we try
to consolidate and verify such data and we dig
deep into the hearts of countries by mentioning
cultural aspects, stories typical for a certain region
and a range of pictures with solid description
showing the uniqueness of parts of the world.
Index Terms: Data Integration, Knowledge
Discovery, Geographic Server, Data Exploration

1. INTRODUCTION
As the web is doubling in less than two years,
the delivery of reliable and interactively useable
information is important. In this paper we describe
fairly sophisticated Webserver [30] providing
general geographical information. In addition to
numeric information that we try to check against
various sources we also want to get across the
“spirit” of countries by providing
special
information, pictures with ample explanations,
stories typical for the country and information on
culture.

Manuscript received July 31, 2015. This research work was
performed in the Institute of Information Systems and Computer
media, an institute of Graz University of Technology, Graz, Austria.
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become UN member state, so is only listed under
territories. The status of a number of regions (like
of Kosovo) of what was Yugoslavia up to 15 years
ago is not clear.
The situation gets even worse once we start
looking at specific numbers. The square mileage
of a country is not as clearly defined as one might
think: some countries (like France) exclude larger
lakes and glaciers, others include the area of sea
passages in archipelagos of that country (like
Finland), others include large tracts of land for
political reason (like Denmark the area of
Greenland), etc. We have discussed such issues
in previous papers, [1] and [28].
We try to clarify definitions to a high degree. In
this paper, we concentrate on three issues: (1)
consolidation of numbers using experts and
community; (2) building a lab environment to
experiment with data obtained, and (3)
emphasize cultural information, stories and
pictures that are archetypical for the countries
involved.
Rather than treating information as static
factual pieces, we try to provide an environment
for exploratory insightful discovery at both the
personal and community levels.

archives of Gerhard Huber [18] and Hasso
Hohmann [19]. Examples are thousands of
pictures of high quality, some, by now, of
historical value, like the about 800 pictures of
Syria [20] from the year 2009, showing many
UNESCO heritage sites intact before they have
been heavily damaged as a consequence of the
civil war in that country. Or the set of photos of
Iranian architecture [21] taken over 40 years ago.
We have also used pictures from Factbook,
satellite images from NASA, and some from
Wikipedia under Creative Common license,
where applicable. The issue of stories is
particularly crucial as presenting mere facts
without user stories makes geography dry and not
contextualized. We discuss this in detail in
Section 6 of this paper. Although emerging sites
like Factfish [24] do provide generic information
for tourists and present much information in a
video story form, they mainly serve as first
impressions of a country. We believe that this
service has to be expanded and should provide
information beyond trivial touristic stuff. Stories
are needed for each country that are either
touching,
funny
or
provide
unexpected
information.

2. SOURCES OF DATA

3. INITIAL USES OF DATA

In ensuring the validity of information we need
to consider trust-worthy sources of information.
For concrete base figures we use the ones listed
in Factbook [9], Worldbank [10] and UN Data [11]
as our main sources. Information from these
sources is further checked using DBpedia,
Wikipedia, Britannica, Wolfram Alpha and
national sources. We believe that further
progress in information consolidation will only be
possible by involving the community and in
particular geography institutes and other related
institutions world-wide, a process that has been
started with advice from geography professor and
Academy Vice President Anne Buttimer at Dublin
[12], see Section 8.
For maps of countries we have been using,
among others, Facebook and the UN collection of
Maps [13]. Concerning culture we have used
information from the UNESCO heritage site [14],
information on National Parks from various sites
including National Geographic [6]. For famous
persons we have used both sites of prestigious
awards, like Nobel Prize [7], Wolff Prize [8], etc.
but also lists of famous persons like Biography
Online [15] and particularly the Famous Persons
site [16].
As sources for pictures we have used some
8600 historic pictures from the Austro-Hungarian
empire (around 1900) in the Austria-Forum
picture collection [17], we have obtained many
interesting pictures from the community and are
particularly grateful for access to the picture

For each country the URL [30] provides an
entry page that shows flag and emblem of the
country, gives a short description and shows (via
a Google plug-in) a map of the country. Below
this you always find the structure shown in Figure
1.
Particular attention should be paid to the
following items: “Geography” where we have tried
to consolidate data (like the discrepancies of 53
UN member states when it comes to square
mileage); “Maps” where we are trying to
assemble a growing set of maps; “Culture” and
“Special Information” (the latter called stories in
many places) to be discussed in more detail in
Section 6 and “Pictures” already mentioned
above.”
To compare statistical figures it was necessary
to normalize some of them. It may be interesting
to have e.g. the number of medical doctors or
Nobel Prize winners in a country, but it might be
more interesting to have them per 1.000 or
1.000.000 people in the country for comparison.
While USA has the largest number of Nobel Prize
winners (254), per 1 million persons Saint Lucia
has more (12.24) compared to 0.8 in the USA.
For each country we also have a list called
“Top Ten Rankings” showing where the country
ranks among the top 10 UN states. High ranking
is of course not necessarily good, like High
Mortality of Newborns etc. would not. Figure 2
shows the situation for Austria.
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Figure 1: Structure of Information for each country and territory

Figure 2: In 12 respects Austria is among the top 10 of the 93 member states of the UN.

Note that Austria is doing well in physicians
density (Rank 5 world-wide), yet this may even be
weakly connected with the dismal age structure:
Austria is ranked no.8 world-wide when it comes
to the percentage of persons above age 65.
All former Yugoslavian countries have high
unemployment among young people, but how
catastrophic the situation is can be seen in the
Top Ten Rankings of Bosnia Herzegovina where
68.2% of the population between 15 and 24 years
of age are unemployed!
In addition to the Top Ten Rankings also
parameters for which a country is ranked among
the lowest in the world are shown, revealing many
interesting aspects. Here is one example: In the
following 5 countries only 2.1 % or less of the
population is older than 65: Uganda, Kuwait,
Nauru, United Arab Emirates, and Qatar. United
Arab Emirates, Kuwait, Qatar spend a very small
percentage of their GNP on health, so these 3
countries do not come as surprise, but Nauru and
Uganda are ranked around 30 in their
expenditure on health, so why are there not more

old people? Well, the island Nauru with just 21
square kilometers (most of it destroyed through
phosphate mining, and no natural fresh water
resources except rain and an aging desalination
plant) and with less than 10.000 inhabitants it
cannot be a serious candidate for statistics.
Uganda with about 30 million people, yet 70% 24
years or younger, three facts explain the situation:
Destructive civil wars, less than 50% of the
population have access to clean water and the
country where AIDS originated. However, since it
is considered the main battle ground against
AIDS the medical expenditure (mostly through
international aid) is surprisingly high.
4. MORE ADVANCED “LABORATORY” FOR
WORKING WITH DATA
Having data from all countries and territories of
the world available it clearly makes sense to
provide a “Virtual Laboratory for Exploring
Countries” [22]. In this Laboratory one can check
for each country an arbitrarily large subset of
some 100 properties, or one can compare
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properties of countries. It is probably best to
explain this by means of some examples.
Figure 3 shows a comparison of Chile and
India concerning population density and median
age.

countries that one would intuitively think are
similar, like former Yugoslavian countries. Austria
is a surprising exception: It has many similarities
with highly developed European countries (Italy,
France, UK and Germany) but also with Bulgaria
and Kazakhstan!
When countries are compared in our
“laboratory” rows with similar values are
highlighted red.
Our laboratory also allows aggregating
countries into larger units and then comparing
properties of those larger units. Note that this
poses interesting questions: In some cases one
has to take the sum of values (like for Nobel
prizes, exports, railway lines, population and area,
etc.); but the population density of conglomerate x
is neither the sum nor the average of the
population densities, but is the population of x
divided by the area of x.
In some cases
averaging by population is necessary (like
average birth rate or such; or else a small country
with strange values may distort everything); in
some cases maximum is needed (highest point)
or minimum (lowest point); in some cases the
value of x cannot be computed from the data: like
length of borders with other conglomerates, since
adding the values of all countries in x would count
borders between countries within x that must not
be counted. This is an interesting problem area
and quite important: One does want to compare
e.g. unemployment of SE European countries
with unemployment in e.g. Germany, or
Scandinavian countries. Again, note that some
averaging by population averaging is necessary).

Figure 3: Comparison of two countries involving two
properties

Figure 3 shows among others that India is fairly
densely populated (only 13 other countries are
more densely populated). The mean age of 27.0
as compared to the rest of the world ranks 95 (of
193 UN countries), i.e. is fairly in the middle.
Of course we could now be interested to find out
which countries have a population density still
higher than India. The result is shown in Figure.
4.

5. VISUALIZATION
Geographic databases tend to contain large
sets of data, usually in the form of tables. In a few
instances animation is added like in Factfish [24],
a site with pleasant design and as far numerical
information goes fairly sophisticated. (It does lack
cultural information, stories and large sets of
pictures). The figures on this site often do allow
animations, like showing the population growth of
a country in a graph. However, the most
important part of visualizing information is to
compare information, and this is not offered in
Factfish.
In contrast, we have detailed population figures
since 1869 (!) for all (over 2000) communities in
Austria, and allow to visualize the development in
arbitrary many communities simultaneously, see
[26].
Figure 5 shows what this interactive
visualizing of population data looks like. We can
choose (either by hierarchical exploration or by
search) three communities. Two of them show a
steady growth, but one (in a former iron producing
area) shows a dramatic drop of population.
Observe that we have chosen the option
“absolute”, i.e. we show the actual population
figures. We can switch to “index based”; see
Figure 6, meaning that now the relative change
compared to the values in 1869 is shown.

Figure 4: The 16 most densely populated countries in world

It must be clear that this offers unlimited
possibilities to compare countries.
This gives rise to another obvious question: Are
there countries very similar, i.e. agreeing in many
properties? This question is particularly relevant if
one normalizes figures (per capita, per square
kilometer, etc.).
Comparing again Chile and India we find out
that they only agree in one of 100 properties: their
lowest point is 0 meters, i.e. both have a coast,
and both no place lower than sea level.
In the Country Comparison Table [24] we are
showing those pairs of countries pairs that have
(of 100 important properties) between 9 and 7
properties that are similar. We count a property of
two countries similar if the values differ by at most
1 %. It is interesting that no pair of countries has
more than 9 similar properties and that pairs of
countries with 7 or more similar properties are
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Figure 5: Visualizing population development of a number of communities in comparison

Figure 6: Comparing the rates of change rather than the actual population figures.

We have picked an Austrian province and a
village in another province. The option “absolute”
would show a flat line for the village at the bottom,
since the village has of course a much smaller
population than a province. Choosing “index
based” as shown instead, it becomes apparent
that the recent growth rate in the village was
higher than in the province under comparison.
Based on UN data (and 2015 data from another
source) we can do a similar visualization for
countries of the world in [27]. To choose countries
we employ a different interface. We do not

provide a hierarchical structure for two reasons:
one, the obvious structure by continents is not
convenient, since it is often not clear which
continent a country belongs to: Does Russia
belong to Europe or Asia? (If we decide by
population, it is Europe; if we decide by area, it is
Asia.) To which continents do islands in the
Pacific or Caribbean belong to? Similar cases
abound. On the other hand, since the names of
all countries can be shown simultaneously on the
screen we decided not even to provide a search
function. (Actually, this decision is doubtful, since
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a country has often different names, like UK vs.
Great Britain or Holland vs. Netherlands or even
vs. The Netherlands).
Our visualization again allows visualizing real
population figures or the population growth. After
all, in absolute figures a country like Switzerland

will be almost invisible when compared to China.
Yet the population growth can be visually
compared as is shown in Figure 7. Switzerland
has been growing at a faster relative rate than
China for the last 10 years!

Figure 7: Comparing relative growth rates of countries

Population growth is very fascinating. Everyone
knows that population growth in almost all African
countries is high (6.4 children per women in
Uganda!), but fewer people are aware of the
dramatic consequences of some former soviet
republics becoming independent: Leaving the
country was suddenly possible, and turned often
into a necessity because of the dramatic
downturn of economy. Typical examples are e.g.
Armenia and Georgia who both have lost a high
percentage
of
their
population
since
independence in 1990.
Using data on electricity production from the
Worldbank database we can similarly compare
absolute production and production changes of
countries. The same technique will be applicable
to other data.

It is clear that much information “hidden” in
large geographical databases can be unlocked
using appropriate visualization techniques.
6. MAPS
As mentioned earlier, we are providing at the
moment three types of maps, but plan to add
more as the project becomes more and more
international. The first two maps are from
Factbook, the third one is a vector map that
shows both the country and its districts and has
three special features.
It allows accessing the capital city of the country
(blue marker) and by clicking it leads to the
OpenStreetView with the capital city in the center.
The square icons in each district/province give
the name of the district.
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The red markers can be placed by any person
authorized to do so. A click provides whatever
information was decided to be attached to the
marker, i.e. can be textual, a pointer to some
picture or pictures, or to some Web page(s). This
is best illustrated by an example: We show the
map for Germany [31] in Figure 8.

national parks, famous persons (from Nobel Prize
winners to painters or composers), etc.
To further present countries not just by mere
figures we want to present stories about them.
Some are written by real authors see e.g. the
“House of Spite” or an “Iceberg Symphony”, etc. If
you are curious, have a look at what is currently
available under [25]!
Others are generated based on comparison of
figures. As mentioned before, we listed for each
country parameters, where the country is among
the ones on top or among the ones at the bottom,
in a world-wide comparison. We also show for
each country all countries with a sizeable number
of similar properties.
Still others are semi-automatically prepared:
Based on figures some properties are extracted
and put into a story form, just needing a bit of
polishing by humans. We will come back to this in
another paper when our software is sufficiently
improved, but let us just hint at two different
techniques for semi-automatic story creation.
A country with zero coastlines is “landlocked”.
Depending on the latitude it can be classified as
“tropical” or such. A small country with no big
elevation, a very long coastline and where
tourism is a major source of GNP turns it into “a
collection of fairly flat islands loved by tourists”,
etc.
A second approach is to search the Web for a
country and analyze the texts obtained. If “mining
copper” is mentioned in all or most sources, or
“desalination plays a major role” and such those
facts can be combined into an interesting story
highlighting the most important facts of that
country. Putting it differently, we are not using
figures or stories from a particular source but look
at many entries for a country on the Web and
extract those points that occur in high percentage
of the descriptions.
We use the term “semi-automatic” story
creation since at this point in time the product
delivered by the algorithms needs polishing and
checking by humans, a typical example for
human-computer collaboration.
We believe that pictures can provide valuable
information about a country, including its culture,
folklore, people, and more. The Web is
overflowing with zillions of pictures. However, we
believe that most pictures one can find either lack
good descriptions of what they show and usually
are rather recent. By way of example, a
description “Sagrada Familia built by Gaudi” is not
enough, if not more is mentioned about this
building in Barcelona and its architect Gaudi. 700
pictures of Syria taken in 2009 have now historic
value, since many of the famous parts of the six
UNESCO heritage sites have been virtually
destroyed by a conflict that is still ongoing at the
time of writing. For an example see the picture in
Figure 10, [32] of Palmyra, Syria, now of historical
value, due to recent destructions.

Figure 8: Germany and its districts.

A click at the red marker on the right and the
lowest ones informs us that the capital city of the
province Bavaria (Bayern) at issue is Munich
(München). A click on the red marker straight
above yields to what is shown in Figure 9:

Figure 9: Result of a click at the red marker

It is clear that providing interesting red markers
cannot be done locally in Graz, but only by the
community operating their own version of our
geography server as explained in Section 8. Note
that the heavy reliance on local help will make
sure that information is indeed suitable for the
local community, or for the world, if distributed,
see Section 8.
7. CULTURE, STORIES AND PICTURES
Our server is one of few geography servers that
go quite a bit beyond presenting statistical data.
We have a separate section on Culture where
we are in the process of collecting for each
country their UNESCO heritage sites (over 1.000
world-wide and the number keeps growing),
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It is also important to look further back. 8.600
pictures of the Austro-Hungarian Empire from
around 1890 are good examples on our server.
On the other hand, hundreds of pictures of
various islands in the Philippines show the

mixture of different ethnic groups and allows us to
comprehend why frictions occur and to better
understand actions of governments involved.

Figure 10: Palmyra, Syria

8. OUTLOOK

if some IGK servers are shut down for whatever
reason.
It is clear that having such a network of servers
will also require both algorithms and new
methods to synchronize data and to assure close
collaboration when implementing new features.
To be more specific, here is an example.
Suppose a site is adding further information. The
site may decide to make it available to all
participants or only to some servers. However,
the recipient may also not want to accept the
change added, because it is too close
advertisement, or might be politically motivated,
or such. To make it unnecessary to check all
incoming items manually some sophisticated
heuristics will be necessary as the network of
such servers grows. The first method to be
implemented is this: entries in a category will
have for each IGK server “a color”. Red means:
Ignore information coming from this server in this
category. Green means: Accept information
coming from this server in this category. And
“Yellow” means: Check manually before
accepting or rejecting.
Concerning collaboration in developing the
system, one or two yearly development meetings
between all those interested in adding new
features or improving others will be necessary.
The IGK network has the potential to become one
of the dominant sources for geographical
information on a wide-area level, of course not at
the fine granularity of GIS systems used in cities
and countries for planning issues.

Reading this paper many will have wondered
how we can ever expect to reach a level of
acceptable completeness.
It is clear that this cannot be done by one group
alone, but by tying in many groups and the
community.
For this reason in addition to continue the
“obvious”
implementation
and
information
gathering activities we are in the process of
pursuing two important avenues. One is curation
to easily incorporate material that is located
outside the main server by using tools that are
similar to pinterest [29] and others, yet the user
can view the results without registering. This is
clearly a large topic on its own. Curation on the
Internet is closely linked to traditional curation of
art and such, see [2] – [5]. The other avenue is to
isolate the geography part of our server with a
multilingual interface so it can be used in many
different institutions. We call this the IGK
(International Geographic Kernel server). The
IGKs in this network will use sophisticated
synchronization mechanisms so that information
updated at one site is automatically available to
all other sites.
Such a network is necessary to move what we
have started forward with high speed. Due to the
number of IGK nodes foreseen, we have had
more than ten locations already contacting us as
possible participants. The sustainability of the
network does not depend on one or more specific
servers and it can operate without problems even
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Rixels: Towards Secure Interactive
3D Graphics in Engineering Clouds
Altenhofen, Christian; Dietrich, Andreas; Stork, André; and Fellner, Dieter

Figure 1: Three images showing the rich pixels approach used to visualize 3D simulation results in a web client.


transmitting new pictures with every single user
interaction and is thus prone to create high
network traffic. In parallel, WebGL [5] has
become a standard feature of all web browsers
and provides hardware-accelerated rendering
from within the web browser – a feature which
was hardly conceivable few years ago. With
WebGL, 3D content can be rendered interactively
after sending the graphical information (the 3D
model, the simulations results, etc.) to the web
client – as long as the power of the client
machine is sufficient for the current model
complexity.
Still,
compared
to
desktop
applications, web applications have limitations,
e.g., speed/flexibility of JavaScript or the limited
feature set of WebGL compared to OpenGL.
More importantly, the transmission of large
datasets – common in cloud computing – to the
client can take a considerable amount of time, so
that ‘time to first picture’ may be much longer
than in an application sharing approach where the
data resides on the server and only images are
being sent. However, for many applications the
biggest ‘problem’ with this approach is the fact
that the 3D data is being sent to the client, which
opens the possibility to grab confidential content
from the network in a form close to the original
model data – a real acceptance hurdle for many
professional users.
These
observations
(virtualization
and
hardware acceleration on the server side and the
availability of WebGL on the client side) have
motivated us to develop an approach that we
entitled ‘rich pixels’ or ‘rixels’. In our rich pixels
approach, data resides on the server and we use
hardware-accelerated
server-side
postprocessing and rendering based on OpenGL with
all its functionality, flexibility and performance.

Abstract: Cloud computing rekindles old and
imposes new challenges on remote visualization
especially for interactive 3D graphics applications,
e.g., in engineering and/or in entertainment. In this
paper we present and discuss an approach
entitled ‘rich pixels’ (short ‘rixels’) that balances
the requirements concerning security and
interactivity with the possibilities of hardwareaccelerated post-processing and rendering, both
on the server side as well as on the client side
using WebGL.
Index Terms: Remote rendering, application
sharing, rich pixels, web-based rendering, cloud
computing, scientific visualization, remote postprocessing

1. INTRODUCTION

C

computing is more and more digging
into interactive applications where not only
elastic computing on big data is required but
graphical interaction with 3D models / 3D content.
With the virtualization of computing power, also
the demand for virtualization of the rendering
power increased. This stimulates developments
such as NVIDIA’s GRID graphics [4] able to serve
more than one ‘user’ with hardware-accelerated
rendering. To this end, classical image or video
encoding and transmission techniques are
adopted to transfer screen content to the client
machine. This approach can be combined with
any off-the-shelf application. However, it requires
LOUD
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The result is not transferred as a screen shot
(RGB image), but as a set of pixels enriched with
depth information and arbitrary additional
attributes read from the server’s (deep)
framebuffer. These rich pixels are securely
transmitted to the client and visualized in a web
browser using WebGL. Visualization is not only
limited to rendering. Because of the availability of
pixel attributes, it is possible to instantly perform
post-processing operations also on the client.
This hybrid approach – a combination of ideas
from image transmission and local WebGL
rendering and processing – promises to better
serve the partially contradictory requirements:

technologies and approaches in the fields of
application sharing and remote rendering. Section
3 describes our approach of rich pixels in detail
while section 4 presents the client-server
architecture used in our setup. Section 5
introduces remote post-processing as an
example use case for our technique and section 6
provides multiple measurements of network traffic
comparing our approach with the commonly used
application sharing software UltraVNC. Section 7
concludes this paper by reflecting on the
presented approach and summing up its
advantages and current limitations. Finally,
section 8 presents ideas for future improvements.

 Low network load: Only data that is needed
should be transferred. It also should not be
necessary always having to keep up a highbandwidth connection.
 Interactive behavior: The visualization client
should always remain responsive without
freezing or stuttering.
 Security: It should be possible to visually
inspect a model, but without having to send
the original data to the client.
 Best use of HW rendering resources: Not
only hardware on the server side, but also
any available resources on the client side,
such as GPUs, should be leveraged.
 Broad range of client devices: A client
application should not depend on specific
hardware or operating systems. Ideally, it
should work within a web browser.

2. RELATED WORK
The approach proposed in this paper draws
from a variety of previous techniques. In the
following sections we will provide a brief overview
of fields our system is related to.
2.1. REMOTE RENDERING
Remote rendering, i.e., producing an image on
one device and displaying it on another networkconnected device, has been an important
research topic for decades, and a plethora of
different techniques and systems have been
proposed. We will not go into detail here and
instead refer the interested reader to Shi and Hsu
[1], who provide a comprehensive survey of
remote rendering systems. According to them,
remote rendering can be categorized into a
continuum of model-based and image-based
systems, where on the one end of the spectrum
the original model data is transferred and on the
other end only the final images are transmitted.
The approach proposed here represents a mixed
or hybrid technique where image data augmented
with model information is being sent.

We benchmarked our approach and found
performance benefits of a factor of up to 19.8 in
comparison with a standard application sharing
solution like UltraVNC.
1.1. CONTRIBUTIONS
The approach presented in this paper provides
the following main contributions in the fields of
application sharing and remote rendering:

2.2. APPLICATION SHARING
Probably the most widely used remote
rendering variant is application sharing, i.e.,
running a complete application on a remote
server, and displaying the results on a local
machine using a purely image-based transfer
mechanism. A popular protocol for doing this is
the Virtual Network Computing (VNC) system [2],
which allows for controlling a remote machine
over a network by sending input device events
and replicating the remote display on a local
workstation by receiving and displaying RGB
images with changing content generated by the
remotely running application through the received
input events. A prominent open source
implementation of VNC is UltraVNC [3], which we
use for comparison. While VNC can support
arbitrary applications, it relies on the availability of

 Combination of powerful hardwareaccelerated server-side rendering with
flexible web-based client-side rendering.
 Client-side navigation without additional
data transfer from the server because
pixels are enriched with depth values.
 Shader-based post-processing on the
client using additional pixel attributes.
 Security of the 3D model since only rich
pixels are sent from which the 3D model
cannot be easily reconstructed.
1.2. PAPER OUTLINE
The remainder of the paper is structured as
follows:
Section 2 gives an overview of existing
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sufficiently high network bandwidth, in particular
when compression artifacts and interaction
latency are not tolerable.

3. RICH PIXELS CONCEPT
In comparison to the usual transmission of
RGB images (one byte for each channel: red (R),
green (G), and blue (B) per pixel), we transmit
framebuffer content, more precisely content of a
render target, containing the visible pixels (after
the painter’s algorithm / rasterization) together
with their positional information (x, y, z) and
additional attributes. These additional attributes
could for example be different IDs for different
parts of the geometry, or physical values from
simulation results (like pressure or velocity), and
can be used for further processing on the client
side.

2.3. VIRTUALIZED HARDWARE ACCELERATION
A recent trend in cloud computing is the
increasing availability of graphics hardware
accelerators on the server side. In addition,
current state-of-the-art solutions, such as NVIDIA
GRID [4], enable the virtualization of graphics
processors, so that a single physical GPU can
serve multiple client devices. This is realized by
providing user processes with their own address
space, command buffers, and rendering contexts.
The GRID management software is integrated
into a desktop hypervisor, where for each virtual
machine an instance of a virtual GPU device
driver exists. GPUs with GRID support use onchip hardware video encoders to generate a
H.264 compressed bitstream of desktop images.
However, this does not allow the images to carry
additional data, such as depth or other attributes.

3.1. BANDWIDTH REDUCTION
Since background pixels are discarded in our
approach, the amount of data actually being sent
to the client strongly depends on the size, shape,
and orientation of the content on the server’s
virtual screen.
Especially when rendering only the outlines or
the wireframe of a 3D object, the required
bandwidth is much lower than it would be when
transferring the entire framebuffer. In contrast,
the worst case would be to have a solid model
that covers every single pixel of the virtual screen.
Therefore, the size of the framebuffer/render
target (total number of pixels) can be used as an
upper bound for the amount of data needed to
transmit one single frame. The exact value
depends on how many additional attributes are
sent per rich pixel.

2.4. WEB-BASED VISUALIZATION
Another current development is the possibility
to leverage graphics hardware acceleration from
within web browsers. In order to access 3D
graphics capabilities in a web browser without the
need for an additional plug-in, the Web Graphics
Library (WebGL) provides a JavaScript API.
WebGL [5] is based on OpenGL ES 2.0 and
allows for employing shaders written in GLSL. In
our system WebGL is used in conjunction with
X3DOM [6], which enable handling of 3D scenes
in HTML5 and to manipulate them through the
HTML document object model (DOM).
Although a large number of remote
visualization solutions exist, none of them
provides a perfect fit for our requirements.
Particularly, being able to support arbitrary client
devices (desktops, as well as tablets, phones,
etc.), but also to deal with low network bandwidth
by performing model inspection and postprocessing on the client side, lead to the design
of the rich pixels system.

3.2. ADVANTAGES OF SENDING ADDITIONAL
INFORMATION WITH EACH PIXEL
With rich pixels, the partial 3D model gives
enough visual reference for the user to allow
proper orientation under rotations of limited
extent. The user can navigate the scene without
requiring a new image from the server with each
interaction. This offers a built-in preview
mechanism when rotating the scene on the client.
An example can be seen in Figure 2 where a
rotation around a 3D dataset is shown. The
rotation shown in the first three images is done

Figure 2: Rotation done on a dataset containing simulation results with RPP's preview feature activated. As the
rotation angle increases, not much of the original geometry is visible anymore and the user’s orientation in the
dataset might get lost (3rd image).
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locally whereas for the last image, new data from
the server has been requested.
Since we transmit additional attributes with the
pixels, we can render them in different ways. This
is especially important for scientific visualization
where in many cases pixels need to be falsecolored depending on the mapping the user
wants between their attributes and colors. This
mapping can be done directly in the web browser
using shaders, again without requesting a new
image from the server. So the user could inspect
simulation results by changing the color mapping
interactively without the need to request any new
data from the server as long as he does not
change the camera.

based on HTML and JavaScript that renders the
rich pixels as a 3D point cloud using X3DOM and
WebGL. The underlying transmission is handled
using the WebSocket protocol combined with the
Protobuf package [10]. Protobuf (full name
‘Protocol Buffers’) is a platform-independent open
source framework developed by Google for
efficient serialization and deserialization of
structured data in multiple programming
languages. For secure communication, the
WebSocket connection is configured to use
WebSockets over SSL/TLS (wss:// instead of
ws://) for encrypted communication. In addition,
symmetric or asymmetric encryption mechanisms
can be applied on the rich image data directly.
Figure 3 shows a diagram describing the
architecture and its components.
The server back-end can be controlled by
sending specified commands from the client
using dedicated Protobuf messages. The most
common command is to update the orientation of
the camera during user interaction. Therefore, the
current camera matrix is transmitted to the
server, the scene is rendered on the server using
this camera matrix, and the resulting rich image is
sent back to the client. As many of these
commands can be produced in a short amount of
time by moving the camera around, they might be
issued faster as they can be processed in a low
bandwidth environment. To avoid stacking of
commands on the server side, the server backend offers a queuing system that allows skipping
intermediate messages of the same type. For the
camera example, all received camera matrices
except the most current one would be discarded
when processing the next command.
As an alternative to queuing and discarding
intermediate camera positions, the command can
also be issued only once after the camera
interaction is finished using the preview feature
described in section 3.2.
Since only the 3D screen content is handled,
this approach requires the re-implementation of a
Web-based user interface to control the remote
application. This additional effort is the pay-load

3.3. SECURITY
When it comes to cloud environments,
confidentiality and security of intellectual property
is a common concern. In the field of cloud-based
remote visualization, this corresponds to the
security of the 3D model that has to be visualized.
In our approach, the pixels themselves contain
much less information about the real model than
the full topological set of triangles typically
transferred to WebGL applications. Thus, the 3D
model cannot be fully downloaded by the client
and cannot be intercepted during transmission.
The main data resides save on the server.
In summary, the two core mechanisms of the
rich pixels approach – transmitting only relevant
pixels and augmenting them with auxiliary
information to aid reconstruction and postprocessing – allow for realizing all the initial
requirements listed in chapter 1, therefore
avoiding drawbacks of existing solutions in this
regard.

4. CLIENT-SERVER ARCHITECTURE
Rich pixels are created by a server application
using hardware-accelerated off-screen rendering
with OpenGL and are then transmitted to the
client application. The client itself is a website

Figure 3: Client-server architecture for web-based rich pixel transmission and rendering.
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Figure 4: Stream lines computed on a dataset
containing results of a CFD simulation. The stream
lines are calculated and rendered on the server and
are then transmitted to a web client as a set of rich
pixels.

for the advantages of our approach and using
WebGL on the client. However, not the entire
server-side user interface might be needed in the
remote scenario. Therefore, different subsets of
the server’s functionality could be offered on
different client websites; one for each class of
users.
The WebGL/JavaScript implementation of
X3DOM provides generic interaction and
navigation methods [6]. These include mouse
based camera navigation modes. For example, in
‘Walk’ mode, pressing the left button and moving
the mouse pushes the camera forward. Based on
an updated camera position, the server computes
a new frame and sends the resulting rixels to the
client. In addition, the JQuery user interface
provides buttons and sliders to control the postprocessing operations (stream line generation,
color mapping, etc.) on the client and server
sides.

client application which shows the final results in
a web page. Instead of transferring the RGB
image from the server to the client as it is done in
VNC-like approaches, the server application
renders its scene into a framebuffer object and
sends its rich pixels to the client, where they are
rendered as a set of colored 3D points in the
client web page. Figure 4 shows an example of
the RPP client rendering a set of rich pixels
containing 3D geometry and stream lines.
As the mentioned post-processing features are
very compute intensive, a powerful multi-threaded
hardware is needed in order to run them at
interactive computation times. When computing a
cutting plane or tracing stream lines through the
domain, the entire volumetric dataset has to be
taken into account. In most engineering use
cases these datasets consist of hundreds of
megabytes or gigabytes of geometry and
simulation results and therefore would take too
long to be transferred completely to a remote
client. Even if the data could be transferred, the
client in most cases would not have sufficient
memory and compute resources to process it on
its own. Additionally, the requirements for GPU
resources for rendering the complete dataset are
much higher than for rendering rich images.
Despite all the technical limitations of a remote
client, sending the simulated geometry and the
simulation results completely to a remote client in
a cloud based scenario is not desired by most
engineering companies. The data is a highly
valuable asset to these companies and must not
be transferred freely over the internet.
For the presented scenario of remote postprocessing of large simulation data, the rich
pixels approach is well suited, since the data
resides save on the server where enough
compute and rendering resources are available
while it can be used with a flexible web client with
low requirements.

5. REMOTE POST-PROCESSING
Engineering clouds are especially needed
where large datasets are handled or where in
conjunction huge simulation models are
calculated / solved. To do this, engineering clouds
offer
high-performance
computing
(HPC)
clusters. The storage and compute resources
provided by a standard client machine are in most
cases not sufficient to calculate, process, and
inspect this amount of data. Here is where our
rich pixel approach can best show its benefits.
With this in mind, we have developed and tested
a remote post-processing (RPP) setup for 3D
simulation results.
The RPP system consists of a server backend, which can perform complex post-processing
tasks like calculating cutting planes or seeding
stream lines in a simulation result dataset and
prepares the actual rendering, as well as of a

6. EVALUATION
In order to compare the performance of rich
pixels with VNC common standard application
sharing software – we use a post-processing
scenario. A set of network traffic measurements
have been conducted to answer the question
where the rich pixels approach shows benefits in
practice.
6.1. TEST SETUP
In order to gather representative measurements, a test suite has been designed that covers
the typical use cases of a post-processing
session analyzing CFD simulation results. The
task sequence consists of the following steps:
a) Idle for 15 seconds (doing nothing):
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Figure 5: Amount of network traffic created by the different actions performed with RPP (1, 2) and VNC (3) as
described in section 6.1. These actions are idling (a), rotating (b), zooming (c), color mapping (d), cutting (e) and
calculating stream lines (f).

b)

c)

d)

e)

f)

We simulated a user in front of the screen
doing nothing for 15 seconds. The goal is to
determine the amount of data transmitted to
keep the connection alive and to maintain the
current status.
Rotating the camera:
This step performs a rotation of the camera
around the 3D model (from left to right and
back to its initial state).
Zooming in and out:
In this step, the camera is zoomed out a
certain extend and zoomed back in again to
the initial position.
Changing the color mapping:
In this step we simulate the user changing
the mapping between values and colors of
the CFD result. It consists of changing the
interval of the color ramp several times and
of changing the displayed physical quantity of
the velocity vector (from magnitude to “w”
component).
Positioning the cutting plane:
In this step, the position of the cutting plane
is varied and the amount of transmitted data
is monitored.
Parametrizing stream lines:
Finally, we vary the position and the
parameters of a seeding plane from which
stream lines are calculated through the CFD
field: first, we move the seeding plane to
different positions inside the dataset;
secondly, we modify the seeding parameters
(seeding direction, size of seeding plane and
number of seeds).

three different setups to gather information on
corresponding network traffic:
1. The RPP client with the preview feature
turned off.
2. The RPP client with the preview feature
turned on.
3. A direct connection to the postprocessing server using UltraVNC
To measure the pure network traffic, thus
deducting the required bandwidth for interactive
user experience, the client and server machines
were placed in a local network and connected via
1 GBit/s Ethernet. To collect information about
the amount of data sent from the server to the
client, the network monitoring tool WireShark
1.12.4 was used.
6.2. RESULTS
Figure 5 summarizes the results of our network
traffic measuring. It shows the six steps of our
test sequence in the three settings described
above. It clearly demonstrates that advantages
and disadvantages of rich pixels compared to
VNC depend on the step and on the configuration
of our rich pixel application.
Step a) reveals that the RPP client creates no
network traffic when idling, whereas UltraVNC still
exchanges data in this case. However, the
amount of data is small (20 KB).
When transmitting images due to camera
rotation or translation (step b and c), VNC is
roughly two to three times more efficient as the
web-based RPP client using rich pixels. This
mainly results from the fact, that we do not yet
compress the rich pixel information and each

This sequence of actions has been executed in
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pixel is carrying more information than in the VNC
case.
While VNC needs to send an image with each
camera movement, we can exploit the rich pixel
information under camera movement as declared
in 2 – preview feature enabled. While moving the
camera the rich pixels can still be transformed
perspectively correct using the local graphics
hardware on the client machine giving the user
enough orientation as long as the camera
manipulation does not exceed certain limits.
When finishing the interaction (releasing the
mouse button), a new rich pixel image is being
calculated from the current perspective and
transmitted. By only transmitting the new dataset
once the camera interaction has finished, it
reduces the amount of network traffic remarkably.
In this test, the reduction factor is 13.6 for
zooming and 36.8 for rotation. In general, the
actual speed-up factors may vary depending on
the user interactions. However, if the rotation
angle is too big without requesting a new set of
rich pixels, user orientation in the 3D scene may
get lost (see Figure 2).
When performing interaction with GUI
elements, the rich pixel approach outperforms
VNC by a factor of 1.5 to 5 (as in steps d, e, and
f). The explanation is straight-forward, since the
GUI of the rich pixel client is web-based, there is
no need to communication with the remote
application at all while only acting on the 2D GUI.
In contrast, VNC has to display any change in a
2D GUI element such as a button, a menu, a popup, etc. on the client machine by transmitting the
corresponding image. The rich pixel client only
sends the corresponding command once the
Web-GUI
interaction
has
finished.
The
processing (e.g., cutting the volumetric flow field,
seeding and integration of stream lines, etc.) is
performed on the server. The rich pixel server
only sends a new image after the calculation is
done, while VNC is sending a constant image
stream also under 2D GUI interactions.
This benefit has to be ‘paid’ by developing a
corresponding Web-GUI for the remote
application while VNC supports off-the-shelf
applications as they are.

a big advantage with high potential benefit of this
approach. The 3D model itself resides on the
server and therefore cannot be downloaded
directly or intercepted during transmission.
The comparison with UltraVNC reveals that the
benefits and drawbacks of rich pixels depend on
the use case. For continuous camera
movements, VNC is still up to three times faster
than our approach. Even with compression, we
do not expect to fully compensate this benefit
since we simply have more data to transmit per
pixel that we then exploit in local web-based
hardware-accelerated rendering. However, the
fact that we do not need to transmit any
background pixels and no 2D GUI updates is
another pro for rich pixels. Anyway, for discrete
actions, rich pixels outperform VNC by a factor of
up to 19.8.
An obvious limitation of our technique is due to
the point based approximation of altered (rotated,
translated, zoomed) views, which results in visual
artifacts stemming from missing scene geometry.
When reducing bandwidth by simultaneously
increasing the intervals between requests of new
rixels, more and more parts of the scene are lost.
Similarly, image-based methods suffer from
increased visual artifacts when applying lossy
image compression. However, they always
provide a complete image of the 3D scene. In the
case of extensive bandwidth reduction, artifacts
caused by our approach might be perceived as
more objectionable by domain users. It would be
an avenue of future research to conduct user
studies and to evaluate an acceptable
performance–quality tradeoff.

8. FUTURE WORK
There are several points, where our approach
could be improved in order to further reduce
network traffic especially for steps b) and c).
8.1. COMPRESSION
In its current state, the rich pixel data is
transmitted exactly as it is stored in the server’s
frame buffer without any compression. Of course,
this is not optimal and could be improved by
applying or adapting different image/data
compression techniques (see [7] for details).
When trying to do this, the compression and
decompression time has to be balanced w.r.t. the
potentially reduced duration for transmission of
the compressed data.

7. CONCLUSION
We have presented a novel approach to
remote rendering and remote post-processing in
a cloud scenario by utilizing both the server’s and
the client’s rendering capabilities in a combined
fashion, which works well for modern cloud-based
engineering use cases. By securely sending rich
pixels instead of RGB images, we can interact
with the data on the client to some extent without
requesting new images from the server every
time. Client-side shader-based post-processing is

8.2. PROGRESSIVE TRANSMISSION
The set of rich pixels can also be regarded as a
large 3D point cloud. With this mental image in
mind, progressive streaming methods like the
ones presented in [8] and [9] could be applied.
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This would further increase the responsiveness
and interactivity of the rich pixel client application
especially for large-resolution render targets and /
or low-bandwidth environments.
8.3. APPLICATION TO OTHER DOMAINS
The presented architecture is not tied to the
simulation domain. This use case was chosen
because this is an obvious one to have additional
values besides the color (like stress, temperature,
pressure, or velocity). Of course, any other
dataset that provides positional information in
combination with extra attributes could be
displayed. For example, an interesting application
would be the visualization of large cultural
heritage objects, where in addition to the spatial
location of a pixel not only color values, but also
surface characteristics could be transferred.
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The Growth Rate
and the Nature of Internet Traffic
Odlyzko, Andrew


Abstract: The growth rate of Internet traffic is
continuing its long decline. This is occurring in
spite of the existence of huge potential sources of
additional demand. Possible reasons for this
trend, its implications for the Web, and potential
future developments are discussed.

relevant. This growth rate has been decreasing
for almost two decades. Even the growth rate in
wireless data, which was extremely high in the
last few years, shows clear signs of a decline.
There is still rapid growth, but it is simply not at
the rates observed earlier, or hoped for by many
promoters of new technologies and business
methods.
The latest statistics are surveyed
briefly in Section 2.

Index Terms: content versus connectivity, future of
the Web, Internet traffic, Moore’s Law

This decline, while it has some potentially painful
implications for many service and systems
providers in telecommunications, probably will not
have seriously deleterious effects on the
economy.
Some observers attribute the
slowdown in the rate of growth of traffic to an
"approaching maturity in Internet adoption" (cf.
[12], p. 113) or similar phenomena. That is likely
to be a significant factor, as in 2015, close to half
of the world's population already was accessing
the Internet (most often through a mobile phone).
Thus the number of users cannot grow fast for
long. Furthermore, Moore's Law, in its various
manifestations, such as computing power of
processors, number of transistors on a chip, cost
of a transistor, and hard disk storage capacity, is
experiencing a substantial slowdown, which
lessens the growth in the computing and storage
capacities. That reduces the pressure for greater
communication volumes.

1. INTRODUCTION
How does one measure the Internet? There are
multiplicities of studies. Many, such as the
"Internet Trends" series by Mary Meeker,
consider various versions of the wide “Internet
economy,” ranging from growth in sales of
Internet-connected devices to healthcare. As the
Internet continues to diffuse more widely and
deeply, and becomes an ever more essential
infrastructure, it is becoming harder to draw the
boundaries.
We still talk of e-commerce.
However, the growth and proliferation of
Amazon.com physical facilities, and the increase
in online activities by traditional retailers
demonstrate we are already in a system in which
online
information
collection and online
transactions are essential and inseparable
elements of that industry. That parallels what
happened with earlier technologies. Long before
the Internet was built, most commercial
transactions involved the phone, but there was no
discussion of t-commerce (with "t" standing for
the telephone). In line with this trend of melding
the communications infrastructure with the rest of
the economy, the OECD replaced in 2015 its
biannual series of "Communications Outlook"
reports with a new series, "Digital Economy
Outlook," [12], which considers a considerably
wider subject.

However, there is still plenty of room for growth in
volume of traffic. There is far more broadcast
video going over the air or over coaxial cable to
people's homes than there is Internet traffic. The
volume of data stored on magnetic disks alone is
large enough that it would take many months to
transmit all of it through the backbones of the
Internet at current traffic levels. Furthermore,
there are many new applications on the horizon.
So why isn't Internet traffic skyrocketing, given all
these all these obvious sources of potential
demand, and the fact that technology is
advancing fast enough to allow for fast growth
without increases in investment? It is impossible
to be certain, since we are observing (very
imperfectly, since we do not have good measures
of traffic, and even less of the types of traffic) the
outcomes of complex interactions of technology,
service providers’ business plans, and user

The rate of growth of Internet traffic was for a
long time a useful indicator of the health of the
entire Internet ecosystem, but is becoming less
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decisions. The factors that are likely to be very
important in affecting traffic growth rates are

observed today in industrialized countries,
technology is advancing faster than demand, so
there is no need for increasing the volume of
investments, or for the fine-grained traffic control
schemes that are beloved by industry managers
as well as researchers.

- the shift to wireless, with complicated
implications
- content is not king, as connectivity has the
highest value

The arrival of smart phones ushered in, around
2010, a period of explosive growth in wireless
data traffic (which is taken here to mean
technologies such as 3G, 4G, and LTE, and
excludes WiFi). There were again many cries
about unsustainable trends, and demands for
more spectrum (even though the most ambitious
conceivable re-allocation of spectrum would have
at most doubled the cellular bands, which would
have accommodated only a year of the projected
100+% annual growth). However, in the last few
years we have observed a marked deceleration
of wireless data traffic growth. On a world-wide
basis, the June 2015 Ericsson report [6]
estimates there was about a 65% growth from
2013 to 2014, and projects 45% compound
annual growth rates for the 2014 to 2020 period.
Perhaps even more remarkably, U.S. wireless
data traffic, which more than doubled from 2012
to 2013, increased just 26% from 2013 to 2014
[5]. This was a surprise to many observers,
especially since there is still more than 10 times
as much wireline Internet traffic than wireless
Internet traffic (cf. [6]).

- the strong negative correlation between
value and volume of data traffic
These factors are discussed in Section 3.
The conclusion that is drawn in the final section
from all the considerations earlier is that declining
traffic growth rates are not necessarily a sign of
stagnation.
The preoccupation with video,
especially with prerecorded entertainment video,
which dominates the thinking of industry leaders,
researchers, decision makers, the press, and the
general public, is leading them all astray. The
observed declines in traffic growth rates reflect
largely declines in video traffic increases.
However, much of the value of current and future
applications comes from relatively low-bandwidth
applications, and those can prosper in the current
environment.

2. INTERNET TRAFFIC GROWTH RATES

Many factors may have contributed to the
slowdown in wireless traffic growth. Service
providers, imposing tight data caps, was surely
one of them. But there were probably other
significant ones. For example, mobile devices
have to cope not just with limited transmission
capacity, but also with small screens, battery
limits, and the like. This may have led to changes
of behavior not just of users, but also of app
developers. They likely have been working on
services that can function well with modest
bandwidth. Since mobility is a great attraction by
itself (see [11] for some statistics and
references), this likely led to less attention being
devoted to high-bandwidth wireline services, and
contributed to the slowing of traffic growth in that
area.

Internet traffic growth was for a long time a very
useful measure of the development of the digital
economy. Its explosive growth in the mid-1990s
demonstrated the attraction of the new
communication technology. But its slowdown, to
what was then regarded as a “mere doubling
every year”, starting in 1997, provided early
warning that the Internet bubble was bound to
burst. However, the studies that identified the
annual doubling of traffic, and subsequent ones,
led to the prediction that this trend would continue
for a considerable time, meaning a decade or
even more [3, 4]. This prediction was based on
observed rates of traffic growth, new application
adoption, and the presence of large sources of
additional traffic (primarily broadcast video and
the contents of magnetic storage systems).
Actual traffic trends falsified this conjecture, as
the first decade of the 21st century witnessed a
substantial slowdown, documented in [8] and [2].
One of the puzzling facts from the beginning was
that Japan, which has been among the top
countries in providing fiber connectivity to homes,
and has very high bandwidth Internet access, has
had low traffic growth rates, and currently has far
lower traffic (on a per capita or per connection)
basis than countries such as the United States
[7]. The frequent predictions about "exafloods"
overwhelming the networks that were frequent a
decade ago have simply not come to pass. At
the 20 to 30% per year growth rates that are

3. CONTENT AND CONNECTIVITY
In telecommunications, content has never been
king.
Historically, whenever we can obtain
reliable statistics, we find that people were
spending more on connectivity than on content
[10]. This is also true today. As just one
example, global revenues of telecommunications
service providers are about $2 trillion per year,
while advertising is only about one quarter of that.
(For more precise figures and references, see
[11].) In the U.S., which has a very high degree of

40

cable TV penetration, the revenues of this
industry from providing Internet access and voice
telephony are likely soon to surpass revenues
from video. Furthermore, profits of Internet and
voice services are already far higher than of
video, since there is no need to pay for the
expensive "content."

growing, and the ability to charge according to the
value of traffic being constrained either directly by
laws and regulations, or the fear of such, the
industry is in a desperate search for ways not to
be a "dumb pipe." This search is almost certainly
doomed to fail, since "dumb pipes" is precisely
what society needs, and since the non-trivial skills
of the telecom industry that are required to
provide ubiquitous physical connectivity are far
from those involved in generating novel services.
But the industry is determined to fight against its
natural role of being "dumb pipe" providers, with
its implication of being thrown into a commodity
market.
Managers in this field see video
distribution as a way to develop differentiating
offerings that will keep users from switching. An
analogy might be with restaurants that all offered
the same main courses, and competed just on
the basis of their desserts. Desserts are not as
important as the basic meal, or even just bread
and water, but when dealing with an affluent and
sated society, they can sway decisions of where
to go for dinner.

One of the simplest ways to demonstrate the
falsity of the "content is king" myth is by
comparing the prices people are willing to pay for
the extremely low-bandwidth texting versus highbandwidth video. (See the table in [11].) Another
is by comparing the revenues of the entire video
industry with those of cellular operators just
before the arrival of smart phones, when the
wireless industry was being paid almost
exclusively for carrying the low-bandwidth voice
and texting services.
Yet throughout history, policy makers and
telecom managers have almost universally been
fixated on content. The dominant role of basic
connectivity is rediscovered every once in a while
(cf. [1]), but it seems never to garner the attention
it deserves. This continues to lead the industry
(including researchers) astray. The myth of
content as king is especially damaging when it is
combined with the dominant myth of streaming
video. (Most of the video on the Internet is
transmitted, and will surely continue to be
transmitted, in the form of faster-than-real-time
partial downloads, the most sensible form for
handling all static material.) The dream of the
industry, and the likely inspiration for many of the
publicity campaigns about exafloods of traffic
overwhelming the networks, is precisely that myth
of streaming real-time video. That would justify
gold-plated networks with tight control over traffic,
and could lead to higher revenues and profits.

The fixation with video means the telecom
industry is concentrating too much on limiting
user traffic. In many ways, the danger for the
industry, especially in the wireline arena, is from
too little traffic, not too much. The many debates
as to whether users really need 100 MB/s
connections, much less 1 GB/s ones, reveal lack
of appreciation that burst capability is the main
function of modern telecom, serving human
impatience.
Although
pre-recorded
video
dominates in the volume of traffic, the future of
the Net is likely to be bursts of traffic coming from
cascades of interactions between computers
reacting to human demands, cf. [9].

4. CONCLUSIONS
The problem for the industry is that many of the
valuable services that are either already growing
or can be reasonably foreseen can prosper with
only medium speeds, and with substantial
transmission impairments. That is even true of
much of telemedicine. Many of the IoT ("Internet
of Things") services can adjust their traffic
demands, often trading off local processing and
storage for transmission. And, since for the most
part they rely on radio communication, they
simply have to be resilient enough to function
even
in
the
presence
of
substantial
communication breakdowns.
Therefore any
realistic service quality guarantees will have to be
statistical, rather than absolute.

The declining growth rate of Internet traffic is
puzzling. There are several sources of additional
traffic that seems bound to move to the Net, and
will dwarf what is visible right now. However, this
decline reflects primarily the slow move of
broadcast video to video-on-demand services and
the growing dominance of wireless access.
There is already plenty of capacity for the growing
range of novel services that will determine the
future of the Web.
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