
 

 

Abstract — This paper presents a dataflow-
based implementation of the RSA, a popular 
algorithm used in the public-key cryptography. 
The RSA implementation relies on Montgomery 
reduction method that is used to make the 
encryption/decryption process more efficient. 
Montgomery method improves a modular 
exponentiation process which constitutes the 
algorithm computational core. An appropriate 
scheduling of the Montgomery word-based 
operations is chosen among several options from 
the open literature and accordingly implemented in 
C. Common CPU architectures suffer from the 
fixed word granularity constrained by the register 
width. On the other side, reconfigurable platforms 
often lack compiler support to provide high level 
system design. In this paper, we rely on Maxeler 
dataflow platform that offers the best from both 
worlds. Maxeler is a FPGA platform that offers a 
Java extension for hardware description. 
Algorithm modifications necessary for offloading 
the word-based multiplication to a dataflow engine 
are proposed. Our results show that multiplication 
accounts for about 40% of the total CPU 
encryption time. We have shown that 
multiplication part can be improved by 
approximately 70%, leading total improvement to 
28%, according to the Amdahl’s law. Directions for 
further potential improvements are also discussed.  

 
Index Terms — RSA, public key cryptography, 

dataflow architecture, Maxeler, Montgomery 
reduction, encryption 

 

1. INTRODUCTION 

SA is a widely used algorithm in public-key 
cryptography [1]. It was invented at MIT as a 

block-based algorithm in 1977 and named 
according to initial letters of authors names: 
Rivest, Shamir and Adleman. Its security relies on 
the fact that it is difficult to factorize a public 
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encryption key obtained by a multiplication of two 
big prime integer numbers that are kept secret. 
Decryption key is also obtained from these two 
prime numbers, it is kept secret and it is used for 
restoring original data, hence, providing 
necessary mathematical linkage.  

 
A dataflow execution analysis for the presented 

algorithm is performed on Maxeler HPC platform. 
The platform’s core named Dataflow Engine 
(DFE) runs on a FPGA chip and is based on a 
deeply pipelined hardware structure for 
processing streams of data. This way, inherently 
parallel algorithms can be accelerated through a 
reconfigurable logic. Current configuration state 
represents an implementation of a previously 
defined dataflow graph [2]. For a mentioned case 
and a big input data load, the platform offers 
more time and energy efficient execution in 
comparison with existing multi-core and many-
core architectures for the same initial investment. 
On the opposite, this solution is not intended for 
the latency-sensitive, control flow intensive and 
small input load applications. Dataflow execution 
is host-controlled via appropriate API and 
compilation is performed within the customized 
development environment provided by Maxeler. 

2. MONTGOMERY METHODS 

If the data bit sequence to be encrypted is 
presented as an integer number M and the public 
key is {e, n}, core equation for getting an 
encrypted value is  

nMC e mod       (1). 

For the equation (1) to be used in a computer 
data encryption, M and n are considered big 
integers. These integers can be implemented as 
array variables of the programming language 
supported types. Number of digits denoted s, 
needed to represent a big number, depends on a 
particular architecture and a chosen “stem” type 
of a program. “Stem” type provides w bits to store 
a digit in memory. If the modulo n is k bits long, 
then number of digits for a big integer is 

  wks /  (2). 

 Conditions to be met for choosing the correct 
values e and n are not in the scope of this paper. 
Next relations illustrate decomposition of a 
number M to s digits, and number e to p bits: 
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Whenever M is to be processed, it is done by 
iterating through its digits, what will be 
demonstrated later in the paper. The same is 
valid for modulo n. This way, one can balance 
between parallel and sequential processing by 
modifying platform dependent parameter w. 
Iterating through bits of e and calculating partial 
results of (1) are known as modular 
exponentiation operation which is the most 
popular method used in the public-key 
cryptography. 

2.1 Montgomery Exponentiation 

For the modular exponentiation process we rely 
on Montgomery reduction method that is used to 
improve modular arithmetic [3]. Key advantage of 
the method is replacing n modulo with r modulo, 
which is a power of 2 giving an efficient CPU 
execution. It is necessary to define r as 

       
swr 2         (5), 

and to find value 'n so that condition 

1'1  nnrr         (6) 

is satisfied [3]. Computing (1) using the 
Montgomery method is done as shown in 
pseudo-code in Figure 1. 
 
      function ModExp(M, e, n)  { n is odd } 

      Step 1.   Compute n’. 

      Step 2.   Mm := M ∙ r mod n 

      Step 3.   xm := 1 ∙ r mod n 

      Step 4.   for i = k – 1 down to 0 do 

      Step 5.          xm := MonPro(xm, xm) 

      Step 6.          if ei = 1 then xm := MonPro(Mm, xm) 

      Step 7.   x := MonPro(xm, 1) 

      Step 8.   return x 

Figure 1 RSA pseudo-code: Montgomery method 
 

In steps 2 and 3 value M and 1 are converted 
to Montgomery’s domain, while exponentiation is 
done in steps 4-6. In step 7, result is converted 
back from Montgomery’s domain and encrypted 
data are obtained. Function MonPro should 
implement a Montgomery reduction (also known 
as Montgomery multiplication) and has a central 
role in the modular exponentiation. This is the 
operation where modular arithmetic with modulo r 
takes effect which is shown on Fig. 2. Numbers a 
and b are s digits long and all steps assume a 
digit based processing. 

 
 
 

function MonPro(a, b) 

Step 1.   t := a ∙ b 

Step 2.   m := t ∙ n’ mod r 

Step 3.   u := (t  +  m ∙ n) / r 

Step 4.   if u ≥ n then return u – n 

                           else return u 

Figure 2 Pseudo-code of Montgomery reduction 
 

2.2 Montgomery Reduction Implementations 

Different ways exist to implement a digit-based 
processing from Fig. 2. Five ways are presented 
in [4], namely: 

 
• Separated Operand Scanning (SOS), 

• Coarsely Integrated Operand Scanning (CIOS), 

• Finely Integrated Operand Scanning (FIOS), 

• Finely Integrated Product Scanning (FIPS), 

• Coarsely Integrated Hybrid Scanning (CIHS). 

 

Authors conclude that CIOS is the most 

efficient one considering implementations in C 

language and assembler. Our reference host 

implementation is based on the SOS method. 

That way it is easier to transform the code for 

Maxeler platform, and also, this method does not 

differ much from the best performed CIOS. 

 

In [5], a multi-core implementation of CIOS is 
presented. Advantage of multi-core architecture is 
shown using OpenMP support. Partial results of a 
multiplication-dedicated part of the code are 
obtained on different cores and then accumulated 
on a designated core. Number of products that 
can be obtained in parallel is much higher on a 
Maxeler system, since number of multipliers is 
limited only with the FPGA hardware resources. 
For 4096-bit key size execution reported in [5] is 
4.87 times faster than the original CPU 
Montogmery version. 

 
In [6], customized Montgomery multipliers are 

designed for Altera Stratix family of chips. Smaller 
adders are used in this design to simplify the 
place and route process. Multiplication is 
performed on digit-by-digit basis. Encryption time 
is 79.95ms for 1024-bit key size and 128-bit digit 
width (w=128). 

 
In [7], five versions of Montgomery method are 

implemented in assembly language for both Intel 
Pentium and Sun Sparc family of processors. 
Switching between different algorithms does not 
affect the execution time significantly, while 
switching between the processor technology 
features does. Some of the reasons for that are 
out-of-order execution, different pipeline depth, 
additional special instructions, and higher cache 
memory capacity.    



 

3. RSA: HOST CODE 

3.1 Implementation 

As a reference CPU code we use our own C 
implementation of RSA which follows the 
optimized version of pseudo-codes from [8]. Tight 
coupling the optimized algorithms presented in 
pseudo-codes from [8] with our version of C code 
ensures having a relevant host reference 
program for performance comparison. All 
necessary algorithms for a complete RSA 
encryption process are implemented. Figure 3 
shows a pseudo-code realization of crucial steps 
from Figure 2.  

 
for i = 0 to s-1 

     C := 0 

     for j = 0 to s-1 

            (C, S) := t[i + j] +    a[j]∙b[i] + C 

        t[i + j] := S 

     t[i + S] := C 

a) 

 

for i = 0 to s-1 

      C := 0 

      m := t[i]∙n’[0] mod w 

      for j = 0 to s-1 

             (C, S) := t[i + j] + m∙n[i] + C 

             t[i + j] := S 

      ADD ( t[i + S], C ) 

b) 

Figure 3 Realization of Montgomery reduction in 
pseudo-code: a) Step 1; b) Interleaved steps 2 and 3 
 

Interleaving steps 2 and 3 allow us to calculate 
only the first digit instead of an entire value 'n from 
(6). It is important to notice that the structures of 
inner loops in a) and b) are the same. Order of 
operations for pseudo-code from Figure 3 a) is 
presented on Figure 4. 

 

 
Figure 4 Digit-by-digit processing: step 1 of 

Montgomery reduction 

 
It assumed that digit width is w=32. Every 

multiplication in the inner loop takes two 32-bit 
integers and produces two 32-bit outputs as a 
result. Upper half of the product can be 
accumulated together with the output carry value. 
Iteration for each j value is presented by a row, it 
takes input carry into account, updates 
appropriate digit of a partial result t, and finally, 
produces the output carry. After leaving the inner 
loop, ready digits of the final results are shaded 
with green color. 

3.2 Verification 

Debugging the RSA code is challenging due to 
operations in a number system basis that is equal 
to 2w. In the first approach, code is tested for a 
simple case where w=8 and a key size is equal to 
32 bits. Intermediate results of Montgomery 
exponentiation are checked per exponent bit 
using online simulator at the University of 
Massachusetts, Amherst [9]. After the first 
functional version was prepared, code was tested 
for w=32 and a key size of 1024 bits. Test vectors 
from [10] were used. 

4. RSA: DATAFLOW CODE 

4.1 Host Code Profiling 

For program acceleration with Maxeler, it is 
necessary to find the critical section of the original 
host code. It is obvious that function MonPro from 
Figure 1 is a critical section. Otherwise, using 
Montgomery method would make no sense, since 
conversion to Montgomery’s domain and back 
would constitute the most significant portion of 
execution time. However, profiling is performed 
using gprof on a Linux platform to discover how 
much time takes to execute the multiplication 
part. Results for w=32 are shown in Table 1. First 
column shows the percentage of total running 
time of the program used by a function. Second 
column shows a running sum of number of 
seconds accounted for by the function and those 
listed above. Function mult32x32 implements 
digit-by-digit multiplication from Figure 4. 
 

TABLE 1: PROFILING RESULTS FOR MULTIPLE RUNS. 

Time 
[%] 

Cumulative 
seconds 

Name 

56.25 12.47 monPro 
43.08 22.02 mult32x32 
0.32 22.09 calcRem 
0.14 22.12 product 
0.05 22.16 RDTSC 
0.05 22.17 setVectors 

 

4.2 Multiplication Speedup 

In this subsection, we analyze the multiplier 
implementation on a DFE. Code that will be 
moved to DFE is code of function mult32x32, 
implemented according to [11]. First, this function 
is prepared by embedding existing macros and 
modifying statements that eventually lead to 
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building the cyclic dataflow graphs. Then, kernel 
is written using the Maxeler extension for Java 
called MaxJ. By executing this Java code, 
dataflow graph is created in the host memory and 
result is shown in Figure 5. Inputs to the graph 
are two 32-bit integer numbers delivered to 
hardware variables d1 and d2. Upper part of the 
graph is producing four partial products pp1-pp4. 
Lower part does the carry transfer between these 
products. Signals named hi and low correspond 
to the values with the same name presented on 
Fig. 4. Graph elements represent the pipelined 
hardware units and it is possible to send new pair 
of 32-bit digits every cycle. The first result latency 
depends on a pipeline depth, but each following 
result can be obtained in the following clock cycle. 
Carry propagation is performed on a host in order 
to avoid acyclic graphs and pipeline stalls. 

 

 
Figure 5 Dataflow graph of a 32x32 multiplier with 

decoupled lower and upper part of the product 
 

In order to get an uninterrupted stream of data 
at the graph input, different arrangement is 
proposed comparing to the execution flow shown 
on Figure 4. Instead of updating the carry variable 
after multiplication of each digit pair, we perform 
all multiplications and deal with a carry at the end 
of this process. This idea is described on Figure 
6. For i=0, all inner loop multiplications are done 
in parallel. This setup makes the DFE from Figure 
5 usable in producing multiplication results. Now, 
it is possible to send b0 as a constant value to 
input d2 of the graph, and stream as-1…a0 to input 
d1. Upon completion, arrays x and y are collected 
on the host side and carry transfer is performed. 

 

 
Figure 6 Algorithm adjustments toward dataflow 

architecture 
 
 Switching to another value of i can be done by 
setting a new constant (b1) and sending the same 
stream of digits (value a) to DFE. This requires 
restarting entire process through appropriate API. 
According to (2) stream a holds only 32 digits for 
a key size of 1024 bits. This fact leads to very 
poor performance due to very short streams of 
data relative to the pipeline depth of the graph. To 
demonstrate that this is true, we use n value from 
[10] and set r=21024. Next, we calculate constant 
value Xm according to the step 3 in Fig. 1 

constnrX m  mod1    (7). 

This way we get a convenient test vector, since it 
holds that 

mmm XXX        (8), 

where * denotes a Montgomery product. Then, 
we generate test vectors for different steps of the 
Montgomery product. Further on, we set the 
following values 

mm XaXb  ,
00       (9), 

where Xm0 is a digit of Xm with index 0. Then we 
start 32 runs, each one to multiply a constant and 
a stream, as it was described before. 
Measurements show that host processor finishes 
all multiplications in 24ns, while DFE does it in 
41ms. 
 

To eliminate the overhead of filling the pipeline 
with data, we rely on the fact that RSA is a block-
based algorithm. In a next attempt, it was 
necessary to prepare a continuous stream of 
blocked data to form an appropriate DFE load. 
Figure 7 illustrates the block-based step 1 of 
Montgomery product for i=0. The index that was 
used before for digits of a(index j) and for digits of 
b(index i) is moved to the second place and has 
the same meaning, while the first index denotes a 
block that is a number “owner”. To switch 
between blocks, restarting DFE run is still needed 
in order to setup the appropriate constant. This 
means that there is more data to send to DFE, 
but also, on each restart there is a new pipeline 
fill-up overhead. 
  



 

 
Figure 7 Block-based RSA and dataflow architecture 

 
To eliminate the startup overhead per block we 

propose data choreography from Figure 8. 
Instead of sending a constant value to DFE, we 
rather send the same repeated value as a part of 
the stream. This results in the same product 
result and in the same number of execution 
cycles. Since the constant is replaced with a 
stream, there is no need to restart the DFE 
execution between the blocks any more. There 
are only s runs now. 

 

 
Figure 8 Block-based RSA: replacing constants with 

the streams of redundant data 
 

Results for this setup are presented in Table 2. 
Overhead of preparing redundant streams shown 
on Figure 8 by a host program has not been 
taken into account. However, we believe that this 
overhead can be reduced by exploiting the control 
flow support provided by Maxeler in a form of 
dynamic offsets, counters and control streams 
[12]-[14]. DFE can keep on referencing the same 
digit over and over again using a variable 
dynamic offset, so that effectively a constant-
vector multiplication is performed. This means 

that the original stream can be forwarded without 
creating a redundant structure. 

 
TABLE 2: SPEEDUP TABLE FOR THE STEP 1 OF MONPRO: 

MULTIPLICATION. 

Input 
data size 

[MB] 

Number 
of blocks 

Time 
CPU 
[s] 

Time 
DFE 
[s] 

Speedup 
[%] 

1 8192 0.13 0.13 0 
4 32768 0.51 0.43 16 

40 327680 5.11 3.86 25 
400 3276800 53.73 37.68 30 

 
So far we have used only one hardware 

multiplier (one lane). It is possible to spread 
presented streams over the multiple lanes to 
improve performance. Results are presented in 
Table 3. 
 

TABLE 3: SPEEDUP TABLE FOR THE DIFFERENT NUMBER OF 

LANES, RELATIVE TO CPU TIME.  

Input data 
size [MB] 

Speedup [%] Number of 
multipliers 

(lanes) 

1 31 2 
4 55 2 

40 56 2 
400 61 2 

1 31 4 
4 57 4 

40 64 4 
400 69 4 

 
Speed up of 69% is significant, but function 

transferred to DFE accounts for 40% of the total 
execution time. Referring to the Amdahl’s law this 
gives about 28% of speedup in total. However, 
we have shown how blocks can be used to 
improve performance. Further on, block-based 
execution opens an opportunity for a carry 
transfer to be performed on DFE instead on a 
host. Rearranging data in stream a from Figure 8, 
makes possible to create acyclic graphs that work 
properly during a carry transfer. While a carry 
propagates in one block during execution, it is 
possible to perform multiplication in another block 
overlapping these two operations. For more 
information about how this can be done with a 
correct timing synchronization, reader is directed 
to examples from [13]. For further improvements, 
it is also possible to use the parallel programming 
to overlap existing DFE multiplication with host 
carry transfer. The last improvement is applicable 
to the step 1 of Montgomery reduction. Step 2 
needs a separate analysis due to calculation of m. 

5. CONCLUSION 

RSA algorithm is frequently used in public-key 
cryptography and Montgomery method makes it 
inherently time efficient. Existing realizations of 
Montgomery reduction algorithm make a good 
starting point for tuning cryptography calculations 
toward different computer architectures. This 
work analyzed potentials of transferring 



 

Montgomery realization to a dataflow architecture 
provided by Maxeler. 

 
As expected, Maxeler solution shows the 

improvement only for a big input data set. This 
leads to applications that require encryption of 
large data files. Example would be a picture 
encryption where input data stream should be 
broken in many blocks having lengths equal to 
the key size. Our tests showed an improvement 
of 28% compared to a host RSA version and 
potential future improvements have been 
discussed.  
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