
 

 

Abstract — Sorting is extensively used in many 
applications. Predominantly, comparison based 
sequential sorting algorithms are used. High speed 
computing is also driving the quest for ever faster 
sorting. Sorting networks executing parallel 
sorting and dataflow computational paradigm are 
offered as a possible solution. Sorting networks 
are briefly explained, Details are given for the 
Bitonic merge sort algorithm, which we used in our 
experiments. Sorting was implemented on an entry 
model of the Maxeler dataflow supercomputing 
systems. We employed different testing scenarios. 
Results show, that for a small size array of 128 
numbers, the speedup, comparing to the fastest 
sorting algorithm on a CPU, achieves factor of 16. 
Moving to more advanced Maxeler systems, we 
expect to be able to sort larger arrays and achieve 
much greater speedups. 
 

Index Terms — bitonic merge sort, dataflow 
computing, number sort, parallel sorting, sorting 
algorithm acceleration, sorting network. 

1. INTRODUCTION 

ORTING is one of the most important 
algorithms in computer systems. According 

to [1] it is estimated that sorting accounts to 
about 25 percent of the running time on 
computers, and in some systems even to about 
50 percent. From these data we can conclude 
that either there are many applications that use 
sorting, or sorting is used even when not 
necessary, or inefficient sorting algorithms are in 
common use, or most probably all of the above. 
Therefore the constant quest for better sorting 
algorithms, their proper use, and their practical 
implementations is necessary. 
 

Many times sorting is inherent to applications 
and at the same time concealed from users, who 
are not even aware that their actions use sorting 
algorithms to produce results. One of many such 
examples is searching for information on the 
Internet. Most common, search algorithms work 
with sorted data and the natural way of 
presenting search results is an ordered list of 
items matching the search criteria. 
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The majority of applications and systems use 

comparison based sequential sorting. It has been 
proven [1] that such sorting algorithms require at 
least the time proportional to �(� ∙ log� �), where 
N is the number of items to be sorted. Speedups 
are possible with parallel processing and the use 
of parallel sorting algorithms. Parallelization is 
commonly achieved through the use of multi-core 
or many-core systems that can produce 
speedups roughly proportional to the number of 
cores. Recently a new paradigm called Dataflow 
Computing re-emerged and it is being 
successfully used in many computationally 
intensive fields. Dataflow computing offers 
immense parallelism by utilizing thousands of tiny 
simple computational cores, improving the 
performance by orders of magnitude. 

 
Our work focuses on implementing parallel 

sorting algorithms on Maxeler Dataflow 
Supercomputing Systems. For large number of 
items to be sorted, we expect speedups in order 
of magnitudes. 

 
This paper is organized as follows. In section 2 

the motivation for re-emerged interest for the 
sorting networks is presented. Followed by 
sections 3 and 4 that give a brief explanation of 
sorting networks, in particular the chosen Bitonic 
merge sorting network. Section 5 illustrates the 
implementation of the above on a Maxeler 
dataflow supercomputing systems. Sections 6 
and 7 explain testing scenarios and results. We 
conclude with section8. 

2. MOTIVATION 

The need for ever faster communication 
networks, exponentially growing volume of data 
being produced, high speed computing, and 
other developments are driving the search for 
more efficient, faster and if possible parallelized 
computer algorithms that would be able to satisfy 
these demands. 

Many of the sequential sorting algorithms also 
have their parallel version. An efficient 
parallelization of a sorting algorithm by using 
many-core (up to a few tens) and multi-core (up 
to a few hundred) processors and systems is not 
really possible. For a true parallel sorting, such a 
system would need the number of cores in the 
order of number of items to be sorted, and this 
number can grow into thousands or millions. 
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Sorting algorithms are computationally 
undemanding in a sense that the computational 
operations are simple, mostly just comparisons 
between two items. Therefore dataflow 
computing should be a perfect match for parallel 
sorting algorithms by executing many thousands 
of operations in parallel, each of them inside of a 
simple computational core provided by the 
Maxeler Dataflow Supercomputing Systems. 

 
Power consumption is also worth considering. 

Maxeler Dataflow Supercomputing Systems are 
using most of the energy for the processing of 
data, while traditional control flow processors use 
most of the energy for the process control. 

By implementing sorting algorithms on a 
Maxeler Dataflow Supercomputing System, we 
expect considerable acceleration in time needed 
to sort the sequence of numbers, and at the 
same time save considerable amount of energy. 

3. SORTING NETWORKS 

Maxeler Dataflow Supercomputing Systems 
are essentially programmable hardware 
accelerators. They are typically programmed 
once and the “burned-in code” is executed many 
times. The execution of algorithms running on 
them must be highly independent of data or 
intermediate computational results. 

 
Therefore all comparison based parallel sorting 

algorithms running on such systems should be 
non-data-dependent and non-adaptive. This 
means that the sequence of comparisons 
executed by the sorting algorithm does not 
depend on or adapt to data, but only on the 
number of inputs [3]. 

 

 

Figure 1: An example of a simple sorting network with four 
wires and five comparators. Each comparator connects two 
wires and emits higher value to the bottom wire and lower 
value to the top wire. Two comparators on the left hand side 
and two comparators in the middle can work in parallel. 
Parallel operation of this sorting network sorts the input 
numbers in three steps.  
(Source: http://en.wikipedia.org/wiki/Sorting_network) 

All of the above demands are met by sorting 
networks, a structure of wires and comparators, 
connected in a way to perform the function of 
sorting the values on their inputs. Figure 1 shows 
a simple sorting network and its operation. 
Reader can find more on the sorting networks in 
[1]-[4]. 

Efficiency of a sorting network is defined by 
two properties: depth and number of 
comparators. The depth is defined as the 
maximum number of comparators along any path 
from an input to an output. Efficient and simple 
sorting networks exist that have a depth 

proportional to �((log� �)�) and the number of 
comparators proportional to �(� (log� �)�) [3]. 

 
Assuming that all the comparisons on each 

level of the sorting network are done in parallel, 
the depth of the network defines the number of 
steps needed to sort all the � numbers on the 
inputs and thus defines the complexity of a 
sorting network. This is for the factor of �/ log� � 
better from any of the comparison based 
sequential sort algorithms. 

4. BITONIC MERGE SORT 

Bitonic sorting network is one of the fastest 
comparison sorting networks. It has been shown 
in [1] that its depth is  
 

�(�) =
log� � ∙ ( log� � + 1)

2
 (1) 

 
and the number of comparators that it employs is 

 

�(�) =
� ∙ 	log� � ∙ ( log� � + 1)

4
 (2) 

 
this conforms to the values given in the previous 
section. 
 

 

Figure 2: A Bitonic merge sort network with eight inputs 
(N=8). It operates in 3 stages, it has a depth of 6 steps and 
employs 24 comparators - see the equations (1) and (2). 
Arrows represent comparators that sort inputs in the arrow 
direction.   
(Source: http://http.developer.nvidia.com) 

Bitonic sorting network works on a divide and 
conquer principle. First it divides all the inputs 
into pairs, and sorts each pair into a bitonic 
sequence. A bitonic sequence has the property: 



 

x1 ≤ ··· ≤ xk ≥ ··· ≥ xN for some k within 1 ≤ k < N. 
Next it merges adjacent bitonic sequences and 
repeats the process through all stages until the 
entire sequence is sorted. Figure 2 below depicts 
an implementation of a simple bitonic merge 
sorter for� = 8. Details on this process and merg 
bitonic merge sort algorithm can be found in [1]-
[6]. 

5. IMPLEMENTATION 

We implemented a Bitonic Merge Sorting 
Network on a simple MAX2 PCI Express card 
version of a Maxeler Dataflow Supercomputing 
System. The MAX2 card is inserted into an Intel 
based workstation with an Intel Core2 Quad 
processor running at a clock rate of 2.66 GHz. 
The card is connected to the PCI Express x16 
slot on the workstation’s motherboard. MAX2 
card is equipped with a XILINX Virtex-5 FPGA 
device running at a clock rate of 200 MHz. 

As follows from the sections 3 and 4, Bitonic 
Merge Sorting Network is an acyclic graph. It fits 
perfectly to the Dataflow computing paradigm 
and it is suitable for the implementation on FPGA 
hardware accelerators such as our MAX2 card. 

 
To keep figure sizes inside the margins of this 

paper, we present the implementation of a Bitonic 
Merge Sorting Network through an example with 
four inputs (� = 4). 

 
The application development process for the 

MAX2 card and other Maxeler Dataflow 
Supercomputing Systems is explained in [10] and 
[11]; here we only give explanation of the kernel. 
The kernel is a part of the code that is compiled 
and burned onto an FPGA and it actually 
executes the sorting on a MAX2 card. The kernel 
code was generated using a dedicated C++ 
script. It takes � as an input parameter and 

 

Figure 3: Maxeler graph of the Bitonic Merge Sorting Network at � = 4. An array of numbers from the host to be sorted (inX) is 
represented by elements with IDs: 4, 6, 8, and 10. The array enters the sorting network at the top of the graph. Two pairs of array 
elements on the first stage are compared and sorted by two comparators. One comparator consists of two comparison elements and 
two multiplexers. For instance, one of the comparators is represented by elements with IDs 14 to 17. Sorting is done by three layers 
of comparators. All elements on the same horizontal level are executed in parallel. At the bottom of the graph the sorted array 
(oData) is sent back to the host. 

 



 

generates the code representing the appropriate 
network structure that is later compiled for 
Maxeler systems. Java source code defining our 
sorting network structure is listed below. 
MaxCompiler ternary-if operators (?:) are 
employed for comparisons. 

 
for (int j = 0; j <4 /2; j++){ 

for (int i = 1; i <= 2 / 2; i++){ 

y[i+2*j-1] = x[i+2*j-1] > x[2*(j+1) + 1 - i-1] ? 

x[i+2*j-1] : x[2*(j+1) + 1 - i-1]; 

  y[2*(j+1) + 1 - i-1] = x[i+2*j-1] >  

x[2*(j+1) + 1 - i-1] ? x[2*(j+1) + 1 - i-1]: 

x[i+2*j-1]; 

} 

} 

for (int j = 0; j <4 /4; j++){ 

 for (int i = 1; i <= 4 / 2; i++){ 

x[i+4*j-1] = y[i+4*j-1] > y[4*(j+1) + 1 - i-1] ? 

y[i+4*j-1] : y[4*(j+1) + 1 - i-1]; 

  x[4*(j+1) + 1 - i-1] = y[i+4*j-1] >  

y[4*(j+1) + 1 - i-1] ? y[4*(j+1) + 1 - i-1 : 

y[i+4*j-1]; 

 } 

} 

for (int j = 0; j <4 /2; j++){ 

 for (int k = 1; k <= 2 / 2; k++){ 

y[k+2*j-1] = x[k+2*j-1] > x[1+k + j*2-1] ? 

x[k+2*j-1] : x[1+k + j*2-1]; 

y[1+k + j*2-1] = x[k+2*j-1] > x[1+k + j*2-1] ? 

x[1+k + j*2-1] :x[k+2*j-1]; 

 } 

} 

 
In general Bitonic Merge Sorting Network can 

be divided into �(�) layers (1), in our case the 
number of layers is three. In the above code each 
layer is defined by two nested for loops. 
MaxCompiler is able to make a graph out of that 
code and to understand that each layer can be 
executed in one FPGA clock cycle. Generated 
graph of our sorting network is depicted and 
explained in Error! Reference source not found.. It 
can be seen that it performs �/2 independent 
comparisons per layer that are executed in 
parallel. Given the complexity of the best 
sequential sorting algorithm is �(� ∙ log� �) and 
knowing the complexity of the Bitonic sorting 
network working in parallel is the same as its 
depth �(�) (1) gives us the theoretical speedup 
in the order of �/ log� �. 

 
For sending data to Maxeler card we used 

MaxJava’s build-in type called KArray which is a 
structure that has information about every 
element of the array. This structure is the most 
optimized for our problem because we can 
physically connect input array to the Sorting 
Network.  

 
There are also some constraints that have to 

be addressed. Problem with sorting network 
implementation is that it takes a lot of 
comparators to build and because of that, the 
size of the FPGA chip can became too small. 
Another constraint is that some amount of time is 
needed to send whole number array to be sorted 

to the MAX card. In most cases sorting is just a 
part of a bigger application and we may assume 
that numbers are already on the MAX card, what 
lessens this problem. To save space on the 
FPGA and consequently being able to construct 
larger sorting networks for longer arrays, we 
limited the values of numbers to be sorted to 16 
bits. 

6. SETTING THE EXPERIMENT 

Applications typically use sorting as a part of a 
broader process. Sorting can be used once in a 
while, regularly or continuously. To cover some of 
the above uses we have tried two scenarios. First 
scenario is to sort array of numbers one by one 
by starting the Maxeler card based sorting every 
time we need to sort an array. The second 
scenario is to start the Maxeler card and then 
continuously send many arrays for sorting. 

 
The goal of the experiment is to establish 

possible acceleration for sorting on a Maxeler 
system comparing to the sorting on a CPU. We 
define the following variables and functions: 

 
 �	is the size of array to be sorted, 
 � is the number of arrays to sort, 
 ��(�) is the time needed to sort one array on 

the host, 
 �� is the time needed to start a Maxeler card,  
 ��(�)	is the sum of times needed to send 

one array to the Maxeler card and receive 
back the sorted result, 

 ��(�) is the time a sorting network on a 
Maxeler card needs to sort one array, 

 ��(�) is the total time needed to sort one 
array on the Maxeler system. 

 
The acceleration or speedup � is given by the 

ratio between the time needed for sorting on a 
CPU and time needed for sorting on a Maxeler 
system 

� =
��(�)

��(�)
 

 
In the first scenario we must start the Maxeler 

card, send one array, sort it and then receive the 
results back to the host. The total sorting time is 
defined as ��(�) = �� + ��(�) + ��(�) and the 
speedup is given as: 

 

�� =
��(�)

�� + ��(�) + ��(�)
 

 

(3) 

In the second scenario we consecutively sort 
many arrays. We start the Maxeler card, send � 
arrays one after another, sort them, and receive 
the results back to the host. The total sorting time 
is defined as ��(�) = �� + � ∙ ��(�) + � ∙ ��(�) 
and the speedup is given as: 

 



 

�� =
� ∙ ��(�)

�� + � ∙ max(��, ��) + min(��, ��)
 (4) 

 
In the first scenario the speed-up is highly 

dependent on each of the denominator factors. 
Given that for small to medium values of �, the 
starting time �� for the Maxeler card could be 
relatively high comparing to the times ��(�) and 
��(�), we can not expect important speedups. 

 
In the second scenario the speedup depends 

mostly on � and the ratios between ��(�), ��(�) 
and ��(�). With the groving � the time �� 
becomes negligible. Given that the theoretical 
ratio between ��(�) and ��(�) is in the order of 
�/ log� �, the second scenario is expected to 
yield significant speedups. 

7. RESULTS 

Because of constraint stated before (size of 
FPGA chip) we were only able to implement 
Sorting Network up to the size of � = 128, what 
is conformant to the other works on the Sorting 
Networks on similar FPGA chips [8]. 

 
Speedup results for the first scenario, sending 

only one array for sorting at a time, are given in 
Figure 4. They are not particularly favorable as 
the CPU performs better than Maxeler. The 
solution would be in increasing array size beyond 
� = 128 what would be achievable on a better 
Maxeler system which was not at our reach at the 
time of research. 

 

 

Figure 4: The achieved speedup �� (3) in the first scenario for 
array sizes from � = 16 to � = 128. We can observe that �� 
grows exponentially with �. Note that �� is much smaller than 
1, meaning that sorting one array at a time on a Maxeler 
using bitonic merge sorting is slower than sorting it on a CPU 
using quicksort. 

Results for the second scenario are given in 
Figure 5 shows how the sorting time depends on 
the number of 128 number arrays (� = 128) that 
are consecutively sent to be sorted. It 
demonstrates quite strong influence of the 
Maxeler card staring time ��. Only if we send 
more than 20 arrays, we achieve a moderate 
speedup.  
 

 

Figure 5: Sorting times in seconds for sorting of the different 
number of consecutive arrays of 128 numbers (� = 128) from 
� = 1 to � = 1000000. For smaller � CPU performs better 
because of the constant time �� needed to start the Maxeler 
card. With the rising � Maxeler starts to perform better and 
above certain � the ratio between CPU and Maxeler sorting 
times �� (speedup) becomes constant. 

 

Figure 6: The speedup �2 for arrays with � = 128 in 
dependence from the number of consecutive arrays � sent 
for sorting. With the growing � the speedup grows to 16. 

 

Figure 7: The speedup �2 for arrays with � = {16, 32, 64, 128} 
in dependence from the number of consecutive arrays � sent 
for sorting. The peak speedup increases with the array size � 
and is achieved at different �. The smaller the array size �, 
the bigger � yields the peak spedup. 

The speedup �� for arrays with � = 128 is 
shown in Figure 6. We can observe that the peak 
speedup of around 16 is achieved at 
approximately � > 1000. The lower speedups at 
smaller � are caused by Maxeler card staring 
time ��, with growing � this influence gets 
smaller and becomes negligible at higher values 
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of � where the speedup curve flattens. Here only 
the ratio between ��(�) and ��(�), or between 
��(�) and ��(�) is important, see equation (4). 

 
The comparison of speedup curves for different 

array sizes is given in Figure 7. We can observe 
that bigger array sizes � yield higher peak 
speedups that are also achieved at smaller 
values of �. 
 

The above results clearly show the great 
potential for achieving high speedups by 
implementing sorting on Maxeler dataflow 
supercomputer systems. Even though the sorting 
network that we manage to implement on our 
MAX2 system is really small we were able to 
achieve speed-up of 16 compared to the quick 
sort algorithm on the CPU. The speed-up was 
achieved by sending multiple consecutive arrays, 
what can be useful in application where we 
operate with the need for many small size 
sortings in a short period of time. 

8. CONCLUSION 

Our research has demonstrated once again 
that almost forgotten algorithms and solutions 
can re-emerge with the advance of technology 
that enable their use, which was before 
impossible or impractical. Sorting networks 
implemented on FPGA are a natural match, 
where parallel execution of comparisons yields 
high sorting speedups that were also 
demonstrated through our research and the 
above results. The restriction here is the number 
of comparators one can implement on a FPGA. It 
limits the array size that can be sorted at a time. 
We managed to sort the array size of 128 and get 
the speedups of about 16. Another limitation is 
also the communication between the host and 
the Maxeler card which slows down the time of 
execution of the Maxeler part of the application 

code. While those results seem unimpressive 
and restrictions quite serious, it should be 
stressed that all work was done on the least 
capable Maxeler system. With the use of more 
advanced Maxeler system, we plan to increase 
the array size, shorten the data transfer time, and 
consequently improve the achieved speedup 
considerably. Another possible improvement is 
also the sorting of data already present in the 
Maxeler system, for instance data used by other 
application processes or algorithms running on 
the Maxeler system that must be sorted. By 
achieving the above, serious improvements to 
many applications that need sorting, would be 
possible. 
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