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Ivan Stanojević, Vojin Šenk, and Veljko Milutinović

Abstract—An algorithm for spherical code design, based on the
variable repulsion force method is presented. The iterative nature
of the algorithm and the large number of operations it performs
make it suitable for implementation on dataflow supercomputing
devices. Gains in computation speed and power consumption of
such an implementation are given. Achieved minimum distances
of obtained codes are presented.

I. INTRODUCTION

A spherical code is a set of N D-dimensional real vectors
on the unit sphere. Two standard optimization problems are
associated with spherical codes:
• given N and D, find a spherical code such that the min-

imum Euclidean distance between any two code vectors
is maximized over the set of all such codes (packing
problem);

• given N and D, find a spherical code such that the radius
of equally sized balls centered at code vectors and whose
union contains the unit sphere, is minimized over the set
of all such codes (covering problem).

Here, only the first problem will be addressed. The design of
spherical codes is both an interesting theoretical and practical
problem. There are only a few cases in which the exact
solution is known [5], [6]. Good spherical codes can be used
both for source coding [7] and channel coding [8], [9].

Dataflow supercomputing implemented on Maxeler systems
is a new computing paradigm which allows more time and
energy efficient implementations of algorithms that are in-
herently parallelizable. The main idea is translation of code
that performs an algorithm into a dataflow structure in which
streams of data are exchanged between simple processing
blocks of programmable logic. If the number of operations that
can be performed at the same time is high, acceleration can be
achieved by using space multiplexing in an FPGA circuit, for
which the host machine only provides input data and collects
its output.

II. OPTIMIZATION METHODS

A. Direct Optimization
The optimization problem corresponding to optimal spher-

ical code design can be formulated as follows: find D-
dimensional vectors {r1, r2, . . . , rN} lying on the unit sphere,
|ri| = 1, such that the cost function

U = −min
i 6=j

|rj − ri| (1)
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attains its minimum value. A usual procedure for finding the
minimum of a function like this one is to create an initial
set of vectors and iteratively adjust every one of them until a
minimum is reached.

Although this optimization would produce a desired code,
algorithms that perform it suffer from serious practical prob-
lems [10]. Since U only depends on the smallest distance
between any two vectors, it locally depends only on the code
vectors which have their nearest neighbours at the current
minimum distance. If vectors are moved in the direction away
from their nearest neighbours in every iteration, it is difficult
to choose the length of those moves. Since the minimum
distance should be increased at every move, when a vector has
two or more neighbours at approximately the same minimum
distance, the length of its move may be only very small,
leading to extremely slow convergence.

Another problem is that U is not differentiable with respect
to vector coordinates, so the gradient descent method or New-
ton’s method cannot be applied directly to its minimization.

B. Variable Repulsion Force Method
A different approach, successfully used in the literature [1],

[2], [3], [4], [5], [11], and in this work, is to choose the
differentiable cost function (assuming no vectors overlap)

V =
∑

i<j

C

|rj − ri|β−2
, (2)

where C > 0 is an arbitrary constant and β > 2 is an
adjustable parameter. V can be thought of as the potential of
N particles repelling by the conservative central force (from
the ith to the jth)

Fi→j
4
= −∇rj

(
C

|rj − ri|β−2

)
= C(β − 2)

rj − ri

|rj − ri|β . (3)

As β is increased, the force other particles exert to one particle
starts to be dominated by the force of its nearest neighbours.
If β → ∞, the force equilibrium (the local stationary point
of V ) is attained at a position where any particle has two
or more nearest neighbours at an equal distance which is as
large as possible. The force exerted to the jth particle only
has the component normal to the surface of the unit sphere,
i.e. collinear with rj .

Iterative minimization of V usually produces only a local
minimum, and there is no guarantee that it is also a global
minimum. In order to obtain results as good as possible, the
procedure must be repeated multiple times with different initial
vectors, which can be chosen at random. Since it is desirable
that all the randomly chosen points on the unit sphere be
equally probable, i.e. that no directions be privileged, a simple
two step procedure is used [10]:



1) choose coordinates g∗i,1, . . . , g
∗
i,D as independent sam-

ples of a normalized Gaussian random variable
(N (0, 1));

2) normalize the obtained vector,

ri =
g∗i
|g∗i |

. (4)

For a fixed value of β, V can be minimized using the
gradient descent method or Newton’s method. Even though
Newton’s method has a faster rate of convergence, the gradient
descent method is chosen here for the following reasons:
• The overall solution of the problem is not the minimum of

V for a particular value of β, but for β as high as possible,
so β must be gradually increased after every iteration.
The number of iterations which produce the minimum
for a fixed β is irrelevant, since after β is increased the
minimization is restarted (with a better initial position).

• Gradient descent is much simpler and a single iteration
is much faster.

The negative partial gradient of V with respect to the jth
vector is

−∇rj
V =

∑

i∈{1,...,N}\{j}
Fi→j

4
= F→j , (5)

which is the total force exerted to the jth particle. In order to
preserve the constraint that all vectors are on the unit sphere,
their new values can be calculated by moving them along the
directions of the corresponding total forces and normalizing
them,

r∗j = rj + αF→j , (6)

rj :=
r∗j
|r∗j |

. (7)

The constant α > 0 determines the speed of the procedure
and should be chosen so that the procedure is stable (vectors
converge) and the error (the difference between the current
and the final values) diminishes as fast as possible.

Although α could be optimized to achieve the previous
goals, when β is high enough the iteration in (6) and (7)
suffers from numerical difficulties in a finite precision imple-
mentation:
• if for some j, |rj − ri| > 1 for all i 6= j, |rj − ri|−β can

be calculated as 0 in (3) due to numerical underflow and
F→j can be calculated as 0 as well;

• if for some i and j, |rj − ri| < 1, the calculation of
|rj − ri|−β in (3) can cause numerical overflow.

The likelihood of these conditions increases as β increases.
In order to avoid these problems, a slight modification of the
procedure will be used. Since every vector is moved along
the direction of the corresponding force, that direction can be
calculated by first scaling the force and then normalizing it.
A convenient way to scale the force is

F∗→j =
∑

i∈{1,...,N}\{j}

(
δj

|rj − ri|2
)β/2

(rj − ri), (8)

where
δj = min

i∈{1,...,N}\{j}
|rj − ri|2. (9)

The value of the subexpression in the first parentheses in (8)
is in (0, 1] for all i, and is equal to 1 for at least one term, so

neither underflow nor overflow can occur in the calculation of
(8).

The normalized force

F→j =
F∗→j

|F∗→j |
(10)

is used in a modified version of (6),

r∗j = rj + αjF→j , (11)

where
αj =

δj

2β
. (12)

It can be shown that this value of the step size, αj , ensures
the stability of the process and fast convergence.

C. Force loosening
In order to maximize the minimum distance, β should be

as high as possible. If vectors are moved with a high β imme-
diately from their random initial position, the convergence is
slow and the obtained local minimum of V usually produces
lower minimum distance than if β is gradually increased (the
force gradually loosened). Given r1, . . . , rN and β, the total
move norm of one iteration,

S =
∑

j

|r′j − rj |2, (13)

can be calculated (r′1, . . . , r
′
N are new vectors). It is observed

in numerical results that for a continuous chain of iterations
from a starting set of vectors and for fixed β, S decreases
asymptotically exponentially with the number of iterations. It
is also observed that if β is increased by the same amount
after each iteration (linearly), after a transient period S starts
decreasing as S ∼ β−1. In order to reach high values of
β quickly, yet without forcing the vectors into a position of
numerical deadlock (which happens whenever β is increased
too rapidly), the following strategy for increasing it is used:

1) Set n := 1 and l := 2.
2) Starting from r1, . . . , rN and using β = 2l, calculate

new vectors r′1, . . . , r
′
N and the corresponding total

move norm S′.
3) Starting from r1, . . . , rN and using β = 2l(1+1/n),

calculate new vectors r′′1 , . . . , r′′N and the corresponding
total move norm S′′.

4) If S′ > S′′, set rj := r′j for all j.
Otherwise, set rj := r′′j for all j and set l := l(1+1/n).

5) If more iterations are necessary, set n := n + 1 and go
to step 2.

III. IMPLEMENTATION

The majority of operations in the iterative procedure is
performed in the loop for calculating new vectors. This is the
part in which a number of operations can be done at the same
time and can thus benefit from hardware acceleration.

For convenience, an overview of steps performed for a
single vector is given here:

1) δj = mini∈{1,...,N}\{j} |rj − ri|2.

2) F∗→j =
∑

i∈{1,...,N}\{j}
(

δj

|rj−ri|2
)β/2

(rj − ri).

3) F→j = F∗→j

|F∗→j | .

4) r∗j = rj + δj

2β F→j .



5) rj := r∗j
|r∗j | .

The new vector, calculated in the last step can be stored:
• in the same memory location as the old one, which is

more convenient for a software implementation, since
only one block of memory is used;

• in the appropriate location of a different block of memory
or another data stream, which is more convenient for
a streamed hardware implementation, since it simplifies
dependencies on input data.

Although the new values obtained in these ways differ, they
can both be successfully used for finding good spherical codes.

A. Software Implementation
In the software implementation, vector coordinates are

stored as floating-point numbers. Operations with them are
performed by the floating-point unit (FPU) of the central
processor (CPU) and by the library functions, which are highly
optimized. Their data type is the standard IEEE 754 double
precision type [12], with 53 bits of mantissa and 11 bits of
exponent.

Since vector coordinates and vectors themselves are ac-
cessed sequentially in all the operations performed on them,
the algorithm has good cache locality. Typically, for codes used
in practice, values N and D are such that the total amount of
iterated data is small enough to fit completely in the cache of
modern processors.

B. Hardware Implementation
In the hardware implementation, vector coordinates are

stored as signed fixed-point numbers with 3 integer bits and
44 fractional bits. Maxeler dataflow engines support highly
configurable number formats and this choice is the result of
the following limitations:
• Vector coordinates are in the interval [−1, 1], their differ-

ences are in [−2, 2] and their squares are in [0, 4], so at
least 3 integer bits are necessary.

• Some library functions (e.g. for calculating square roots)
have an upper bound on the total number of bits of fixed-
point numbers they can operate on. Since other fixed-
point types with a higher number of integer bits are used
for storing intermediate results, a total of 47 bits is ob-
tained as the highest value for which all the calculations
can be performed using only library functions.

Although floating-point numbers can be used as well, fixed
point numbers occupy much less hardware resources.

Operations on vectors, such as addition, subtraction, mul-
tiplication by a scalar or norm calculation are performed in
parallel on all their coordinates.

In the algorithm above, δj , which is calculated in step 1, is
used in steps 2-5. In the software implementation two separate
inner loops over i are necessary in steps 1 and 2. Whereas this
is also the case in the hardware implementation, another level
of parallelism is possible: while δj is being used in steps 2-5,
δj+1 can be calculated, as shown in Figure 1. Since one inner
loop (for calculating a single value of δj or rj) lasts N cycles,
one complete iteration lasts N(N + 1) cycles.

The maximum number of vectors, Nmax, and their maximum
dimension, Dmax, must be hard coded in the dataflow structure.
In order to provide a flexible solution, the actual number
and dimension of vectors, N and D, are configured as run-
time parameters (scalar inputs). On a Maxeler MAX2 device,

δ1

r1 δ2

r2 δ3

r3 δ4

. . . . . .
rN−1 δN

rN

↓
time
↓

Fig. 1. Order of calculation: dependent values are in the same columns, and
independent values calculated at the same time are in the same rows

TABLE I
MAX2 FPGA RESOURCE USAGE

Used Maximum Percentage

LUTs 157716 207360 76.06%
FFs 193082 207360 93.11%
BRAMs 225 324 69.44%
DSPs 141 192 73.44%

possible values are Nmax = 16384 and Dmax = 6. These
values are obtained by fine tuning the design, since FPGA cir-
cuits have a limited number of programmable logic elements:
look-up tables (LUTs), flip-flops (FFs), block RAM modules
(BRAMs) and digital signal processing modules (DSPs). The
actual resource usage is shown in Table I.

The architecture of the system is shown in Figure 2. The
host application is responsible for creating the initial vectors,
sending the current vectors in each iteration to the dataflow
device and collecting their updated values. Vector coordinates
are transferred serially from the host and back to the host.
On the dataflow device, they are internally converted to the
parallel form in the serial-to-parallel (S/P) converter and after
the update back to the serial form in the parallel-to-serial (P/S)
converter. Both conversions last ND cycles, but since outputs
of each block are available before its execution ends, the total
execution time of one iteration is less than 2ND +N(N +1)
cycles.

C. Performance
Measured execution times of a single iteration are shown

in Figure 3. The host CPU is Intel i7-3770K@3.5GHz and
the software implementation is single-threaded. During the
measurements, all functions of the CPU which change its clock
frequency depending on the load are disabled.

Host application

?

S/P converter

?

Vector updater

?

P/S converter

6

Fig. 2. Architecture of the system: blocks inside the dashed box are on the
Maxeler MAX2 dataflow device
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Fig. 3. Execution times, N ∈ [4, 8192] and D ∈ [3, 6]: results for the
software implementation are shown in dashed lines and for the hardware
implementation in solid lines

TABLE II
HOST POWER CONSUMPTION

Mode Power [W]

Idle 68
Software execution 88
Hardware execution 74

For low values of N , the software implementation is con-
siderably faster than the hardware one, since in the latter case
the majority of time is spent on the communication between
the host and the dataflow device.

For N & 50, the hardware implementation becomes faster
than the software one despite all the overhead of communica-
tion and control the host needs to perform.

For N & 500, the execution time of the hardware implemen-
tation starts to show similar asymptotic behaviour as that of the
software one, since it is dominated by the actual calculations.
Both procedures are essentially the same and quadratic in N .

It is interesting to note that the time of execution in software
increases as the vector dimension, D, increases, but is not
proportional to it. This can be explained by the time needed for
other operations apart from vector operations. In hardware, the
times for different values of D are practically the same (their
curves in Figure 3 almost overlap) since vector operations are
done in parallel. Their only small differences are caused by
different amounts of data exchanged between the host and the
dataflow engine, but those are within measurement errors.

The asymptotic speed gains of hardware acceleration are
approximately (18÷ 24)×, for D ∈ [3, 6].

Power consumption of the host in different execution modes
is shown in Table II. The measurements are performed on the
mains cable of the host, with estimated relative error of 5%.

Although the majority of power is used for idle operation of
the host, which includes power for its auxiliary devices such
as hard disks and fans, additional consumption for hardware
execution is lower than for software execution, even when only
a single thread is active.

IV. RESULTS

Minimum distances of spherical codes obtained by taking
the best of 32 optimizer runs for different N and D are
shown in Figure 4. These results are not the absolute optimum
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Fig. 4. Minimum distances of spherical codes: achieved minimum distances
of obtained codes for D = 3, 4, 5, 6 (from bottom to top) are shown in
solid lines and minimum distances of the best known spherical codes for
D = 3, 4, 5 (from Sloane’s tables) are shown in dashed lines

values (the reader is referred to online tables compiled by
Sloane [13] for a detailed list of the best known and other
interesting spherical codes), but can serve as a starting point
for calculating possible coding gains in systems which employ
them.
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[3] D. E. Lazić, V. Šenk, I. Šeškar, “Arrangements of Points on a Sphere
Which Maximize the Least Distance,” Bulletins for Applied Mathematics
(Technical University of Budapest), volume 47, No. 479/87, pp. 7-21,
1987.
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