
 

 
Abstract: One of the pressing issues of not only 

mathematics, but other sciences too, has been the 
calculations of the extreme values of the functions 
that model the given problem. Finding a model that 
corresponds to the problem has almost always 
been easier than finding the solution of the model. 

Over the years, many techniques have been 
discovered and one of them is the Golden Section 
Search algorithm which is both simple compared 
to many other techniques and efficient. 

This algorithm has been implemented using 
various programming languages, mainly those that 
correspond to the ControlFlow paradigm. As a 
result of this, some of the efficiency of the 
algorithm has been lost due to the size of the 
datasets that have to be processed. 

With the increasing speed with which data is 
collected, datasets and the number of equations 
that models consist of have grown exponentially. 
ControlFlow implementations of the Golden 
Section Search are unable to follow this growth 
without losing precious time on simple 
calculations. 

Taking all of this into account, in this article we 
would like to present one of the solutions that 
improves the efficiency of the algorithm. That is 
the implementation of the Golden Section Search 
using a different paradigm – DataFlow. This 
implementation decreases the execution time of 
the algorithm, thus speeding up the process of 
finding the extrema of the given set of functions. 

 
Index Terms: acceleration, algorithm, 

approximation, bigdata, controlflow, dataflow, 
fpga, golden section search, maximization, 
minimization, numerical method, optimization, 
quadratic functions, unimodality.   

 

1. INTRODUCTION 

One of the problems that is encountered the 
most often in modern scientific research is the 
optimization problem, that is finding the solution 
of a large number of equations that model a  
natural system or a process. Considering the  
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number of present equations, this isn't an easy 
task since a large amount of time is spent on 
calculation – on simple tasks such as 
multiplication and addition. Even though the 
algorithms for solving optimization problems 
might be easy to understand, their execution time 
is long, which makes them time inefficient. One of 
the reasons that cause time inefficiency is the fact 
that the easiest way to translate mathematical 
algorithms into code is by using one of the 
languages that belong to the ControlFlow 
paradigm which is often unsuitable for processing 
large quantities of data that these methods 
require. 

Thanks to the advancement in technology, the 
increased speed in which information is collected 
and multiplied causes the growth of optimization 
problems in regards to the number of equations 
that constitutes them. 

Likewise, the information that used to be stored 
on traditional media is becoming digital too. The 
new data stored in digital media went over 92% in 
2002 while the size of this new data has been 
more than five exabytes [1]. It is only logical that 
this percentage has risen in the following years. A 
small part of total data is used for optimization 
problems, but considering the size of total data, it 
is evident that even that part can be considered 
BigData. 

According to Fisher et al. [2], BigData means 
that data is unsuitable for handling and 
processing by most if not all current information 
systems and methods because not only is data 
too big to be loaded into a single machine but it 
also suggests that most traditional data analytics 
and mining methods may not be applied to 
BigData, at least not directly. The problems that 
occur while processing BigData have helped the 
development of a new programming paradigm – 
DataFlow paradigm – which was introduced as 
early as 70s [3] but gained traction with the 
advances in the enabler technology (software 
(OpenSPL) and hardware (FPGA)). 

To illustrate the DataFlow approach to solving 
optimization and BigData problems as well as to 
show the benefits of the new paradigm, we will 
implement a widely spread numerical algorithm 
called the Golden Section Search that is used for 
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finding the minimum or maximum of a given 
function. 

The Golden Section Search (GSS) is a 
numerical technique used for solving optimization 
problems whose solution is the value in which the 
extremum of various functions is reached. Due to 
its nature, this algorithm more often presents a 
way to solve a sub-problem rather than it is used 
as a main algorithm that will offer the final 
solution, which means that the GSS algorithm 
encountered in many fields of science. Because it 
is widely spread, it is important that it's time 
efficient and precise.  

Primary use of the GSS algorithm is for solving 
the problem of function minimization or 
maximization of strictly unimodal functions by 
successively narrowing down the range where the 
extremum is known to exist. The technique 
maintains the function values of three points 
which distances form the golden ratio. This is 
where the name of the algorithm comes from. 
This algorithm presents the limit of Fibonacci 
search for a big number of function evaluations 
and it was discovered by Kiefer [4]. 

Even though this method is used for finding any 
extrema of a given function, we will only consider 
the case of minimization since the minimum of a 
function f is the maximum of the function -f, and 
vice versa. 

As mentioned above, the GSS algorithm is a 
part of many scientific procedures. Therefore it is 
of crucial importance that the implementation of 
the GSS is time efficient. 

Creativity in this work follows the path referred 
to as Specialization in [5]. 

 

2. DERIVATION OF THE ALGORITHM 

 
There are many numerical methods used for 

solving the minimization problem. However, none 
of them are flawless. Depending on the 
characteristics of the problem, some are better 
than others. If we're required to find a point in 
which a unimodal continuous function reaches its 
minimum, and either don't want or know how to 
use derivatives, one of the best methods is the 
Golden Section Search. 

Unimodality can be defined in different ways, 
depending on the properties of the given function 
and which of its extreme values is a unique one – 
minimum or maximum. As mentioned before, a 
maximum of a function f is a minimum of a 
function -f, we will consider only minima. 

According to Osborne and Kowalik [6], function 
f is unimodal on [a, b] if and only if f has only one 
stationary value on this segment. However, 
looking closely at the definition, it can be noticed 
that there are two disadvantages to this definition: 

 functions that have inflexion point(s) with 

a horizontal tangent are not allowed 

 the definition is meaningless when f is not 
differentiable on [a, b] 

 There are functions in both of those classes 
that reach extreme values where they are 
defined, we reject this definition and turn to Wilde 
[7] whose definition assumes neither 
differentiability nor continuity. Since we consider 
the minimal value of a function and Wilde is 
interested in maxima, we have reversed his 
inequalities. After that modification, the definition 
of the unimodal function is as follows: function f is 
unimodal on the segment [a, b] if, for all x1, x2 that 
are in [a, b], 

 

x1<x2 ⇒((x2<x  ⇒f (x1)> f (x2)) ∧(x1>x  ⇒f (x1)< f (x2)))
 

 
where x* is a point in which f attains its least 
value in [a, b]. 

Following this definition, to check the 
unimodality of a function f, it's required to find the 
point x* (which must exist) and check whether it 
satisfies the condition above. Due to this, Wilde's 
definition is can't be easily applied. Luckily, there 
exists a definition that's equivalent to it, but which 
is not purely theoretical. Brent [8] defines a 
unimodal function in the following way: function f 
is unimodal on [a, b] if, for all x0, x1, x2 that are in 
[a, b] holds 

 
(x0< x1 ∧x1<x2) ⇒

(( f (x0) f (x1) ⇒f (x1)<f (x2)) ∧( f (x1)> f (x2) ⇒f (x0)> f (x1)))

 
 
The proof of equality of definitions given by 

Wilde and Brent can be found in [ref_d3]. 
To paraphrase the given definition, unimodal 

functions have only one extremum on the given 
interval. Taking this into account, it is easy to see 
why one of the prerequisites for the GSS 
algorithm is unimodality of functions. 

The other prerequisite of the method is the 
continuity of the function, thus let's consider 
function f over the interval [a, c]  that is both 
unimodal and continuous. Since f is unimodal, 
there is only one point in which it achieves its 
minimum on [a, c]. We want to find the point in 
which function f has minimal value in [a, c]. A way 
to achieve this is by bracketing that point. 

A minimum of a function is bracketed when 
there is a triplet of points (a, b, c) that satisfy the 
following relations: 

 

a<b<c
f (b)<f (a)
f (b)< f (c)

 
 



 

We would like to bracket the minimum even 
further. To be able to do that, a new point x that is 
either in the subinterval (a, b) or (b, c) needs to 
be chosen. If we assume that the new point is in 
(b, c) and evaluate f in that point, there are two 
possibilities: 

 if f(b)>f(x), then the new triplet is (b, x, c) 

 if f(b)<f(x), then the new triplet is (a, b, x) 
In both cases, the middle point of the new 

triplet is the abscissa whose ordinate is the best 
minimum achieved so far. We continue to bracket 
the minimum until we reach the required 
accuracy. The accuracy is usually provided by an 
individual executing the algorithm or running the 
program that presents the implementation of the 
GSS algorithm. 

Considering the accuracy and the interval 
where function f are defined, what is left to be 
done is finding a suitable way of choosing the 
new point x based on the bracketing triplet (a, b, 
c). Let ω be a relative position of the point b: 

 

ω=
b− a

c− a
1− ω=

c− b

c− a  
 
We can assume that the next trial point x is an 

additional fraction z beyond b,  
 

z=
x− b

c− a  
 
Taking this into consideration, the length of the 

next interval is either z + ω or 1 – ω. Since we 

want to eliminate the worst case scenario, the 
optimal choice is to set these two lengths equal. 
Thus we get 

 
z+ω= 1− ω  ⇒z= 1− 2ω  

 
The new point is symmetrical with the point b in 

the original interval: 
 

|b− a|=|x− c|
 

 
Based on the previous equation, we can 

deducted that the new point x belongs to the 
bigger of the two subintervals. To find the exact 
position of the point x, we need to consider the 
value ω and its origin. Presumable, the value 

omega is a result of applying the same strategy in 
the previous iteration. This suggests that if value 
z was chosen to be optimal, and implies that that 
was the case with the value ω before it. Taking 

this into account, we can see that the distance 
from x to b compared to the interval (b, c) is equal 
to the distance of b from a compared to the 
interval (a, c). In other words,  

 

x− b

c− b
=

b− a

c− a  
 

or in relative units 
 

z

1− ω
=

ω

1  
 

 When we combine this result with the optimal 
choice for point z, we get 

 

z= 1− 2 ω
z

1− ω
= ω

 
 
As a result of solving this system of equations, 

we get the following quadratic equation  
 

ω2− 3ω+1= 0  
 
which solution is 
 

ω=
3− √5

2
≈ 0.38197

 
 
The optimal triplet of points (a, b, c) is such that 

the point b is a fractional distance of 0.38197 
away from one end of the interval and 0.61803 
away from the other end. 

Taking everything above into consideration, the 
The GSS algorithm is as follows: 

 the bracketing triplet of points (a, b, c) 
from the previous iteration is given at 
each stage 

 find the new point x which is at the 
relative distance of 0.38197 from the 
point b in the direction of the longer 
subinterval 

 the new triplet is the one that has the 
lower value at the midpoint 

 return to the first step of the process and 
continue doing it until the given accuracy 
is achieved 

The following sections contain the  
implementations of the GSS algorithm in two 
different programming paradigms. 

 

3. CONTROLFLOW IMPLEMENTATION 

 
After deriving the algorithm, we can see that it 

is quite straightforward and easy to follow. 
However, problems occur when we do it by hand 
since a lot of time is being wasted on doing 
simple calculations. To decrease the time that is 
needed to solve the optimization problem, we are 
going to translate the algorithm into a program 



 

that can be run on a machine. What comes to 
mind is using the programming language C since 
it is one of the most popular languages. It is 
representative of the ControlFlow paradigm. The 
following code shows the ControlFlow 
implementation of the GSS algorithm. 

 

 
 
The function golden() is not part of the main() 

function of the program, but rather it is called 
from there. It requires four parameters – points a 
and b that are the end points of the interval where 
the minimum is known to exist, value tol that 
presents the accuracy that needs to be achieved, 
and a pointer to the function f which minimum 
we're seeking. This routine performs the GSS, 
isolating the minimum to the fractional precision 
of about tol and returning the abscissa of the 
point in which the minimum is reached as the 
value calculated as (a+b)/2.  

 

4. DATAFLOW IMPLEMENTATION 

 
Looking at the ControlFlow implementation, we 

can see that the function value needs to be 
calculated almost countless of times. The 
calculating time depends on the nature of the 
function. Some require more time than others. To 
speed up the algorithm, we have decided to 
evaluate only quadratic functions. This can be 
done without the loss of generality because 
many, more complex, functions can be either 
reduced or approximated by quadratic functions. 

To write suitable code, knowing the 
requirements of the dataflow application is 
crucial. A Maxeler supercomputer consists of 
CPUs and Dataflow Engines (DFEs), which 
means that a dataflow application is mostly made 
up of CPU code with small pieces of source code, 
and large amounts of data that runs on dataflow 
engines. 

As a part of the CPU code, we define function 
golden() outside of the main function of the 
program. This function represents the 
implementation of the GSS algorithm where 
instead of calculating the value of the function in 
the routine golden() itself, we evaluate it by calling 
the function f_val that exists outside of the routine 
golden(). 

For the function golden() to run properly, we 
need to supply five arguments to it. Three 
arguments present the coefficients of the 
quadratic function which minimum we're looking 
for and the remaining two are the end points of 
the interval where the minimum is bracketed. 

 

 
The difference between this snippet of code 

and the one presented in the previous section is 
that the while loop has been replaced with a for 
loop. Due to the importance of loop unrolling in 
the DataFlow implementation and since 
unwinding a for loop is much easier than 
unwinding a while loop, this change has been 
made. The for loop has a maximum of 50 
iterations which is an estimated number of 
iterations needed for achieving the greatest 
precision of the calculation of the minimum of 
quadratic functions. Since the number 50 is 
arbitrary, it can be replaced with any number that 
the end user of the application deems 
appropriate.  

Inside the CPU code, we pass a call to the 
Kernel where the code that will be projected in 
space is located. The name of the project and the 
function is MemStream. This function has six 
arguments – n is the number of functions whose 
minimum we want to evaluate, a and b present 
the end points of the interval where the minimum 
is located, x_dfe is an array where the abscissa 
values of the found minima will be saved while 
the remaining three arguments present 



 

coefficients of the functions. The following code 
presents the fraction of Kernel code that 
demonstrates the call of the MemStream function.  

 

 
The code that runs on the dataflow engine is 

written in MaxJ which is subset of Java. To 
describe it, we use a Java library, and to execute 
actions of the DFE (including sending sets of 
parameters and data streams to the DFE), the 
Simple Live CPU (SLiC) API functions need to be 
called. To use these functions, headers 
“Maxfiles.h” and “MaxSLiCInterface.h” need to be 
included. 

After writing the MaxJ code, it is executed to 
generate the .max file (the dataflow 
implementation). After being generated, this file 
can be linked and called via the SliC interface. A 
.max file consists of Kernel and Manager files. 

The Manager acts as a bridge between the 
Kernels and the CPU code. It defines data 
streams between the accelerator and the host 
program as well as types of variable in those 
streams. The Manager code is used for creating 
the Kernel. The code below shows an example of 
a Manager file. 

 

 
 
 The Manager describes the data flow 

choreography between the DFEs memory, 
Kernels and various interconnects depending on 
the dataflow machine. By using Managers, high 
utilization of available resources such as memory 
bandwidth and arithmetic components is 
achievable. This is done by decoupling 
communication and computation, and using a 
flow model for off chip I/O to the CPU, DFE 
interconnects and memory. Maximum 
performance on a Maxeler dataflow computer is 
achieved through a combination of exploiting both 
inter- and intra-Kernel parallelism as well as 
deep-pipelining. The high I/O-bandwidth required 
by such parallelism is supported by flexible high-
performance memory controllers and a highly 

parallel memory system [9]. 
Kernels are graphs of pipelined arithmetic units 

which can be arithmetical or logical. If a dataflow 
graph doesn't contain a loop, data simply flows 
from inputs to outputs. If loops are present, data 
flows in a physical loop inside the DFE in addition 
to flowing from inputs to outputs. The execution of 
the computation is efficient as long as there is a 
lot more data than there are stages in the 
pipeline. 

The time needed to compute the result 
depends on the type of arithmetic operations that 
need to be executed since not all operations have  
the same running time. During the time that's 
needed for computing, the accelerator is idle. To 
maximize the use of the accelerator, we need to 
shorten the computation time. To achieve this, we 
change the floating-point number representation 
to a fixed-point one. When a custom number 
representation is used, the computing time will 
often decrease [10]. Our fixed-point number 
representation is as follows: 

 

 
Since our host program is based on the 

ControlFlow paradigm, it doesn't allow a fixed-
point number representation, that is all number 
variables are floating-point. When these variables 
arrive to the accelerator, they are converted to the 
fixed point type defined above. After this change, 
all operations perform computation with the fixed-
point numbers. When the final result is reached, it 
is converted back to the floating-point type before 
it is returned to the host program. The code below 
show the transfer of data from the host program. 

 

 
 
Due to the nature of the GSS algorithm, the 

differences between the ControlFlow and 
DataFlow implementations aren't drastic. The 
while loop is replaced with a for loop with a 
definite number of iterations that each can be 
unrolled, i.e. definite number of times replicated 
on the 2D card. 

The code presents the essence of the 
DataFlow implementation.  It demonstrates how 
the algorithm is executed after data has been 
transferred from the host program. 

 



 

 

5. PERFORMANCE EVALUATION 

 
For choosing a perfect algorithm for solving 

problems, it should be taken into account not only 
its complexity but also its execution time which 
depends on the amount of data that needs to be 
processed. It is true that technology is developing 
fast and with it, the computer architecture is 
changing too. But often this growth isn't capable 
of following the speed with which data is 
multiplied and collected. Which is why the 
execution speed of algorithms is still important. 

Due to this reason, comparison of execution 
times of two implementations of an algorithm in 
languages that are representative of two different 
paradigms is a good way to compare them. In the 
case of the GSS algorithm, the paradigms in 
question are ControlFlow and DataFlow. The 
DataFlow parasigm has shown better 
performance when it comes to analyzing BigData 
and thus offers an alternative to the ControlFlow 
paradigm. 

To compare these two paradigms, we will 
measure the execution time of its respective 
implementations on the same testing set. Without 
the loss of generality, we have chosen a set of 
quadratic functions with the minimum in the 
interval (0, 1000). All quadratic functions are 
unimodal which presents one of the prerequisites 
of the GSS algorithm, and many other functions 
can either be reduced to quadratic functions or 
approximated with them. 

The general form of the quadratic function is 
 

f (x)= ax2+bx +c  
 
where coefficients a, b, c are real numbers and   
a ≠ 0.  

The vertex of a function is the point in which it 
reaches its minimal or maximal value. In our 
case, we're looking for the minimum α. To 
calculate it, we can use the following formula 

 

α=
2a

b  
 

To make sure that our minimum is in the 
desired interval, we require that it satisfies the 
condition 

 

0<
2 a

b
<1000

 
 
Since the coefficient c isn't used for the 

calculation of the minimum, it can be a randomly 
chosen number.  

If we choose the coefficient a similarly, then the 
only restriction for the remaining coefficient b is 
the condition  

 

a

500
<b

 
 
Since we can generate as many random 

numbers as we want, then we can generate 
enough test functions whose coefficients satisfy 
the conditions above that their amount can be 
considered BigData. These functions are used for 
testing our implementations. 

For solving BigData problems, the DataFlow 
paradigm relies on the hardware acceleration; 
that is, the way the programs are written is to 
configure the hardware. When an application is 
written this way, it's partly executed on the 
accelerator and partly on the host computer. This 
way the CPU nodes can use as many DFEs as 
are needed for the application that is being 
executed while the remaining DFEs are free to be 
used by other nodes that are not busy running 
this particular computation. Optimal balance of all 
cluster resources at runtime is achieved this way. 

We have used the MAX4 Card which is 
contained in the MPC-X2000 node to measure 
the usage of block memory, multipliers, and logic 
utilization. The evaluation is shown in the Figure 
1. 

 

 
To measure the execution time of our 

implementations, we have run the application on 
datasets of varying sizes with the smallest being 
just one function and the biggest sample size 
having sixty million functions. The results are 

Figure 1: Usage Evaluation of MAX4 Card 



 

shown on Figure 2. 

 
 
For test examples where the number of 

functions is small, there is no drastic difference in 
execution time. With the increase of sample size, 
the difference becomes not only noticeable, but 
quite remarkable. When the number of test 
functions reaches one million, for the first time we 
can see that the DataFlow implementation is 
faster than the ControlFlow one. With the 
increase of the number of functions in the 
sample, this difference becomes more and more 
apparent. Using the MAX4 Isca @ 200MHz card 
over the Intel(R) Core(TM) i5-3350P CPU @ 
3.10GHz microprocessor, the DataFlow 
implementation achieves acceleration of 11.5 
times. 

Other than dataflow and controlflow computers, 
clusters can process BigData as well. A cluster is 
a set of connected computers that work together 
and can be considered a single system in many 
ways. Because clusters present some of the 
fastest supercomputers in the world, we decided 
to test our application on them as well. The 
cluster we did the testing on is with Intel(R) 
Core(TM) i7-6670P CPU @ 4.00GHz 
microprocessor. When we compare the execution 
time of our application on a cluster with the time 
measured on a regular computer, the cluster is 
faster. Comparing that same time with the time 
achieved on the MAX4 Isca @ 200MHz card, we 
get different results shown on Figure 3. 

Running our application on the dataflow 
computer is around 11.24 times faster than 
running the same application of the cluster. The 
speedup is lower compared to the one gotten 
when we compared regular and dataflow 
computers, but that is because a cluster is faster 

than a regular computer. 
 

 
Looking at the results, the DataFlow 

implementation has shown better performance 
than the ControlFlow implementation of the GSS 
algorithm. 

 

. CONCLUSION 

 
After a careful examination of the previous 

sections, it can be deducted that the execution 
time of an algorithm on a digital computer is not 
only dependent on the test examples and the 
amount of data that needs to be processed, but 
that the programming paradigm that the algorithm 
is implemented in plays a crucial role as well.  
Based on the results presented in the section 5. 
Performance Evaluation, we can conclude in 
some cases it is worthy trading one of the 
traditional, familiar paradigm for a new, not widely 
spread paradigm because the change of 
approach and tactics when it comes to 
implementing the chosen algorithm can result in 
remarkable speedup.  

In its essence, the Golden Section Search is a 
numerical method that is used for bracketing an 
extremum of a single function or a given set in 
one or more dimensions without using the 
function derivatives. Its application in one 
dimension was the focus of this article in order to 
showcase the power of the different programming 
paradigms, as well as to offer an implementation 
that can be an alternative to the ControlFlow 
implementations most often encountered in 
numerical analysis and other fields of science. 
The GSS algorithm has been in use decades 

I. 6

Figure 2: Execution speed of the Golden 
Section Search algorithm 

Figure 3: Execution speed of the Golden 
Section Search algorithm on a dataflow 
computer and a cluster 



 

before a digital computer became an important 
tool used by researchers. Despite its rather 
simple structure, the execution of it has been time 
consuming. In order to speed it up and save 
valuable time, this algorithm can be executed on 
a digital computer without facing significant 
changes in its structure.  

The implementation of GSS algorithm can be 
done using representative languages of different 
programming paradigms. One of the widely 
spread paradigms is ControlFlow paradigm due 
to its almost intuitive approach to the 
implementation of various algorithms. Without too 
much trouble, any algorithm can be almost 
linearly translated into a language that is 
exemplary of the ControlFlow paradigm. 
However, due to the development of technology, 
the increasing speed in which information is 
created, and the growth of mathematical models 
that expound the problems encountered while 
doing research, we believe that there will come a 
time when the ControlFlow implementation of this 
algorithm won't be enough to offer solutions that 
are time efficient, which is why a different 
implementation which utilizes the benefits of the 
DataFlow paradigm is presented.  

Summarizing the testing results presented in 
section 5. Performance Evaluation, the following 
can be derived. 

When we compare the codes of the two 
implementations, it's easy to tell that they aren't 
too different. This observation is a direct 
consequence of the GSS algorithm containing 
just one loop that must be unrolled. If our 
selected algorithm were to contain more loops, 
the differences in code would be bigger. To 
transform code from one implementation to the 
other, all that had to be done was finding a good 
way to change the while loop from the 
ControlFlow implementation to an equivalent for 
loop in the DataFlow implementation. More 
details on this can be found in appropriately titled 
section 4. DataFlow Implementation.  

Comparing the measured running time of the 
program using sets of examples of different sizes, 
going from one to sixty millions, that are derived 
the same way, it becomes apparent that the 
DataFlow implementation of the GSS is faster not 
only when it's run on a regular digital computer, 
but also on a cluster. Calculations show that the 
DataFlow is around 11.5 times faster compared 
to the ControlFlow implementation when we run 
them on a regular computer and 11.24 faster 
when they're run on a cluster. This speedup is 
achieved when the size of tested data is big 
enough to be considered BigData. The number is 
lower when it comes to cluster for the simple 
reason that a regular computer is slower than a 
cluster. 

The crucial reason why ControlFlow is so much 

slower is because a big amount of time is spent 
on transferring data to and from memory. In the 
case of the DataFlow implementation, data 
transfer doesn't present a problem since the data 
is being streamed. 

In conclusion, the DataFlow implementation of 
the GSS algorithm is more time efficient 
compared to the ControlFlow implementation of 
the same algorithm when the size of datasets that 
need to be processed is large enough to be 
considered BigData. With the fast accumulation 
of data, we believe that in the near future, the 
DataFlow implementations of not only numerical 
algorithms but others as well would be proven to 
be more efficient than their ControlFlow 
counterparts since time for transferring data to 
from memory would be reduced if not eliminated 
in DataFlow implementations due to the data 
streaming. 
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