
 

 

Abstract: In a last few years the use of cloud 
services constantly continues to rise. One of the 
leading cloud services providers is Amazon Web 
Services (AWS) that offers a variety of services. 
Recently Amazon announced Elastic Compute 
Cloud (EC2) F1 instance that is equipped with 
Xilinx Virtex UltraScale+ Field Programmable Gate 
Array (FPGA). Users can configure FPGA on F1 
instance in order to create custom hardware 
accelerations for their application. The F1 instance 
is intended for solving complex science, 
engineering, and business problems that require 
high bandwidth, enhanced networking, and very 
high compute capabilities. It is particularly 
beneficial for applications that are time sensitive 
such as clinical genomics, financial analytics, 
video processing, big data, security, and machine 
learning. During last 15 years Maxeler has been 
developing environment for their Dataflow Engines 
(DFEs). With announcement of Amazon EC2 F1 
instance Maxeler has adapted their MaxWare so 
that users can use MaxCompiler to design their 
applications and MaxelerOS to run their 
applications on Amazon EC2 F1 instance. In this 
paper we are going to give brief introduction to 
Amazon EC2 F1 instance and explain how users 
could use Maxeler's MaxWare on AWS to easily 
develop applications for F1 instances. We are also 
going to present two Maxeler's applications that 
can be found as AWS SaaS contracts on Amazon 
Marketplace - Real Time Risk (RTR) Dashboard and 
Quantum Chromodynamics (QCD) and we are 
going to explain how they could be used and how 
big performance boost they could achieve.   
 

Index Terms: Amazon Web Services, Dataflow 
Engines, Field Programmable Gate Array, F1 
Instance, MaxCompiler, MaxelerOS, MaxJ, Xilinx 
Virtex UltraScale+ 

 

1. INTRODUCTION 

HE use of cloud computing in a recent 
several years constantly continues to rise. 

Cloud computing provides a simple way to 
access servers, storage, databases and a broad  
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set of application services over the Internet in 
order to offer faster innovation, flexible resources 
and economies of scale. One of the most popular 
cloud services platforms is Amazon Web 
Services (AWS). 

The AWS began offering IT infrastructure 
services in 2006. AWS was one of the first 
companies to introduce a pay-as-you-go cloud 
computing model. That model was able to 
provide users with compute, storage or 
throughput as needed. Today, AWS offers more 
than 90 services spanning a wide range including 
computing, storage, networking, database, 
analytics, application services, deployment, 
management and that number is growing rapidly 
as well. 

One of the most popular AWS services is 
Amazon Elastic Compute Cloud (EC2). The EC2 
represents the web service which provides 
secure and resizable compute capacity in the 
cloud. The virtual machines on AWS EC2 are 
called instances. Those EC2 instances are highly 
scalable. There are many different types of EC2 
instances with more or less RAM, CPU and the 
user can easily choose which one to launch, start 
or stop. The EC2 instance can run against 
different types of operating systems depending 
which Amazon Machine Image (AMI) user chose. 
The AMI represents special type of virtual 
appliance which is used to launch a virtual 
machine within the AWS EC2. User can use 
AWS Console to configure, start, stop instances 
from web browser. AWS also provides different 
interfaces so that user can control instances form 
several programing languages by using 
appropriate APIs. User can also create his own 
AMI and sell it on Amazon Marketplace. Beside 
AMI user can sell Software as a Service (SaaS) 
on Amazon Marketplace. 

Recently AWS introduced new EC2 instance 
type called F1. The F1 instance represents 
compute instance with Field Programmable Gate 
Arrays (FPGA). It is offered in three different 
instance sizes that include up to eight FPGAs per 
instance. It is equipped with 16 nm Xilinx Virtex 
UltraScale+ VU9P FPGA. Each FPGA contains 
approximately 2.5 million logic elements and 
approximately 6,800 Digital Signal Processing 
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(DSP) engines. 
Users can configure FPGA on F1 instance in 

order to create custom hardware accelerations 
for their application. The F1 instance is intended 
for solving complex science, engineering, and 
business problems that require high bandwidth, 
enhanced networking, and very high compute 
capabilities. It is particularly beneficial for 
applications that are time sensitive such as 
clinical genomics, financial analytics, video 
processing, big data, security, and machine 
learning. 

Even though EC2 F1 instance has recently 
introduced there are already several research 
papers which are using it. Marco Rabozzi et al. 
[1] proposed an implementation to solve the 5-
point relative pose problem accelerated on 
FPGA. They proposed architecture which 
implements the classical Nister's algorithm as a 
deep pipeline deployed on a AWS F1 instance. 
The results showed that they outperformed the 
software implementation by a factor ranging from 
7.2X to 233X and they achieved a speedup of 
64.2X compared to the Nister's software 
implementation with comparable accuracy. 
Another research [2] used AWS F1 instance to 
formalize approach to understand the scalability 
of the existing hardware architecture with cost 
models and neural network performance 
prediction as a function of the target device size. 
Ioannis Stamelos et al. [3] presented a novel 
framework that allows the seamless integration of 
FPGAs from high-level programming languages, 
like Java and Scala. The proposed approach 
provided all required APIs for the utilization of 
FPGAs from these languages. The proposed 
scheme has been mapped on AWS EC2 F1 
instance and a performance evaluation is 
presented for two widely used machine learning 
algorithms. 

In order to create bitstream for EC2 F1 
instance FPGA users have to use FPGA 
Developer AMI and to write their code in some 
Hardware Description Language (HDL) which 
requires from users to have significant expertise 
in hardware design. Over more than last 15 years 
Maxeler has pushed their effort to develop 
environment for their Dataflow Engines (DFEs). 
Users can now use Maxeler's MaxJ language to 
design their applications. MaxJ language is a 
Java based language which allows users without 
previous MaxJ experience and without significant 
expertise in hardware design to write high-
performance applications for FPGA with a higher 
level of abstraction from hardware than a HDL. 
Voss et al. [4] showed on the gzip design 
example that using MaxJ takes only one person 
and a period of one month to develop an 
application and achieve better performance than 
the related work created in Verilog and OpenCL. 

Once users write their MaxJ program they can 
use MaxCompiler to build .max file which is used 
to reconfigure DFEs. Also, there is MaxelerOS 
software interface which provides the low-level 
interface between the application software and 
the DFE at run-time. Maxeler has also provided 
simulation and debugging tools which allow 
designs to be tested before building for a real 
DFE which provides much faster development 
than with using low level hardware description 
languages such as Verilog and VHDL.  

Currently, the only way to write design for EC2 
F1 instance is to use FPGA Developer AMI and 
to write code in some HDL. The main problem 
there is that users need to have good hardware 
background. In this paper we propose solution to 
that problem by adapting Maxeler’s MaxWare to 
EC2 F1 instance. In that way the users will be 
able to use MaxCompiler to design their 
applications and MaxelerOS to run their 
applications on Amazon EC2 F1 instance. In this 
paper we are going to explain how users could 
use Maxeler's MaxWare on AWS to easily 
develop applications for EC2 F1 instance. We are 
also going to present two Maxeler's applications 
which are executing on EC2 F1 instance and 
which could be found as AWS SaaS contracts on 
Amazon Marketplace - Real Time Risk (RTR) 
Dashboard [5] and Quantum Chromodynamics 
(QCD) Dashboard [6]. By searching through the 
literature and Amazon Marketplace we didn’t find 
any similar applications.  

2. BACKGROUND 

Nowadays, most of the computers are based 
on von Neumann architecture which is also 
known as control flow architecture. The control 
flow architecture works by transforming the 
program source into a list of instructions and 
loads those instructions into the memory. The 
Central Processing Unit (CPU) reads those 
instructions from the memory, runs operations 
specified by those instructions and writes the 
results back to the memory. As it can be noticed, 
execution of each instruction requires cyclic 
access for memory. This results in a large 
number of transfers between CPU and memory 
which represents the main drawback of control 
flow architecture. The dataflow computing 
represents a computing paradigm which doesn’t 
require cyclic access to the memory. The central 
part of each dataflow engine is FPGA.  

2.1 Field Programmable Gate Arrays 

Field programmable gate arrays represent 
integrated circuits designed so that they can be 
configured by the designer to implement some 
computations. They represent an array of 
Configurable Logic Blocks (CLBs) connected via 
programmable interconnects. The ability to 



 

reconfigure FPGAs is the featu
distinguishes them from Application Specific
Integrated Circuits (ASICs), which are custom
manufactured for specific design tasks.
goal of FPGA is to accelerate certain calculation
tasks. They also have low processing power 
consumption. FPGAs achieve the best results 
with algorithms with low data dependencies and 
high ability for parallel execution. 

In order to configure the FPGA designers need 
to generate the bitstream which describes the 
hardware. For that purpose designers usually use 
some of the Hardware Description Languages 
(HDLs) and the two most common are VHDL and 
Verilog. At the first look the code written in HDL 
and in a high-level software programming 
language can be similar but those
fundamentally different. Software code spec
a sequence of operations. On the other hand 
HDL code can be understood like a schematic 
that uses text to introduce components and 
describe their interconnections. 

Modern FPGAs have a large number of logic 
blocks, I/O pads, and routing channel
FPGAs are limited with the amount of resources 
in the process of designing an application it is 
required to pay special attention on the available 
amount of resources. It is not that difficult to 
determine the number of used logic blocks and 
I/O pads from the design, but the number of 
routing channels may vary significantly.
it should be possible to map any algorithm into 
FPGA, but, in practice, the main constraints are 
available resources, clock rates, and availab
I/O pads. 

2.2 Dataflow Computing 

The dataflow computing paradigm is 
fundamentally different from the control flow 
computing. In a Dataflow application as shown on 
Fig. 1, the program source is transformed into a 
Dataflow engine configuration file, which 
describes the operations, layout and connections 
of a Dataflow engine. Data can be streamed from 
memory into the chip where operations are 
performed and data is forwarded directly from 
one computational unit (“dataflow core”) to 
another, as the results are needed, without being 
written to the off-chip memory until the chain of 
processing is complete. 

The main advantage of dataflow computing 
that the instructions are executed in a natural 
sequence as data flows through the algorithm. It 
also reduces the effect of memory access latency 
since all of the data flows through the graph.
Dataflow computing not only accelerates 
calculations, but also makes them more energy 
efficient compared to control flow computing
is achieved with the low DFE's frequency
can go up to a few hundreds of MHz, while 
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few GHz and it is a well-known fact that power 
consumption is directly proportional to frequency.

Fig. 1. Dataflow computing

Dataflow computing is nowadays used in a 
large number of applications. They are used 
automation applications [7], digital signal 
processing [8, 9], artificial neural networks [1
They are also used a lot in 
solving many problems such a
equations [11], floating-point matrix multiplication 
[12], and much more. 

2.3 Maxeler's Dataflow Engines 

During the last 15 years Maxeler 
on developing their DFEs which use 
as a computational unit. The general architecture 
of these DEFs is shown in Fig
consists of one or more kernels which perform 
computation as data flows from CPU through the 
DFE. There are two types of memory which DFE 
has: FMem (Fast Memory) and LMem (Large 
Memory). FMem has a smaller capacity 
LMem. FMem can store several megabytes of 
data, while LMem can store many gigabytes of 
data. On the other hand FMem 
terabytes/second of access bandwidth
faster than the LMem. One of the main reasons 
why DFEs can achieve such high perf
are the bandwidth and flexibility of FMem

processors goes up to a 
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Fig. 2. DFE architecture 

The dataflow engine is programmed with 
or more Kernels and a Manager. Kernels
represent the part of the DFE which is 
responsible for computation while the Manager 
has a task to define data movement within the 
DFE. Once the user builds his design, the 
MaxCompiler generates MAX file which is used 
to configure DFE and which allows that actions 
can be called from the CPU via the SLiC 
interface. The SLiC (Simple Live CPU) 
is automatically generated. The overall syst
managed by MaxelerOS which is responsible for
data transfer and dynamic optimization at 
runtime. 

Maxeler's DFEs are subject of 
researches and are used in many fields
[13] used example of moving from bi adders to 
three adders to described discrepancy reduction 
between the topology of dataflow graph and the 
topology of FPGA structure. Voros 
managed to accelerate the key search algorithm 
DFEs up to 205 fold. Pell et al. [15] 
for finite difference wave propagation
and achieved up to 30 times more
efficient solution than with conventional CPUs.
Oriato et al. [16] used DFEs for the 
meteorological limited area model and 
execution speed up to 74 fold compared to x86 
CPU. Weston et al. [17] accelerated 
computations over 270 times compared to a 
Core for a multi‐asset Monte Carlo model.
studies [18, 19] showed the ability of using DFEs 
in biomedical images processing and showed 
really good results. Gan et al. [20] used Maxeler's 
DFEs to find the solution of global shallow water 
equations (SWEs) and managed to
speedup of 20 over a fully optimized design on a 
CPU rack with two eight-core processors and 
speedup of 8 over the fully optimized Kepler GPU 
design. Another study [21] proposed novel 
benchmarking methodology which showed that 
dataflow systems outperform control flow 
systems. Maxeler has also developed AppGallery 
website [22] where we can already find more
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than 50 applications and where researches can 
publish their own applications. 

3. MATERIALS AND METHODS

With announcement of AWS EC2 F1 instance, 
Maxeler, who is AWS partner in 
Instance project, started to adapt MaxWare so 
that it gets fully functional for AWS EC2 F1 
instance. Currently, as presented in Fig. 3, 
MaxWare on AWS is composed of three AMIs: 
MaxSim, MaxCompiler and MaxelerOS.

Fig. 3. MaxWare on AWS

MaxSim AMI contains MaxIDE and 
MaxCompiler Simulator. Recommended AWS 
EC2 instance for this AMI is t2.xlarge. This AMI 
should be used for developing application and 
testing the correctness of the output results. For 
testing purposes input data set should be 
reduced to a minimal input data set. The main 
advantage of this AMI is that the build time for 
simulation is much smaller than the build time for 
real EC2 F1 instance and MaxCompiler Simulator 
is 100 times faster than the HDL simulation.

Once we made our design and it passes all 
tests against MaxSim AMI we should try to build 
application for EC2 F1 instance. For that purpose 
we need to use MaxCompiler AMI. The 
MaxCompiler AMI contains MaxIDE, 
MaxCompiler and Vivado and the result of its 
build is an Amazon FPGA Image (AFI). We can 
understand AFI as bitstream which we use to 
reconfigure FPGA attached to the EC2 F1 
instance. The AFI lives somewhere in AWS cloud 
and by default it is private, but we can share it 
with another AWS account, make it public or 
connect it to some AMI and sell it on Amazon 
Marketplace. 

Once we have generated an AFI and built the 
binary from our CPU code we can try to run it on 
EC2 F1 instance. For that purpose we need to 
use MaxlerOS AMI. The MaxelerOS AMI has 
installed all dependencies requ
successfully running application against EC2 F1 
instance. It automatically fetches the AFI, 
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reconfigures FPGA attached to the EC2 F1 
instance and streams data between CPU and 
FPGA. 

Most of the applications from Maxeler’s 
AppGallery should be able to run on EC2 F1 
instance. Two example applications which are 
offered on Amazon Marketplace as SaaS 
contracts and which are running on EC2 F1 
instance are Real Time Risk (RTR) Dashboard 
and Quantum Chromodynamics (QCD). 

3.1 Real Time Risk (RTR) Dashboard  

Maxeler Real Time Risk (Maxeler RTR) is a 
suite of Finance Risk tools and components, 
including Credit Value Adjustment (CVA), Margin 
Requirements (ISDA SIMM and CME Clearing) 
but also a full derivatives pricing library, driven by 
Bloomberg market data and the customer trades 
in FPML format. Maxeler RTR can run on CPU 
cloud instances or, for ultrafast real time 
purposes, on AWS EC2 F1 Instances. 

 
Fig. 4. RTR Dashboard on AWS EC2 F1 

On Fig. 4 execution of RTR on EC2 F1 
instance is presented. We can see how much 
faster execution on F1 is compared to the 
execution on CPU. In case where we select 
portfolio with 10000 trades and we run it against 
1000 scenarios the execution time on F1 is 2 
minutes and 21 seconds while execution on CPU 
is 32 minutes and 53 seconds. 

3.2 Quantum Chromodynamics (QCD) 
Dashboard 

Quantum Chromodynamics is the theory for 
the Strong force that binds together the 
fundamental particles, called quarks, to form 
protons and neutrons, as well as other hadrons. 
The actual size of quarks is not known, but 
measurements indicate that they are more than 
1,000 times smaller than the proton. One of the 
challenges in computational physics is calculating 
the binding of quarks by applying Monte Carlo 
methods to QCD. 

On Fig. 5 execution of QCD on EC2 F1 
instance is presented. We can see how much 
faster execution on F1 is compared to the 
execution on CPU. While execution on F1 is 
done the execution on CPU has finished about 
40% of its job. 

 
Fig. 5. QCD Dashboard on AWS EC2 F1 

4. CONCLUSION 

In this paper we have tried to resolve the 
problem of designing applications for EC2 F1 
instance for user without significant expertise in 
hardware design. Currently, the only way to 
develop application for EC2 F1 instance is by 
using FPGA Developer AMI which requires good 
hardware background. We have proposed the 
usage of Maxeler’s MaxWare which allows users 
without hardware background to develop 
applications for EC2 F1 instance. The full stack of 
application development for EC2 F1 instance 
using Maxeler’s MaxWare is explained in details. 
Also, the description of two applications 
developed with Maxeler’s MaxWare is presented. 
The results showed that RTR Dashboard 
executes 14 times faster on EC2 F1 instance 
than on CPU, while QCD Dashboard executes 
more than 2 times faster on EC2 F1 instance 
than on CPU. Those applications can be found 
on Amazon Marketplace as SaaS contracts and 
can be used by anyone. Further work on this 
research would be to put all Maxeler’s 
AppGallery apps on AWS so that users could, 
with only few clicks, run them on EC2 F1 
instance. 
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