
 

 
Abstract: DataFlow computing has drawn 

noticeable attention of researchers in recent years, 
due to advancements in DataFlow hardware 
technology. Most of the work in this field focuses 
on describing the technology and specific 
algorithm performance improvements, measured 
both in execution time and power consumption. 
Some of the work compares different DataFlow 
hardware applications from the same point of view. 
This paper presents a variety of DataFlow 
computing hardware implementations, and shows 
one representative application for each of them. 
Examples include applications for simulating 
natural DataFlow processes, uniform processing 
of data, simulating the neuron, and network data 
manipulation. Results show that DataFlow 
hardware could be utilized for various applications 
and not only for CPU demanding applications with 
uniform data processing. 

 
Index Terms: DataFlow paradigm, high 

performance computing, network programming 

 

I. INTRODUCTION 

OR many decades, the control flow 
computing paradigm has been dominant in 

most aspects of computing, including general 
applications with non-uniform processing, high 
performance applications with uniform processing 
(where the same set of instructions is run over 
and over again), as well as network 
programming, where data arriving from the 
network should be processed and the results 
should be returned to the network. The main 
reason can be found at the very beginning of the 
development of computer architectures. Namely, 
although processes in nature happen in parallel, 
the process of planning a task usually includes 
splitting the task which has to be completed into 
parts, and focusing on each of the parts  
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separately. Similarly, when a certain algorithm 
has to be run, it is easier to focus on one specific 
action (i.e. a single instruction) which has to be 
executed at a particular moment than to model 
the whole system. Even if we would think 
differently, an algorithm could often not be run in 
parallel at all. Not only is it easier to think of 
executing a single action at a time, but it is also 
easier to implement the hardware that would be 
capable of executing one instruction at a time, 
while offering the possibility to run any instruction 
at any moment, than to develop the DataFlow 
hardware for each application separately, which 
would be applicable to a set of high performance 
computing algorithms, where the same set of 
instructions is repeated many times. Therefore, it 
is logical that the process of computer hardware 
development included developing processors 
based on the control-flow paradigm. It should be 
noted that the DataFlow paradigm existed from 
the very beginning, but the technological 
limitations influenced the development of early 
computers. Later, when the technology improved, 
the inertia related to producing hardware, and 
even more related to programming practices led 
to the continuous domination of the control-flow 
paradigm. However, since business margins tend 
to shrink, the industry recognized the advantages 
of the DataFlow computing paradigm, which was 
later followed by researchers [1]. Changes in 
computer architectures and programming 
paradigms are not new − they already happened 
many times in the past [2, 3, 4, 5]. 

II. CONTROL-FLOW VS. DATAFLOW COMPUTING 

Control-flow computer architectures are based 
on von-Neumann model or Princeton 
architecture, which dates back to 1945. Control-
flow processors are capable of executing all types 
of instructions defined by the architecture. This 
imposes having an arithmetical logical unit and 
additionally a control unit. Figure 1 depicts this 
architecture, where both data and instructions are 
loaded from the main memory into the CPU, and 
depending on the fetched instruction, the CPU 
processes the data. 

When executing a code which could be run in 
parallel, the main drawback is obviously the fact 
that the processor is capable of executing only a 
single instruction at any given moment. This 
problem is partially solved by introducing 
pipelines, multi- and many-core processor 
architectures, etc. 
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Fig 1. Von Neumann computer architecture 
 
However, one of the main problems with such 

architecture is the necessity to access the main 
memory more often than it is needed. This 
problem is partially solved by introducing cache 
memories and techniques for tolerating memory 
latencies [6, 7, 8, 9, 10, 11, 12, 13]. Nevertheless, 
that comes at a cost. The numbers of transistors 
spent on cache memories of modern processors 
are close to the numbers of transistors which 
processors have for all other functionalities. 

Unlike control-flow computer architectures, 
DataFlow architectures treat executing 
instructions as a factory floor, where pieces (in 
this case data) travel through the processor, and 
at each place, a certain instruction is executed. 
Therefore, the DataFlow hardware has 
preconfigured instructions, and data travels 
through the hardware. 

This is shown in the DataFlow graph presented 
in Figure 2, where a stream of data is shown at 
the top, and a stream of produced results at the 
bottom. As it can be seen from the figure, 
DataFlow hardware can execute many 
instructions in parallel, offering superior 
performance compared to the control-flow 
processor. 

The advantages of this approach are rather 
obvious. Many instructions can run in parallel. 
Another advantage is that the hardware that will 
only be capable of running a single instruction is 
small enough, since it is less complex. This leads 
to significantly lower power consumption 
compared to control-flow computer architectures. 
Using the DataFlow hardware, researchers have 
reported acceleration of even two or three orders 
of magnitude [14, 15, 16, 17, 18]. 

However, DataFlow hardware requires uniform 
processing in order to be fully unitized. Most high-
performance computing applications include 
uniform processing, but also initialization of data. 
When it comes to the size of the code necessary 

for the part of the algorithm which should run in 
parallel and the rest of the algorithm which 
includes the initialization of data, storing results 
and other operations which should be run only 
once (before or after the part of the algorithm that 
should run in parallel), the size of the former one 
is usually much smaller. On the other hand, when 
it comes to execution time, the part which should 
be run in parallel usually takes much longer than 
the rest of the algorithm. Typically, the rest of the 
algorithm is responsible for less than 1% of total 
execution time. Since DataFlow hardware is not 
suitable for this part of the algorithm, DataFlow 
hardware is usually combined with the control-
flow processor or processors in such a way that 
only the part of the algorithm which should run in 
parallel is executed on the DataFlow hardware. 
DataFlow hardware could be connected to the 
PCIe bus, or it may exist in a rack. In either case 
data is streamed from the control-flow type of 
processor to DataFlow hardware, where it is 
processed, after which the results are returned to 
the control-flow type of processor. 

 

 
 
Fig 2. DataFlow graph 
 
Another limitation of DataFlow hardware is that 

it is capable of executing only the algorithm for 
which it is developed or configured. Therefore, if 
one wants to use the same DataFlow hardware 
for running various algorithms, DataFlow 
hardware must be reconfigurable. Usually, this is 
realized by means of FPGA technology, which is 



 

developing [19, 20] and we could therefore expect 
better performances in the future. For now, using 
the FPGA limits the frequency of DataFlow 
hardware, but it also further reduces power 
consumption. 

There are various implementations of DataFlow 
architectures depending on their purpose. One 
possible configuration is shown in Figure 2. 

 
Fig 3. DataFlow computer architecture 
 
Early computers were able to solve simple 

operations, while anything more complex than 
that could be simulated using available 
instructions. Later, it was easier to follow 
researchers and programming practice by 
improving the already achieved, utilizing available 
technology, tools, and programming languages 
no matter how primitive they were, than to 
implement a new programming paradigm from 
scratch. The same pattern continued for decades. 
Nowadays there are tools for transforming 
various control-flow types of algorithms into 
DataFlow algorithms [21]. 

It is important to note that DataFlow 
architectures have existed basically from the very 
beginning of computing. However, the technology 
at that time was not developed enough to make it 
competitive. Therefore, even the processes which 
were best suited for DataFlow architectures were 
still executed on control-flow architectures, by 
executing a single instruction at a time. 

However, implementing high performance 
computing applications often justifies switching 
the technology and exploiting the best suiting one. 
Even more, sometimes is worth implementing 
applications in hardware directly. Recent 
examples include high frequency trading and 
mining virtual currencies. As a result, various 
types of architectures have been introduced. 

III. TYPES OF DATAFLOW ARCHITECTURES 

This section describes a variety of applications 
of DataFlow architectures, where each application 
is implemented for specific DataFlow 
architecture. Note that new DataFlow 
architectures could be implemented on demand. 

A. Natural DataFlow Processing 

As already stated, many processes in nature 
happen in parallel. Accordingly, many algorithms 
which are designed to simulate natural processes 
could be run in parallel. Examples include 
simulations which enable modern weather 
forecasting, simulating objects in a wind tunnel 
[22], simulating fluids [23], or simulating casting of 
materials. In each of these cases, the volume that 
is simulated can be divided into elementary 
cubicles, each defined by the same parameters. 
For each elementary cubicle, a set of equations 
could be used for calculating the state of the 
elementary cubicle based on the surrounding 
elementary cubicles. In the simulation the same 
set of instructions are repeatedly executed in 
order to simulate the natural behavior of each of 
the elementary cubicles. It is fairly obvious that 
DataFlow hardware could be utilized for uniform 
processing in order to achieve higher instruction 
throughput, as well as lower power consumption. 

An example is a network sorting application 
[24]. The main principle lies in the fact that parts 
of an array could be sorted in parallel, which 
justifies using DataFlow architectures for 
relatively big arrays. 

B. Uniform Processing of Data 

When we talk about the DataFlow paradigm, 
we typically think of simulating natural processes. 
Nevertheless, certain algorithms also include 
uniform processing of data, and are not used for 
simulating natural processes. For example, some 
processing of all of the accounts in a bank 
requires uniform processing over a relatively big 
set of data. Another example would be 
processing of links by search engines. Another 
example includes improving the price-
performance ratio for estimating the value and 
risk of large and complex credit derivatives [25]. 
Basically, much of the information produced by 
relatively big companies requires uniform 
processing of relatively big amounts of data. 
Therefore, it is justified that these companies 
should lead the future developments of computer 
architectures. 

C. Non-uniform Processing of Data 

There are many examples when an algorithm 
can be reimplemented, so that it would become 
more suitable for running on modern computer 
architectures which are capable of processing 
data in parallel on many cores. In many cases, 
these reimplemented algorithms would include 
uniform processing of data, for which DataFlow 
hardware can be efficiently utilized. 

For example, when simulating the brain, which 
consists of a relatively high number of neurons, 
each connected with a certain number of its 
neighboring neurons, one could implement an 



 

algorithm so that data processing which each 
neuron is performing at the moment happens in 
parallel. If the maximum number of connected 
neurons is relatively close to the average number 
of connected neurons, it is even possible to 
develop the DataFlow hardware which would be 
capable of simulating the network of neurons as if 
the number of connected neurons was always 
equal to the maximum number of connected 
neurons. Although this leaves some of the 
DataFlow hardware underutilized, DataFlow 
hardware utilization could still easily be much 
higher than it would be using the control-flow 
hardware. 

Therefore, while it might not be obvious that an 
algorithm could be efficiently implemented using 
DataFlow hardware, sometimes a modified 
algorithm that might not be optimal could be 
suitable for DataFlow hardware and still 
performing better than the original algorithm using 
control-flow hardware. 

Example applications include brain network 
simulation for modeling brain activity by extracting 
a dynamic network from slices of a mouse’s 
brain. This application implements a linear 
correlation analysis of brain images. Although the 
network is not uniform in shape and the number 
of connections from each node, DataFlow 
computing can offer better performances than a 
control-flow counterpart [26]. 

D. Network programming 

At the time when control-flow hardware was 
introduced, the main focus was on data 
processing. However, recent needs for computer 
processing often include processing of network 
data. In some cases, it is required that the 
processing of the data if fast enough. Examples 
include high frequency trading and hardware 
firewall implementations. 

Typically, network data processing using the 
control-flow type of processor requires bringing 
the data to the processor, processing itself, and 
sending the data over the network to the 
consumer. If the amount of required processing is 
small enough, the cost of bringing the data to and 
from the processor might be too high in terms of 
the needed hardware, as well as the time needed 
from the moment when the data reaches the 
network card until the moment when the 
processed data reaches the network.  

DataFlow hardware could be directly connected 
to the network, offering superior performances 
compared to its control-flow counterpart. A typical 
example of network application could be the one 
which measures network latency [27]. 

IV. CONCLUSION 

As a result of technological advancements, 
DataFlow computing has gained in popularity in 

recent years. This paper focuses on the variety of 
applications which lead to the development of 
multiple DataFlow computing hardware 
implementations. For each of them, a 
representative application is shown. In case of 
simulating natural DataFlow processes and 
uniform processing of data, DataFlow hardware is 
superior. In case of non-uniform processing of 
data, DataFlow hardware could achieve 
noticeable improvements, but only in case of 
certain algorithms. A network application which 
requires a fast response would not be suitable for 
typical DataFlow hardware implementations, but 
could have a dramatically faster response when 
run on the DataFlow hardware which is directly 
connected to the network. Therefore, DataFlow 
hardware can be utilized for various applications, 
not only for the uniform processing of data which 
simulates natural processes.  
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