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Abstract: The problem of counting k-grams in
a given string is one of the fundamental problems
in computational linguistics, bioinformatics, and re-
lated fields. Current algorithms are already quite
efficient in a theoretical as well as practical sense.
However, as the lengths of input strings grow, even
the best linear time algorithms may be too slow for
some applications. Thus, in the process of algorithm
engineering, various algorithm and code tuning tech-
niques may be applied in order to gain additional
speedups.

In this paper we explore the approach of gen-
erative algorithmics, where for various parameters
of a problem, a dedicated algorithm is generated.
In particular, for the problem of counting k-grams,
where the parameters are k and input alphabet Σ,
we generate a specialized algorithm based on a fi-
nite state automaton. We describe in details the
construction of automaton using a tabular represen-
tation of a transition function, and design a software
tool that automatically generates the source code as
a self contained package. Finally, we present an ex-
perimental evaluation of the generated algorithms.
For the selected parameters of the problem, we ex-
plore several performance issues, such as the size of
automaton and its efficiency.

Index Terms: generator, k-gram, k-mer, count-
ing, experimental evaluation, performance

1. Introduction

Analysis of sequential data such as text, protein
sequences, signals etc. is one of the fundamen-

tal problems in computer science. For the purposes
of this paper we call such sequences strings and the
elements the string consists of are symbols. There
are many ways to gather statistical information from
the string and one of them is to obtain a distribution
of short substrings. Such substrings of a particular
length k are often referred to as k-grams or k-mers.
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In order to obtain a distribution, one must count all
k-grams in a given string. Counting k-grams is par-
ticularly useful for identifying natural languages [4]
and classifying the family of genomes to which a
given genome belongs [11].

Simple and theoretically efficient algorithms
(with linear time complexity) for counting k-grams
are straightforward to design and implement. How-
ever, input strings are often very large and thus even
small speed gains can greatly improve the total pro-
cessing time. Several fast implementations of such
algorithms already exist. For example, Jellyfish [6] is
an efficient parallel tool for counting k-grams. It uti-
lizes a lock-free hash table and a space-efficient en-
coding of keys to count the k-grams. Another tool
for counting k-grams is BFCounter [8]. It proceeds
in two steps: first, it uses a probabilistic data struc-
ture called bloom filter to find non-unique k-grams,
then, in the second pass, the algorithm counts only
non-unique k-grams.

In this paper we explore a different approach
from the field of generative algorithmics, where the
idea is to generate a specific algorithm for a given
application. Such generated algorithms are often
used when exploiting parallelism, e.g., in data-flow
computing where one programs the data-flow com-
putation graph [9]. Our generated algorithm is
based on finite state automata [5], where we use
automata representation based on lookup tables.
The process consists of two phases: in the first
phase, the algorithm is created with another algo-
rithm, called the generator, using the parameters
which are important for a given application, while
in the second phase the generated algorithm is used
(maybe multiple times) to count k-grams in a given
input.

To develop the generator in the form of software
tool and accompanying library, we use an approach
from the field of algorithm engineering [10]. The
engineering process consists of several phases such
as algorithm design, analysis, implementation, and
experimental evaluation. For the latter, we follow
the process from [7].

In the rest of the paper we first describe a for-
mal definition of the problem of counting k-grams
in a given string. We also briefly describe a general



and straightforward algorithm for the problem. Af-
terwards, we describe details of the automaton gen-
eration and space-complexity analysis. Additionally,
we also provide details on the algorithm implemen-
tation and practical issues when using the generator.
In Section 3 we present a thorough experimental
evaluation of the proposed approach. We evaluate
several performance characteristics of the obtained
automata for several test scenarios. Finally, Section
5 concludes the paper.

2. Counting k-grams

2.1 Problem Definition

First, let us define the problem of counting k-
grams in a given string. An alphabet, denoted with
Σ, is a finite non-empty set of symbols, e.g., bi-
nary alphabet Σ = {0, 1}, or genomic alphabet
Σ = {A,C, T,G}. A string is a finite sequence
of symbols from Σ: we denote the length of string
s = s1s2 . . . sn with |s| = n. Let Σn = {s : |s| =
n∧ si ∈ Σ} be a set of all strings of length n. Here
Σ0 = {ε}, where ε represents the empty word.

Substring (or a factor) of a string s = s1s2 . . . sn
is a string t = t1t2 . . . tk consisting of k consecutive
symbols in s, i.e., for each 1 ≤ j ≤ k we have tj =
si+j−1. Finally, a k-gram is a length k substring of
a given string s. A string of length n contains at
most n− k + 1 different k-grams.

Now, the problem of counting k-grams is, for
a given k and a string s, to count the number of
occurrences of each k-gram in s. For example, a
string banana contains three different 2-grams: ba,
an, na, where the first occurs once, and the other
two twice.

2.2 General Algorithm

Let us briefly present the general algorithm for solv-
ing the problem for any k. The algorithm is straight-
forward and consists of a loop over all k-grams in
the input string while using a hash table to maintain
integer counter for each k-gram. Its time complex-
ity is Θ(n).

2.3 Generated Algorithm

Now let us focus on the generative approach, where
for a given k and Σ, a specialized algorithm is au-
tomatically constructed. The specialized algorithm
is based on finite state automata [5], which are de-
fined by specifying a quintuple A = (Q,Σ, δ, q0, F ),
where Q is finite nonempty set of states, Σ is an al-
phabet (as defined above), δ is a transition function,
q0 is a start state, and F is a set of final states.

In what follows we describe the algorithm for
generating a k-gram counting algorithm. First, the

set of automaton states Q is defined as the union
of strings over alphabet Σ of length ≤ k, i.e.,

Q = ∪ki=0Σi = {q0, q1, . . . , qν(k)−1}.

Furthermore, the states are also enumerated (for the
purpose of the implementation) in their lexicograph-
ical order. Here, q0 = ε and F = Σk. Notice that,
the states can be grouped as Σ0, Σ1, . . . , Σk, each
group Σi representing a recognition of the i-grams.
Since |Σi| = |Σ|i, the total size of the first i groups
is

ν(i) = Σij=0|Σ|j = |Σ|
i+1 − 1
|Σ| − 1 .

Consider an example, for k = 2 and Σ = {A,B} we
have Q = {ε,A,B,AA,AB,BA,BB} and ν(0) =
1, ν(1) = 3, and ν(2) = 7.

Next, we construct a transition function δ. De-
fine Q<k = ∪k−1

i=0 Σi and Qk = Σk. Consider
σj ∈ Σ. For qi ∈ Q<k we define

δ(qi, σj) = |Σ|i+ j + 1,

and for qi ∈ Qk we define δ(qi, σj) as
ν(k − 1) + |Σ|((i− ν(k − 1)) mod |Σ|k−1) + j.

To continue our example, the graphical repre-
sentation of transition function is shown in Figure
1. Here, transitions for qi ∈ Q<k are represented
with dotted lines. Notice, that the dotted lines span
a perfect |Σ|-ary tree. The corresponding tabular
representation of the automaton transition function
is in Table 1.
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Figure 1: The diagram (states and transitions) of
automaton from the example.

The size of the generated automaton is basically
the size S(|Σ|, k) of the table used to represent tran-
sition function, which is

S(|Σ|, k) = |Q| · |Σ| = ν(k)|Σ|

= |Σ| |Σ|
k+1 − 1
|Σ| − 1 (1)

= Θ(|Σ|k+1).

Thus, we have polynomial complexity in the alpha-
bet size |Σ| and exponential in k.



State Σ
Label Id σ0 = A σ1 = B

ε q0 q1 q2
A q1 q3 q4
B q2 q5 q6

AA q3 q3 q4
AB q4 q5 q6
BA q5 q3 q4
BB q6 q5 q6

Table 1: The tabular representation of transition
function δ of the automaton from the example.

2.4 Executing the Automaton

To put the above construction into a practice,
several implementation details have to be dealt
with. To describe the automaton, our implemen-
tation uses a structure with several fields such as
state count, which contains the number of states,
and alphabet size, which contains the number of
symbols in the input alphabet. State count is at the
same time also the number of all possible k-grams
up to the length k. To obtain the actual string
representing a specific k-gram, we also provide a
mapping from the state number to its name in the
field state names. Transitions are represented with
a lookup table, named transtions, but stored as
a one-dimensional array.

In the implementation we represent both states
and input symbols with non-negative integer num-
bers; thus, in the automaton design we take special
care that both can be easily enumerated. However,
in the computer environment input symbols are usu-
ally represented using some coding, such as ASCII,
which is not necessarily conveniently enumerated.
For this reason, our generator also constructs a map-
ping table, named char map, from the character
code to its corresponding number. If the symbol is
not in the alphabet it is mapped to -1, which also
indicates an error in the input.

Algorithm 1 Counting k-grams with the generated
automaton.

1: function countKgrams(A, s)
2: state ← 0
3: for ch in s do
4: ch idx ← A.char map[ch.toInt]
5: if ch idx < 0 then Error
6: state ←

A.transitions[state · A.alphabet size
+ ch idx]

7: A.result[state] += 1
8: end for
9: end function

The algorithm for counting the k-grams is thus

just the execution of the generated automaton and
is presented in Algorithm 1. The inputs to the al-
gorithm are A – the automaton description, and s
– the input string.

Finally, to store the result of counting, the struc-
ture also provide a field result, which contains fre-
quencies after the algorithm is finished.

2.5 Use of the Generator

Since the generating procedure is a bit complex, we
have developed a script using a GNU make utility
[3], which automatically performs the generation.
To run the script, several arguments must be pro-
vided:

• K – the size of k-grams,

• ALPHABET – the input alphabet Σ,

• OUTPUT FILE – the name of a C header file,
where the generated automaton will be saved,

• AUTOMATON NAME – the name of a variable,
which will contain the automaton definition,

• ALG VERSION – the type of a generated algo-
rithm.

For example, to generate the automaton from
Figure 1, a user would run (as a one-line command):

make generator K=2 ALPHABET=AB
OUTPUT_FILE=countbigrams.h
AUTOMATON_NAME=automaton
ALG_VERSION=0

The result of this is a creation of a new file named
countbigrams.h, which contains a variable named
automaton of a special type kgrams t. This type
as well as the function count kgrams (used later)
are both provided in a C header file kgrams.h.
#i n c l u d e <s t d i o . h>
#i n c l u d e ” kgrams . h”
#i n c l u d e ” c o u n t b i g r a m s . h”

i n t main ( i n t argc , char const ∗ a r g v [ ] ) {
char ∗ i n p u t = ”ABABABAB” ;
count kgrams ( automaton , i n p u t ) ;
// P r i n t the non−z e r o count s
f o r ( i n t i = 0 ; automaton . s t a t e c o u n t ; i ++) {

i f ( automaton . r e s u l t [ i ] != 0) {
p r i n t f ( ” bigram : \%s , Count : \%d\n” ,

automaton . s t a t e n a m e s [ i ] ,
automaton . r e s u l t [ i ] ) ;

}
}
r e t u r n 0 ;

}

Listing 1: Use of the generated library

Let us now briefly present an example of how
to use the generated automaton. See also List-
ing 1 for accompanying source code. First, a user
must import both C header files, i.e., kgrams.h



and countbigrams.h. Then, to count k-grams,
she calls the function count kgrams(automaton,
input), where automaton is the generated au-
tomaton definition and input is an input string con-
taining symbols of the specified alphabet. Finally,
to print the frequencies of all present k-grams, use
a loop over all states, i.e., k-grams.

Finally, the ALG VERSION argument supports the
choice of the generated algorithm. In all our ex-
amples and experiments we used ALG VERSION=0,
which indicates the choice of automaton-based al-
gorithm. The two other supported values are:
ALG VERSION=1 – an automaton-based algorithm
with space improvements, and ALG VERSION=2 – a
Python-based module with corresponding bindings
to the generated C library.

3. Experimental Evaluation

3.1 Test Environment

We performed the experimental evaluation using a
computer equipped with Intel Core i5-5257U pro-
cessor running at 2,7 GHz. The installed memory
hierarchy consists of 32 KiB of L1 cache, 256 KiB
of L2 cache, 3 MiB of L3 cache and 8 GiB of main
memory. The computer was installed with OSX op-
erating system running El Capitan version 10.11.5.

3.2 Generating Time

In the first experiment, let us concentrate on the
time needed to generate an automaton for various
parameters k and |Σ|. In particular, our test scenar-
ios consisted of k = 2, 3, . . . , 10. Our goal was to
test moderate k values (which often appear in prac-
tice), because we anticipated long running times
with large values of k. In each scenario, we vary
the alphabet size |Σ| = 2, 3, . . . , 26 — including the
two practically most important ones, i.e., |Σ| = 4
(the genomic alphabet), and |Σ| = 26 (the English
alphabet). Additionally, we restricted the running
times beforehand to a maximum of 100 seconds to
avoid long-running generating tasks.

The obtained running times of the generator pro-
gram are given in Figure 2. The generator is very
fast for k = 2 and k = 3 while achieving moderate
running times for k = 4 and k = 5. For other k’s the
running time is increasing quite sharply: specifically,
the greater the k the steeper the curve. Particularly,
generator for k = 10 manages to create automata
only up to |Σ| ≤ 5 in the given time limit. Nev-
ertheless, the running time of the generator may
not represent a significant practical obstacle, since
the generator is usually used only once; even sev-
eral minutes should be acceptable in most practical
circumstances.

Figure 2: Comparison of the automaton generating
times for various sizes of k-grams (y-log plot).

3.3 Source Code Size

As suggested by the analysis of the size of a gen-
erated automaton (see equation (2) in the previous
section), the size of the corresponding source code
should grow very fast when parameters k and |Σ|
are increasing. We confirm this observation with an
experiment. Similarly to the previous experiment,
we run the generator for k = 2, . . . , 10, where for
each k we vary |Σ| from 2 to 26, but we stop when
the size grows over 700 MiB.

Figure 3: Comparison of the size of generated source
code.

See Figure 3 for a graphical presentation of the
results. For k ≤ 4 the size stays below 100 MiB for
all |Σ|, but for k ≥ 5 the power of high exponent
in the polynomial of space complexity prevails. The
extreme example is k = 10 when the barrier of 700
MiB is hit in four steps. Such large source-code
sizes may even be deemed impractical.

3.4 Automata Compilation Time

In this subsection we explore the time of compila-
tion for the generated automata. For testing pur-
poses we started with a minimal C program shown



in Listing 2 and saved into a file named main.c.
i n t main (){ r e t u r n 0 ;}

Listing 2: A minimal C program.

Then we compiled the program using GNU C
Compiler [2] and included necessary header files with
the -include option. The compilation instruction
is listed in Listing 3.
gcc −O3 −Wall −o main main . c − i n c l u d e ” kgrams . h”
− i n c l u d e ”/ automaton / path ”

Listing 3: Compiling the minimal C program with
necessary headers.

Figure 4: Compilation times for the basic automa-
ton (y-log plot).

Compilation times are presented in Figure 4.
The reason behind the exponential growth of com-
pilation times lies in the size of the header files. As
header files’ size grow exponentially as |Σ| increases,
so does the time required to compile them.

3.5 Execution Time

Finally, with the most important experiment, we
present a comparison of the running times of the
general (see Section 2.2 ) and generated algorithms
(see Section 2.3). We performed all experiments
with input strings over a genomic alphabet, i.e.,
k = 4, for which we see the greatest applicability
of the presented approach. In particular, we run the
experiment for each k = 2, 3, . . . , 10 and for various
input lengths n from 105 to 109. The plots of the
results are presented in Figures 5 and 6, respectively.

First, observe that the automaton-based algo-
rithm is superior to the general one. For example,
when k = 10 and n = 109, its running time is 73.6
seconds while for the general algorithm it is 344.1
seconds. Next, observe also that the parameter k
has a significant impact on the running time of both
algorithms.

A different and a more direct comparison of
the algorithms is given in Figure 7. It presents a

Figure 5: A comparison of running times for the
general algorithm (log-log plot).

Figure 6: A comparison of running times for the
automaton-based algorithm (log-log plot).

speedup, i.e., a ratio of the running times of the
general algorithm and the automaton based one.
The maximum speedup is achieved when k = 5 for
all input lengths: all speedups are well over 30 and
can be as much as 42. Furthermore, the average
speedup is around 36. Unfortunately, the speedup
is decreasing when k is above 5, but for k = 10 it
is still around 5.

Figure 7: Speedup of the automaton algorithm over
the general one.



The speedup decrease is most probably due to
the increasing size of the automaton, which is caus-
ing many cache misses. To check this hypothesis,
we used a cachegrind [1] tool, which reports a de-
tailed analysis of cache misses for a particular pro-
gram. The results of the analysis are in Figure 8.
The charts clearly shows a jump in cache misses
when k = 6 and above, which supports our hypoth-
esis.

Figure 8: Cache misses of the automaton algorithm.

4. Conclusion

In the paper we presented a generative approach
to solving an important problem of counting k-
grams in a given input string. We described the
approach and the accompanying software tool in
details. We also experimentally evaluated the pro-
posed approach from several viewpoints.

Our findings show that the automaton generat-
ing time, source code size, as well as compilation
time are all increasing quite fast when the parame-
ters k and |Σ| are increasing. However, for smaller
values (which may often occur in practice) of the pa-
rameters the approach may yield practically usable
and efficient algorithms. The efficiency is demon-
strated with our last experiment, where we show
that potential speedups are as high as 30 or more
on the average and at least 5 in the worst-case con-
sidered. With a detailed analysis, we also inves-
tigated the bottleneck of the algorithms, which is
in the huge size of the generated automaton tran-
sition table due to which many cache misses may
occur during the automaton execution.

To improve on this issue we also tried an im-
provement in the size of the transition table (specifi-
cally, halving the table); however, the issue of cache

misses still exists and no significant speedups were
obtained. Another idea for the further work is also
to completely eliminate the lookup table by directly
calculating the next state – the approach that needs
yet to be developed and tested.
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[8] Páll Melsted and Jonathan K. Pritchard. Efficient
counting of k-mers in DNA sequences using a bloom
filter. BMC Bioinformatics, 12(1):333, 2011.
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n-gram-based classification and unsupervised hierar-
chical clustering of genome sequences. Computer
Methods and Programs in Biomedicine, 81(2):137–153,
2016/07/16.

Rok Novosel received his bachelor’s degree in Computer
Science from the University of Ljubljana in 2016. Cur-
rently, he is studying at the masters’ program at the Fac-
ulty of Computer and Information Science. His research
interests include algorithm engineering, web technolo-
gies and machine learning.
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