
 

 

Abstract: This paper presents a dataflow 
implementation of Simpson's rule, a method for 
numerical integration. Simpson's rule is a Newton-
Cotes formula for approximating the integral of a 
function using quadratic polynomials. Computing 
the approximation of a definite integral with 
Simpson's rule on control flow architecture has 
shown itself to be a very slow and data-intensive 
process, when a high-precision approximation is 
required. The achieved results described in this 
paper show that dataflow computing can provide 
significant speedups. Considerations for future 
work and improvements of the presented solution 
are also discussed. 
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1. INTRODUCTION  

umerical integration, also called quadrature,  
constitutes a broad family of algorithms for 

calculating numerical value of a definite integral 
[1]. Numerical integration has a history extending 
back to the invention of calculus and before. Over 
the centuries, many methods of numerical 
integration have been devised. The method that 
is of prime importance for this paper is the 
method of approximate integration, wherein an 
integral is approximated by a linear combination 
of the values of the integrand. The need for 
numerical integration comes from the fact that not 
every function can be integrated analytically. In 
addition, there may be situations where a given 
function can be integrated analytically, but an 
approximation formula may be a more efficient 
alternative to computing the exact value of an 
integral. Simpson's rule is a very frequently used 
method for numerical integration, which 
corresponds to the three-point Newton-Cotes 
formula.  
 
The presented Simpson's rule algorithm has 
been implemented using Multiscale Dataflow 
computing, an alternative paradigm to parallel 
computing, developed by Maxeler Technologies  
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[2]. In this approach, execution of the most data- 
intensive part of the application is delegated to 
the Dataflow Engine (DFE), which runs on an 
FPGA chip [3]. The DFE provides a dataflow 
graph of executable actions, which is configured 
for a given application through reconfigurable 
logic of FPGA [4]. This platform offers a 
significant improvement in execution time and 
energy efficiency for big data applications when 
compared with the existing multi-core and many-
core control flow architectures [5]. However, this 
approach does not perform well for the control 
intensive, small-data applications and therefore, 
speedup will not be achieved in such 
applications. 

2. NEWTON-COTES FORMULAS 

Newton-Cotes formulas, also called Newton-
Cotes quadrature rules, are a group of formulae 
for numerical integration, based on evaluating the 
integrand at equally spaced abscissas [6].  

Integration of function �(�) over some interval 
[�, �] is performed by dividing the interval into � 
equal subintervals, and then approximating the 
tabulated function with a Lagrange interpolating 
polynomial and integrating it in order to 
approximate the area under the integrand �(�). 
The values of the integrand at equally spaced 
abscissas ��, ��, … , �� 	∈ [�, �], which are spaced 
apart by a constant step ℎ, are defined by 
equation 2. Equation 1 defines the step ℎ. 

ℎ = (� − �)	/	� (1) 
 

�� = �(��), � = 0, 1, … , � (2) 
 

The Lagrange interpolating polynomial P�(x) of 
degree less than or equal to n, that passes 
through n points is given by equation 3. 
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Hence, the integral can be approximated by 5. 
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For equally spaced points ��, ��, … , �� 	∈ [�, �], 
a numerical integration formula of the form 6 is 
called a Newton-Cotes formula. The quadrature 
coefficients are defined by equation 7. 
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A Newton-Cotes formula that uses the value of 
the function at the endpoints, �(�) and �(�) is 
called a closed formula. If the value of the 
integrand is difficult to compute at the endpoints, 
the integral can be approximated using the 
values of the integrand strictly between the 
endpoints, and such a formula is called an open 
formula. 

2.1 Closed Newton-Cotes Formulas 

A two-point closed Newton-Cotes formula is 
called the trapezoidal rule [7], and it is given by 
equation 8. The error term �(ℎ����) signifies that 
the exact value and the estimate of the integral 
differ by an amount that is the product of some 

numerical coefficient times ℎ� times the value of 
the function's second derivative somewhere in 
the interval of integration. The two-point formula 
is exact for polynomials up to and including the 
degree of one.    
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One might anticipate that there is a three-
formula that is exact for polynomials up to and 
including the degree of two. However, after 
cancelling of coefficients due to left-right 
symmetry of the formula, the three-point formula 
is exact for polynomials up to and including the 
degree of three. This formula is called the 
Simpson's rule and it is given by equation 9. 
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2.2 Extended Closed Newton-Cotes Formulas 

Extended formulas, also called composite 
formulas, are obtained by dividing the integration 
interval into subintervals and applying an 
integration rule to each subinterval. 

 The extended trapezoidal rule is obtained by 
applying the trapezoidal rule to each subinterval 
[����, ��], � = 2,… , � and the result is equation 10. 
The error term expressed in terms of the 
integration interval (� − �) = (�� −	��) and the 

number of points � is �(
(���)����

��
). This provides 

better insight, since one usually holds � and � 
fixed and wants to know how much the error will 
be reduced by taking twice as many points. 
Therefore, in the following equations only the 
scaling of the error term with the number of 
points � will be shown. 
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In a similar way, applying Simpson's rule to 

each of the subintervals gives equation 11, which 
is called the extended Simpson's rule. 
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3. SIMPSON'S RULE IMPLEMENTATION IN C 

The starting point for implementing the 
extended Simpson's rule is to implement the 
extended trapezoidal rule, which serves as a 
base for implementing various algorithms [8]. 

An important characteristic of the extended 
trapezoidal rule is that one can double the 
number of subintervals without losing the benefit 
of previous work while integrating a fixed function 
�(�) between fixed endpoints � and �. The 
coarsest implementation of the trapezoidal rule is 
to average the function at its endpoints. The first 
stage of refinement is to add a value of the 
function at the halfway point of the integration 
interval to this average. The second stage of 
refinement is to add the function values at one 
quarter and three quarter points of the integration 
interval. The iterative process of refining the 
trapezoidal rule is shown in Figure 1. 

 

Figure 1: Refining of trapezoidal rule with 
sequential calls to the trapzd function 

 With all of the presented information in mind, 
an implementation of the extended trapezoidal 
rule in C is given in Figure 2. 



 

The C function trapzd computes the nth stage 
of refinement of an extended trapezoid rule. The 
argument func is input as a pointer to the function 
that is to be integrated between the limits a and 
b, that are also input as arguments. When called 
with n=1, the function will return the crudest 
estimate of the integral. Subsequent calls with 
n=2,3,...  will improve the accuracy of estimation 
by adding 2��� additional interior points. The 
trapzd function can be used to integrate the 
function by the extended trapezoidal rule with a 
predetermined number of refinement stages. 
However, it is much better to refine the 
trapezoidal rule until a specified degree of 
accuracy is achieved.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
Given an evaluation of the function with the 

extended trapezoidal rule with � steps, denoted 
��, and an evaluation with 2� steps, denoted ���, 
equation 12 has the residual error term in the 

order of 
�

��
, the same as Simpson's rule. 
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Equation 12 is in fact exactly Simpson's rule, 
and it is the preferred  method for evaluating that 
rule. Figure 3 gives a C implementation of 
Simpson's rule. JMAX is the specified maximum 
number of iterations for the integral 
approximation to converge with the specified 
precision EPS. 

4. HOST CPU CODE 

The CPU code consists of a C implementation 
of Simpson's rule, shown in Figure 3, and a 

modified C implementation of trapezoidal rule 
from Figure 2. The C implementation of a 
trapezoidal rule was modified so that the 
summation of integrand function values is 
computed on the DFE, if the number of addends 
is at least 2��. If the number of addends is less 
than 2�� and since speedup is not achieved on 
the DFE for small data inputs, the summation is 
computed on the CPU. This is done in order to 
utilize both the CPU's and the DFE's  strong 
sides and boost the performance of the 
application. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

5. DATAFLOW CODE 

 In this section, an analysis of the hardware 
structure  implemented  in  the  DFE  is  provided.  
 

 
Figure 4: Dataflow graph 1 which sums  

the input values 

#define FUNC(x) ((*func)(x)) 
 
float trapzd(float (*func)(float), float 
a, float b, int n) 
{ 
 float x, tnm, sum, del; 
 static float s; 
 int it, j; 
  
 if(n == 1) 
 { 
  return s = (0.5 * (b - a)*(FUNC(a) + 
FUNC(b))); 
 } 
 else 
 { 
  it = 1; 
  for(j = 1; j < n-1; j++) it <<= 1; 
  tnm = it; 
  del = (b - a) / tnm; 
  x = a + 0.5 * del; 
  sum = 0.0; 
  for(j = 1; j <= it; j++, x += del) 
sum += FUNC(x); 
  s = 0.5 * (s + (b - a) * sum / tnm); 
  return s; 
 } 
} 

Figure 2: C implementation of Extended 
trapezoidal rule  

#define EPS 1.0e-6 
#define JMAX 20 
 
float qsimp(float (*func)(float), float 
a, float b, int n) 
{ 
 int j; 
 float s, st, ost = 0.0, os = 0.0; 
  
 for(j = 1; j <= JMAX; j++) 
 { 
  st = trapzd(func, a, b, j); 
  s = (4.0 * st - ost) / 3.0; 
  if(j > 5) 
   if(fabs(s - os) < EPS * fabs(os) || 
     (s == 0.0 && os == 0.0)) return 
s; 
  os = s; 
  ost = st; 
 } 
 printf("Too many steps in qsimp\n"); 
 return 0.0; 
} 

Figure 3: C implementation of Simpson's rule 



 

The DFE is programmed with one or more kernel 
programs, which implement dataflow graphs, and 
a Manager program which orchestrates data 
movement within the DFE. These programs are 
written in a superset of Java programming 
language, called MaxJ. 
 In the trapzd function, the summation loop has 
data dependence from one iteration to the next, a 
loop-carried dependence. Therefore, the dataflow 
graph implemented in the DFE is cyclic [9]. 
Figure 4 shows the dataflow graph which 
implements the required summation.   

Graph elements represent the pipelined 
hardware units on the DFE. Input data is 
streamed from the CPU, which is represented 
with the Input graph element. The Output 
element represents streaming results from DFE 
to CPU. In order to build a cyclic data path, it is 
necessary to set the stream offset to the negative 
value of the loop pipeline depth, denoted as 
loopLength on Figure 4. The loop pipeline 
consists of an adder and a multiplexer, which 
selects the offset stream value if ready, or zero. 
Counter element cnt is used to keep track of the 
number of ticks that passed since the start of the 
input stream. If the number of ticks passed is 
greater than the loop pipeline depth, the offset 
stream values are ready and the multiplexer will 
start forwarding them instead of zeros. Counter 
element cnt_output counts up to loopLength, 
after which it resets and starts the count from 
zero. This counter is used for controlling the input 
stream, in order to wait for the offset stream 
values to become ready. This is achieved by 
inputting a new value every loopLength ticks. The 
presented dataflow graph outputs four of the 
same values, instead of one. This is done 
because MaxCompiler requires that the output 
stream be a multiple of 16B. The graph on Figure 
4 sums two values every loopLength ticks. This 
means that for N input values the execution time 
would be equal to N*loopLength ticks. The 
loopLength is a small value, but the number of 
inputs can be very large. Therefore, it is 
necessary to optimize the solution for time 
efficiency, by limiting the number of inputs for the 
presented graph. This optimization is presented 
in the next subsection. 

5.1 Optimization for stream summation 

 The optimization consists of implementing a 
second    dataflow    graph   on    the    DFE   and  

 
 
Figure 5: Interconnection of dataflow graphs on 

the DFE 

connecting  its  output  to  the  input  of  the graph 
from Figure 4. The second graph will limit the 
number of input values for the first graph by 
outputting only loopLength partial sums. This 
interconnection of graphs is implemented with a 
custom Manager program [10]. Figure 5 
illustrates the interconnection. 

Figure 6 shows the optimizing dataflow graph 
that computes and outputs the minimum number 
of partial sums, which are loopLength partial 
sums. The graph itself is very similar to the first 
dataflow graph. The main difference is that the 
input stream is not controlled, as there is no 
waiting for offset stream values to become ready. 
Instead on each tick a new input value is 
streamed and a partial sum is computed. The 
value N represents the total number of input 
values in the stream. 

 

 

Figure 6: Dataflow graph 2 which computes 
partial sums 

 The total execution time for the optimized 
solution is N - loopLength + loopLength * 
loopLength ticks, which is better than N * 
loopLength for a large N. 

6. PERFORMANCE 

 The performance of the presented solution has 
been measured on the Maxeler Vectis DFE and 
an Intel i5 CPU. Measurement results are given 
in Table 1, which compares the CPU and DFE 
performance. The integrand function used for the 

measurement was �(�) = 	√�. The first column 
shows the specified precision, or the number of 
decimals on which the integral approximation 
needs to converge, which corresponds to EPS 
from Figure 3. The second column shows the 
number of data points in the input stream, 
required for the specified number of decimals. 



 

The remaining two columns give the CPU and 
DFE execution time in seconds. 

Precision Number 
of inputs 

CPU time 
[s] 

DFE time 
[s] 

6 2�� 0.840001 0.296774 
7 2�� 2.807263 1.573244 
8 2�� 18.348801 12.309496 
9 2�� 327.400933 98.323263 

Table 1: Comparison of CPU and DFE 
performance results 

 As expected, a significant speedup has been 
achieved by migrating the most data-intensive 
part of the computation from CPU to DFE. Note 
that, as the specified number of decimals 
increases, and therefore the number of required 
inputs increases, the difference between CPU 
and DFE execution time becomes more and 
more prominent. 

7.  CONCLUSION 

Simpson's rule is a frequently used method of 
numerical integration. In order to achieve high 
precision integral approximations with this 
method, a big data input load is required. Control 
flow machines on their own are very time 
inefficient under big data input conditions. 
However, with the help of dataflow computing the 
performance of big data applications can be 
drastically improved. The results of this paper 
support this claim. 

The performance of the presented solution can 
still be improved. 

One possible improvement would be to 
implement multiple dataflow graphs which would 
sum the inputs in parallel. 

The current solution streams input data from 
CPU to the DFE for each iteration in the 

algorithm. The input data could instead be loaded 
into the external memory (LMem) on the Maxeler 
card. In that way greater data transfer speeds 
could be achieved. 
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