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Experimental Algorithmics for the Dataflow
Architecture: Guidelines and Issues
Mihelič, Jurij and Čibej, Uroš

complexity analysis of the algorithms may be
fallacious in practice. The main weakness of
the empirical approach is that the experimental results are often not comparable since the
various computer architectures differ substantially and contain too many intricacies. In order
to deal with these challenges, experimental algorithmics utilizes realistic models of computations as well as a careful planning and execution
of the experiments.
There are several reasons for the use of experimental insights according to [10, 14]. For
example, experiments may fill in the gaps between simplifying assumptions necessary to the
theory and the realities of practical experience,
characterize the differences among the worstcase, an average-case, and a typical-case performance, suggest new theorems, guide relevant proof strategies, and extend theoretical
analysis to more realistic inputs and models of
computations.
In this paper we focus on the experiments
within Maxeler’s dataflow environment. There
are many books and papers in the literature focusing in general on experiments [6, 10, 13], but
none of them, to the best of our knowledge, discusses it from the dataflow perspective, which
is the main goal of our paper. However, one
may also find useful papers discussing experiments with the focus on parallel algorithms [1]
or on Big Data [16].
In what follows we first give a brief overview
of the dataflow architecture as implemented by
the Maxeler company. In the rest of the paper we focus on techniques and guidelines on
how to successfully perform experiments. First,
we present a general overview by discussing experimental process, principles, and goals in the
context of a dataflow experimentation. Then
we focus on the algorithm as a test subject,

Abstract: In this paper we examine an
emerging dataflow architecture and algorithms
from the perspective of experimental algorithmics. We first briefly present both areas, and
then we focus on the experimental process as is
applied to the dataflow algorithms. We discuss
the main experimental principles and goals and
their application to the experimentation with
dataflow algorithms. Our discussion is also focused on the algorithm as a test subject and
the corresponding topics such as semantic gaps
between various views on algorithms. Finally,
we present some important issues when implementing dataflow algorithms, namely implementation efficiency and generality.
Index Terms: guidelines, issues, experiments, algorithmics, dataflow, architecture, efficiency, generality

1. Introduction
xperimental algorithmics is a discipline

E that focuses on experiments with algo-

rithms as well as the theory behind them
[10, 13]. It studies algorithms as laboratory
subjects via various experimental techniques
such as control of parameters and isolation of
components.
As such it joins the best from both theoretical and empirical fields, and, also tries to
overcome their main weaknesses. In particular,
the main criticism of the theoretical approach is
that it often employs simplistic models of computation. The predictions based on resulting
Manuscript received Nov, 2016.
This work was partially supported by the Slovenian
Research Agency and the projects ”P2-0095 Parallel and
distributed systems” and ”N2-0053 Graph Optimisation
and Big Data”.
The authors are with the Faculty of Computer and
Information Science, University of Ljubljana, Slovenia
(e-mail: jurij.mihelic@fri.uni-lj.si).
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the data streams and interconnects the implemented kernels.
There are two main parallelization mechanisms available in the dataflow engines. The
first is in the pipeline, which is hidden behind
each dataflow operation, and the second is the
parallelization via pipes, which is like executing several kernels of the same type at once,
each with its own element from the input data
stream. Other acceleration mechanism consists
of using the large memory available for each
dataflow unit or using the fast memory, which
is part of each kernel.

where we discuss also its semantic hierarchy,
and issues of efficiency and generality of the
implementation. Finally, the last section concludes the paper and gives a brief discussion on
other related topics.
1.1

Dataflow Architecture

Here we briefly describe the dataflow architecture as implemented by the Maxeler. As opposed to the control-flow architecture, where
the operations to be executed by the processor
are delegated by the sequence of the instructions, in the data-flow architecture, the operation is executed when its operands are available.
Hence, one of the main dataflow programming
challenges is to organize the data in such a way
that it is readily available and processed by the
data-flow processor.
In general, Maxeler’s dataflow architecture
consists of a set of dataflow engines. Each
engine executes one or more kernels, i.e., selfcontained computing modules with specified input and output. The execution of kernels is
controlled from the control-flow computer, and
a dataflow engines may be viewed at as a coprocessors.
Consequently, the algorithm designer must
carefully think about the separation of work between the control-flow and the dataflow part.
Considering the former, her job is to implement the code (usually in the C programming
language) which controls the whole computation process, e.g., to read the input from the
user, to pre-process the data, to send the data
to the dataflow engine, to execute the dataflow
computation, to transfer the results back to the
memory of the control-flow part, and finally, to
print the results to the user.
Considering the dataflow part, her job is
to implement each kernel (in the MaxJ programming language similar to Java), which can
be viewed at as a construction of the dataflow
graph, where nodes corresponds to operations
and edges connect inputs and outputs of particular operations. Additionally, the implementor must also provide an implementation of
the so-called manager part, which configures
dataflow engine, i.e., specifies the interface to
interact with the control-flow part, connects

2. Conducting Experiments
In this section we first give a few reasons for
performing experiments, then we present an
overall perspective of the experimental process,
next we discuss important experimental principles in a dataflow setting, followed by some
examples of experimental goals for dataflow algorithms.
In what follows we always assume that at
least one of the algorithms examined in the experiments is utilizing the dataflow architecture;
such utilization may be partial, the rest of the
algorithm may be control-flow based.
The purpose and motivation behind experimental evaluation of dataflow algorithms may
be justified with several reasons; to name just
a few:
• as a proof of concept that a problem can
be solved in practice by a dataflow algorithm,
• to improve upon the state of the art algorithm for solving a problem,
• to compare different dataflow programming techniques.
2.1

Experimental Process

When conducting the experiments, the designer of experiments, i.e., the experimenter, customarily follows a process, which is depicted in
Figure 1. It consists of two phases, i.e., planning and execution of an experiment. The first
phase begins with formulation of the goals of
the experiment, and is followed by definition
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of measures and factors of influence, preparation of tests and setting up the experimental
tools. Afterwards, the experiment is executed
and the obtained results are analyzed. Finally,
the results, if beneficial, are reported. See also
[10, 14] for more detailed discussion on this
topic.

Formulate
goals

Plan

Define
measures

Setup
tools

Define
factors

Prepare
tests

tions, and their execution takes exactly the
same number of clock ticks.
Correctness. Indicators obtained from the
experiment must accurately reflect the properties being studied. Performance indicators that
are less influenced by external or noisy factors
should be used.
In the dataflow experimentation running
time, space and power consumption are often
measured. The last one is the hardest to measure accurately.

Execute

Run an
experiment
Analyze
data

Validity. Conclusions drawn from the experimental results are based on the correct interpretations of data.
The dataflow architecture has many specifics that must be taken into account when analyzing data. For example, a root cause for
not achieving desired speedups may be in low
throughput of the fetched input data from the
host or in low parallelism. In the former case,
one may increase throughput by pre-fetching
the data into the large memory, and in the latter one increase the number of pipes.

Report
results

Figure 1: Experimental process
Usually the main experiments (also known
as workhorse experiments) are preceded by a
preliminary study, which is of exploratory nature. It enables the experimenter to plan the
experiment by checking basic assumptions and
learning about the test environment. This process is not strictly linear, and some steps may
be customized, repeated, and/or omitted.
2.2

Generality. Analysis of the results and conclusions should apply broadly. The experiment
should be carefully designed by choosing proper
performance measures as well as producing explanatory test scenarios.
The experimenter should be able to deduce
which dataflow techniques have a positive effect
on the selected measures. Test scenarios should
allow for the control of parameters and isolation
of components by focusing on one artifact at
one time.

Experimental Principles

Several general experimental principles need to
be followed when planning any experiment. In
what follows we enlist these principles and discuss their particularities regarding the dataflow
environment considerations.
Reproducibility. Retaking the same experiment should produce similar results. The performance of control-flow algorithms is often
susceptible to environmental or noise parameters, which cannot be explicitly manipulated.
For example, the load of computer system, the
behavior of operating system. Often the performance depends on the actual data in the input,
e.g., insertion sort or quicksort, which may taint
the results.
In contrast, the performance of dataflow algorithms is more predictable. The system executes one process at a time. Additionally,
dataflow kernels cannot contain branch instruc-

Efficiency. To produce correct results without wasting time and other resources, i.e., maximize information gained per unit of experimental effort.
Dataflow programs are known to have long
compile times. Hence, the use of simulator to
check correctness and obtain preliminary results
– before performing the workhorse experiments
– is a must. Additionally, the test program must
be flexible enough to support testing in various
experimental settings. To achieve this usually
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• To rank different variants of a dataflow
algorithm, e.g., main memory vs.
dataflow large memory, number of pipes
[18].

the best is to support test configuration via a
command line arguments.
Newsworthiness. To produce interesting results and conclusions. The designer of the experiment should look forward to create an experiment which is worth performing in order to
provide new insights into the problem and/or
the algorithm. Notice that, this is important
in academic, i.e., to publish the results, as well
as industrial setting, i.e., to create better products.
2.3

• To show the relevance of an algorithm for
a specific application, e.g., seismic imaging [15], solving dense linear programs
[18], stereo matching [7], credit derivatives [19].
• To evaluate an estimation model for
dataflow resource consumption [15].
• To determine energy efficiency and compare power consumption [15].

Experimental Goals

The first planning step, which is necessary for
good experimental research, is to define experimental goals. The experimenter needs to think
about and define the motivation for the experiments, questions needing answers, statements
needed to be verified, and newsworthiness of
the experiment.
Obviously, the common goal of all papers
presenting an experimentally successful implementation of a dataflow algorithm satisfy the
goal of showing suitability of a particular algorithm for the dataflow architecture. Besides
that, several additional goals are usually pursued within the paper. Here we give several
examples of goals from the literature on experiments with dataflow algorithms.

• To compare performance for a standard
rack unit (1U) compute nodes [19].
• Qualitative comparison [5].
3. Algorithm as a Test Subject
Before the experiments are actually performed,
the experimenter must determine the test subject, which, in our case, is the algorithm (and
accompanying data structures) in its broad interpretation.
In general, there are two options concerning
the preparation of the test subject: it may be
a real application or a dedicated test program
[10]. The former usually exhibits many difficulties comparing to the latter. For example,
it may be hard to obtain accurate results measuring the algorithm since the application may
contain additional code unrelated to the algorithm. On the other hand, the test program
interface is designed to support experiments,
measure performance, and print statistics.
In practice, to perform the experiments,
a test program is most often used and the
dataflow experimentation is no exception. The
test program on the dataflow architecture consists of two parts: the CPU code and the
dataflow code (containing one or more kernels
and their manager). The former implements
the main program and controls the process by
utilizing the dataflow part at least once, and
the latter implements the critical parts of the
algorithm that are expected to be accelerated.

• To compare performance of an algorithm
for a dataflow architecture to the stateof-the-art (sequential) control flow algorithms, e.g., bitonic sort vs. quicksort [9],
fast Fourier transform [11].
• To compare performance of an algorithm
for a dataflow architecture to the algorithm on other parallel architectures,
such as general purpose graphics processing units (GPGPU), e.g., FPGA, GPGPU
[15], multi-core [5, 19].
• To compare performance (and resource
consumption) of both control flow and
dataflow version of the same algorithm,
e.g., simplex algorithm [18], fast Fourier
transform [11].
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3.1

explored in the literature on classical (controlflow) algorithms [4]. Often, the main challenge
is not in designing a new algorithm but in finding an existing control-flow algorithm suitable
to be used as a basis for the dataflow algorithm.
See [8, 17, 12] for more on this topic as well as
[3] for systematic approach on generating new
ideas.

Semantic Hierarchy

Observe that the experiment is actually not performed with the algorithm but with the process
running on a particular platform and created
from the corresponding implementation.
idea
algorithm design

specification
programming

implementation
compiling

executable
execution

process

A
b
s
t
r
a
c
t
i
o
n

3.2

Implementation Efficiency

An important aspect of the correctness principle
in the experimental process is to ensure fairness
of comparison to all engaging algorithms. In
particular, besides obtaining efficient dataflow
implementation, one must also be careful when
implementing a control-flow algorithm or any
other competing algorithm.
As discussed in [6] this aspect is somewhat
controversial: at first the aim for efficiency
seems to be obvious (at least for the algorithm
to be exemplified), but efficiency often requires
a non-negligible effort of a skilled programmer.
When implementing competing algorithms, often other factors influence the implementation
process; e.g., lack of their documentation or
their high complexity. Hence, algorithms examined by the experimental evaluation should
have publicly available implementations. This
increases trust in the results and analysis of the
experiment and also makes any further experimental research easier. In such cases it is advisable to take the original implementation.
On the other hand, one must be careful not
to dig too much into the efficiency issues and
perform too much code tuning, which is best
summarized with the following Johnson’s principle: ”Use Reasonably Efficient Implementations” [6].

Figure 2: Semantic hierarchy of the algorithm
as a test subject.
See Figure 2 for an overview of the semantic hierarchy relating to the algorithm as a test
subject. When solving a computational problem, there are many ways to represent the algorithm for solving the problem and each offering distinct level of abstraction. First, usually
an idea for an algorithm is explored, which is,
if applicable, then transformed through many
levels of abstraction, i.e., from formal specification (e.g., pseudo-code), implementation (e.g.,
source code), and executable (e.g., machine
code), to the last level containing the executing
process.
As the dataflow model of computation is a
very specific one, there are a few peculiarities to
observe. At the top level of semantic hierarchy
one may explore the following ideas [12]:

Code tuning. In the remainder of this section we present and discuss several examples of
the above code optimization issues. To start
with a simple example, concerning the level of
compiler optimization, one should use the same
level in all algorithms tested, e.g., enable the O3 option in C compiler.
Observe also, that even a few simple optimizations can greatly improve a particular implementation. As an illustrative example, see

• appropriate algorithmic modifications
• exploiting pipelining concepts
• appropriate input data choreography
• exploiting FPGA possibility for arbitrary
floating-point precision
Notice that the top two levels basically correspond to algorithm design, which is already well
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Figure 3 showing comparison of running times
for several implementations of the classical simplex algorithm for solving linear programs. The
worst implementation, denoted with cpu-cache,
is accessing the data in a cache unfriendly manner; the second worst, cpu-div is not particularly careful with the use of floating-point division operations, whereas the best implementation (cpu) is optimized by moving the divisions
out of the body loop and pre-calculating the
inverse of the pivot.

subset of problem instances. One of the reasons
behind this is that the construction of dataflow
kernels is often parameterized, with the constructor parameters describing the allowed subset of problem instances. To avoid confusion,
notice the difference between the kernel construction parameter (e.g., specified as an argument of the kernel constructor) and the input
parameter of the kernel (e.g., read by io.input(·)
function).
For the ease of explanation let us consider
the size of an input as the kernel construction
parameter. When such kernel is compiled, it
produces a dataflow graph which is able to be
run only for the instances of the specified size.
A straightforward example of such specificity
would be an implementation of fast Fourier
transform described in [11] or bitonic sort [9].
In order to solve instances of different size, a
new kernel has to be compiled.
An example of a general implementation
can be found in [18]. Here, any input up to a
given size (determined by the available FPGA
resources) can be solved. Notice that, there is
still a kernel construction parameter, but here
it specifies only the upper bound on the input
size.

Figure 3: Comparison of (in-)efficient implementations
Straightforward implementions of textbook
algorithms often produce programs which are
not useful in practice. A significant amount of
engineering needs to be put into a particular
algorithm before its implementation is considered efficient. A classical example of this is the
well-known Quicksort algorithm and its carefully optimized implementation in the standard
C library [2].
3.3

Alignment constraints. Another interesting
aspect of fairness are also alignment constraints, arising when implementing algorithms
for the dataflow architecture, i.e., the size of
input data streams must be divisible by a particular architecture-dependent number. In contrast, such constraints are usually not present
in a control flow architecture, but may be inherently present in some algorithms such as [11].
Now, the designer of experiments is faced with
several dilemmas about the test data such as:

Implementation Generality

Besides efficiency, generality of the implementation is another concern of the correctness
principle. By generality we mean the algorithm
(or to be more concrete, its implementation and
respective compiled code) is able to solve (in
principle) all instances (limited only with the
available memory and possibly other resources)
of the corresponding problem.

• Should it be constrained to fit the
dataflow architecture?
• Should it be transformed with the respect
to the alignment constraints?
• Should it be transformed before the actual experiment or on-the-fly?

Parametrization of kernel construction.
Usually, from this perspective, control-flow implementations are prone to be as general as possible. On the other hand, dataflow implementations are sometimes usable only on a specific

• Should the transformation time be considered as a part of the performance measure?
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test instances and specifics to the dataflow setting. An important observation to be discussed
is also that the running time of dataflow algorithms is often independent on the actual data
in the input instance, i.e., it depends only on
the instance size. And, finally, the experiment
execution, analyzing results and reporting them
is also an issue to be discussed from a dataflow
perspective.

Our answer would be that the implementation should be as general as possible and to
clearly and correctly show the behavior of the
algorithm. When the alignment transformation
is complex and apparently influence the results,
then we firmly believe that it must be done
and also considered when measuring the performance. The decision may depend on the application of the algorithm: if misaligned inputs
are not appearing in practice or are the constraint of the algorithm, than this issue might
be ignored.

Acknowledgements
Authors would like to thank to prof. Veljko
Milutinović and the guys at Maxeler, Serbia.

4. Conclusion
Concerning the experimental process presented
in Figure 1 we mostly discussed the process in
general, its main principles and guidelines as
well as the algorithm as a test subject with a
focus on implementation efficiency and generality. Additionally, we presented the first step
of the process, i.e., formulation of experimental
goals.
There are many issues of experimental algorithmics with a focus on experiments with
algorithms for the dataflow architecture that
we did not dwell into. Concerning planning
of experiments and performances measures we
completely leave out an important discussion
on performance measures and their indicators
which are used in dataflow experimentation, to
name a few: wall-clock running time, energy
efficiency, robustness, and scalability.
Another important part of planning for experimentation is the definition of parameters
and factors influencing the experiment. According to the experimental algorithmics terminology, a parameter is a property affecting performance indicators, it is assigned a value, which
is usually called level. A factor is a parameter
that is explicitly manipulated in the experiment.
There are many kinds of parameters. For
example, algorithmic parameters are concerned
with affecting the behavior of the algorithm.
In the dataflow perspective such parameters
are: size of fast memory to reserve, number
of pipes, precision of integer numbers representation, precision of floating-point numbers
representation, clock frequency, etc.
Another important issue is generation of
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Discrepancy Reduction between
the Topology of Dataflow Graph and
the Topology of FPGA Structure
Veljović, Dragan


Abstract: One of the main limiting factors in
dataflow supercomputing is the discrepancy
between the topology of a typical dataflow graph
(produced by the compiler) and the typical
topology of FPGA structure (produced by the
manufacturer) onto which the execution graph has
to be mapped. One possible school of thought is to
study cases where infinitesimal changes in
hardware domain may generate much more than
infinitesimal impact in the benefit domain (speed /
complexity / power / risks). This research analyses
the effects of one such infinitesimal add-on in the
hardware domain (moving from two input adders
to three input adders). Different compilation
techniques, debugging and optimizing tools and
methods, offered by “Maxeler Technologies Ltd”,
are presented and elaborated.

Dataflow solutions are based on products of
“Maxeler Technologies Ltd.”, which is a leader in
the domain of dataflow supercomputing.
The most efficient procedure, based on
author’s experience, that will take programmers
to completely functional and maximally optimized
solution, is described in the following chapters.

2. MAXELER DATAFLOW PARADIGM
2.1 DataFlow graph
A Dataflow graph, described in this chapter, is
a direct graph modeled in MaxJ programming
language. MaxJ is an extension of Java
programming language. Besides Java constructs
it has constructs that describe hardware
elements and support stream manipulation.
Compiling MaxJ code is similar to classic Java
compilation, the results are .class files, which are
further executed in order to generate dataflow
graph.
“Original graph” is the term used for dataflow
graph after initial instantiation before any
optimization process took place. After original
graph is produced, compiler conducts multiple
optimization graph passes in order to increase
speed and reduce the time necessary to map
graph on hardware. At the end, when no more
optimization passes are possible, the graph is
called “final graph”. The programmer should keep
in mind that mentioned optimization passes are
not completely automated. There are graph
passes that compiler executes always; however,
there are graph passes that compiler executes on
demand. The programmer needs to see the need
for certain optimizations. One of on-demand
optimization techniques is Tri-Add graph pass
that replaces a network of two-input adders with
an appropriate network of tri-input adders.
The final graph is passed to hardware
synthesis tools that map the topology of dataflow
graph to available dataflow structure.

Index Terms: DataFlow, supercomputing, FPGA

1. INTRODUCTION

O

NE of the main limiting factors in dataflow
supercomputing is the discrepancy between
the typical topology of a dataflow graph
(generated by the compiler) and typical topology
of the FPGA structure (generated by the card
manufacturer).
One of the possible doctrines is to study cases
where the infinitesimal change in hardware
domain can generate immense impact in benefit
domain (speed/ complexity/ power/ risks).
This research analyses the effects of one such
small add-on in hardware domain (substitution of
two-input adders with the three-input adders).
Benefit domain, mentioned above, is defined
as 4-tuple of speed, complexity, power, risks,
where risk recursively create new 4-tuple benefit domain. Primary goals of the research are
speed and complexity, increasing the first and
reducing the second parameter. On the other
hand, dataflow technology implicitly achieves a
reduction in terms of power consumption,
compared to controlflow equivalents. Risk, will
remain as a possible topic for future research.

2.2 Maxeler way to accelerated application
Over the years, Maxeler has developed a
method how to proceed from an algorithm to its
fully accelerated implementation, utilizing the
Maxeler’s static dataflow approach. This section

Manuscript received November 30, 2016. This work was
supported by Maxeler Technologies Ltd.
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explains the method step by step. Steps from 1 to
5, given below, are rarely done during only one
single pass. Typically, at each step, if a problem
occurs, the developer has to go back to the
previous step, fix the problem and then continue.
The sequence of such iterations could be
repeated as many times as necessary. The five
steps of the Maxeler method are:

1. Define constraints;
2. Select the range of random processes for
design to be compiled with;
3. Try random processes one by one until
mapping constraints are satisfied;
4. If all processes failed, change constraints, or
design, or both.
3.1 Simulated Annealing
Simulated annealing is a general metaheuristic
in probabilistic theory for global optimization
problem of locating good approximation of global
optimum for given function in large search space.
The name and inspiration come from annealing in
metallurgy, a technique involving heating and
controlled cooling of a material with the aim to
increase the size of its crystals and reduce their
defects. This notion of slow cooling is
implemented in the Simulated Annealing
algorithm as a slow decrease in the probability of
accepting worse solutions as it explores the
solution space.

1. The first step is to write a C implementation,
the so-called C model. C model could be used
as a reference point against which the
accelerated version could be compared. This
step does not include Maxeler tools, but widely
spread and commonly known tools for C
language. The result of this step (1) is a
baseline C application that reflects the
intended DFE organization. Please note that
the baseline C model does not have to be
optimized for performance.
2. The next step is to locate the segments of the
code that could be accelerated with DFEs. By
the nature of dataflow, loops are the code
structures targeted first. After we locate the
segments of code with a potential for
acceleration, we have to transform these
segments of code from C to MaxJ. The result
of this step (2) is a DFE design in MaxJ with a
potential for acceleration, which yet has to be
proved.
3. Generating
a
working
hardware
implementation is time-consuming, so initial
functional testing is done using simulation.
Simulation mock real hardware functionalities,
but the execution is much slower. On the other
hand, the programmer has a chance to see
signal and block states which are not
accessible when a design is on the chip. The
result of this step (3) is a design working at
simulation time.
4. After the programmer is satisfied with the
simulation results, the next step is to proceed
to hardware build. The result of this step (4) is
a working hardware design.
5. Having a working design is never the final
goal, which should be the maximal
acceleration. Issues related to maximizing
performance are in synergy with issues in
increasing utilization of hardware resources.
The result of this step (5) is a fully optimized
DFE design that meets the performance goals.

3.2 Cost Tables
Cost tables, based on simulated annealing, are
numbered and placed in the collection. The
programmer uses the collection to choose which
of these cost tables he will apply to the mapping
process. For a given design same cost table will
give the same result, but different cost tables will
give different results. If one cost table failed to
meet the timing, another should be chosen. At
this point, a naive approach is used: try cost
tables, one by one, until one of them meet timing.
Although, if eight cost tables fail, the programmer
should consider changing the design. Another
solution, that excludes changes in the design, is
to change desired frequency, with lower
frequencies it is easier to meet the timing. (Of
course, if that does not affect the functionality of
the design.)
3.3 Constraints
There are two types of constraints: implicit defined by the nature of design, and explicit defined by the programmer, either through
desired frequency or options for the design build.
At this point, we shall assume that the
programmer has done everything in his power to
generate the best possible design and we shall
avoid discussion regarding optimization matter, It
was elaborated previously.
By implementing a larger design (high
resources requirements), programmer increases
the probability of having different data paths on
different frequencies. Problems that should be in
the main focus are: maximal frequency and clock
skew. Maximal frequency is determined by flipflop signal propagation time in the design.
Propagation time is the sum of all hold times
required for the successful signal transition from
the input of one flip-flop to the output of another
flip-flop, at the end of the combination logic,

3. PLACE AND ROUTE
After the design is compiled and dataflow
graph generated, we approach to FPGA mapping
process. Mapping process is non-deterministic,
random. In Maxeler terminology random mapping
process with specified seed is called cost table
and is based on simulated annealing. Maxeler
mapping process:
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including setup time (time necessary to setup
signal). Also, bear in mind that delays cause that
the signal comes to different elements of logic at
the different time. Asynchronous logic is another
part of the problem, it may cause a metastable
state in design that can seriously decrease
design performance, even to bring it to
malfunction. Metastable states appear when time
requirements of flip-flops are not fulfilled, thus
making the whole design non-deterministic.
Unfortunately, although the process of choosing
the right (and maximal) frequency and design
optimization is hard, there are more problems. It
is necessary to fit the design onto the limited
resources of the chip.
MaxCompiler offers some embedded build
configuration optimization methods to help
programmers in optimizing their designs.

different physical appearance on FPGA.
Hardware result depends on the rest of MaxJ
environment and selected FPGA (manufacturer’s
tools). This phenomenon gets more intense as
the chip gets more full. Mentioned difference
effects the system behavior, especially when it
comes to the matter of speed and working
frequency. On a higher level of abstraction, the
same effect can disturb the programming
paradigm. The whole idea of dataflow
programming is defined by bringing the execution
closer to data. High chip density can force
mapping tools to place computation further away
from the data (in a matter of chip position).

5. TRI-ADD GRAPH PASS
As a concrete example for the discrepancy
between the topology of a typical dataflow graph
and the typical graph of FPGA structure, a twoinput and tri-input adder optimization is presented
here.

4. TOPOLOGY INCONSISTENCY
As demonstrated so far, the topology of the
original dataflow graph, designed by the
programmer, and the topology of execution graph
mapped on chip (constrained with limited
hardware resources), can be completely different.
Design development process starts with
negligence of hardware limitations, with the
presumption that the programmer has unlimited
hardware resources at his disposal. The goal of
this approach is to make the entire process
easier and to let programmer to be focused on
algorithmic analysis and finding the best solution.
In the later stages of the development process,
physical resources are taken into a count.
Hardware resources create boundaries for the
design and the programmer. As the development
process comes to an end, the programmer must
govern his actions by hardware limitations. At the
end, there are three possible situations:

2.2. Initial Compiling
An adder is the far most common element of
almost any design and that is why it is chosen for
this demonstration purpose. After building the
design, the programmer starts Place and Route
process for a desired Maxeler card. We are going
to follow the statement of interest:
= + +
The first state is compilation: besides Java,
there are Maxeler elements that abstract
hardware. While parsing instructions, the
compiler creates appropriate nodes in the design
graph. Given instruction has three input streams
which are added together to form an output
stream. As there are no elements to suggest
priority, ordering of operations, the compiler
generates two-input adder for first two operands.
The output is combined with the third operand
using another two-input adder, to eventually form
the output stream (see Figure 1).

1. The design is completely functional and it can
be mapped onto limited hardware resources;
2. The design is completely functional, but it
cannot be mapped on limited hardware
resources.
3. The design failed to prove its functionality.
The third case is the worst, and it will force the
programmer to return to the beginning of the
development process. The second solution
requires additional effort to place the design onto
a chip, using described techniques. Alternative is
to split design over multiple DFEs, but this
technique
and
associated
problems
(communication and synchronization between
DFEs) are off topic.
4.1 Consequences
In Maxeler dataflow paradigm interaction
between the FPGA and the programmer is done
through MaxJ. MaxJ offers a comfortable
environment, and an easier development,
compared to classic VHDL. However, the same
sequence of MaxJ instructions can result in a

Figure 1. Original graph of two-input adders network.
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which problem passes through different levels of
optimizations. For each problem, a team of
scientists and engineers comes up with a unique
hardware-software solution, specifically defined
architecture, in order to provide the best possible
performance.
The development process is elaborated,
along with tools that are at programmers’
disposal, during a development process. Besides
the tools and the process itself, previous sections
demonstrate
optimization
techniques.
Optimization techniques are organized into two
groups: ones that are used on Kernel basis, and
the others that are available on Manager basis.
Methods from both groups are described in
details with the way of their usage. Optimization
methods related to DFE mapping with limited
hardware resources are elaborated separately.
This reflects the desire of Maxeler team to
emphasize most delicate part of the development
process – hardware synthesis. Maximizing the
control over these tools and abilities of tools to be
modified according to design, Maxeler can offer
high-performance solutions.
Benefits are expected from every technology.
In the introduction, benefits are earlier defined as
4-tuple of speed, complexity, power, risks. Focus
was on speed and complexity. Presented
techniques have their goal in minimizing
complexity and maximizing speed. As an
example, a transformation of a network of twoinput adders to a network of tri-input adders is
demonstrated.
Although not directly, power consumption is
treated implicitly with Maxeler technology itself.
Namely, Maxeler cards bring great savings in
power consumption, because of working
frequencies of design. Maxeler solutions work at
~200Mhz, and control flow equivalents are
working at ~4GHz.
Risks and their consequences, for which we
can discuss domains of benefits again, remain for
further researches.

4.2. Optimization
One of the optimization graph passes is the
one that transforms network of two-input adders
to network of tri-input adders. Tri-Add graph pass
is more of a technique than a pass, as it contains
several passes. It is important to point out that
Tri-Add graph pass cannot be used with the
streams of floating point numbers. By default, TriAdd graph pass is not enabled. In order to
change this behavior, in Manager code do the
following:

.

.
.

( )
(

);

The entire process consists of two main steps:
1. Find connected components in graph;
2. Change two-input adders with tri-input
adders, trying to maximize the number of
replacements.
Connected components of the graph are
defined as sub-graphs of two-input adders, where
an appearance of any other element marks the
end of one sub-graph. When all connected
components are located, the algorithm tries to
replace every two-input adders with one tri-input
adder, and remaining signals are connected to
the next two-input or tri-input adder.

Figure 2. Final graph after Tri-Add graph pass.
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Solving the Poisson Equation
Using Dataflow Technology
Stojanović, Marko



implementation of the FFT method in dataflow
paradigm. Because of it, section 3 brings focus
on the target solution. We’ll implement the
solution in MaxJ programming language, which is
used for programming in space, to easily describe
the hardware configuration needed for specific
computations. Section 4 presents measurement
results and solution performances. Last, but not
the least, conclusion with ideas for improvement
is going to be given as a final word in section 5.

Abstract: The Poisson equation is a partial
differential equation applicable in many modern
spheres of life. We propose an efficient method for
solving the Poisson equation by using Maxeler
Multiscale Dataflow Technology. There are many
different techniques for solving the equation in
control-flow environment. They include basic
iterative techniques, improved approaches like
Multigrid methods, Fourier techniques and other.
No matter how efficient those methods are, their
main drawback is time needed for computation
over big data sets and inefficient intensive
problem solving. Thanks to dataflow paradigm
efficiency for big data computations, we can use it
as a great base for eliminating mentioned
drawbacks. To demonstrate real power of this
approach, one must use it for solving periodic
problems defined in three-dimensional space. The
solution is tested with variable number of input
sets and significant acceleration was achieved.

2. FOURIER METHOD
To obtain the following form of the equation we
use mathematics. First, we apply the discrete
form of the second derivative to equation (1) and
then the Fourier transformation. This way we can
get a more convenient form of the equation (1):

ϕn^,m , l=

Index Terms: acceleration, astrophysics, best
performance, big data, biology, boundary
conditions, control-flow, cpu, cube, dataflow, dfe,
efficient, electrostatics, FFT, Fourier, fmem,
intensive processing, kernel, Laplace equation,
manager, Maxeler, MaxJ, partial differential,
periodic, Poisson equation, problem, solving,
space, stream, Supercomputing, team behavior,
three-dimensional, twiddle, 3D

h2
⋅f m^ ,n , l
W +W +W +W m +W −l+W l
(2)
−n

n

−m

where

W =e

2 πi
N

(3)

To solve the equation we have to calculate:
1. FT of the distribution function f.
2. FT of the potential (Solve the equation).
3. The potential using the inverse FT.
Let’s move onto the implementation of the
algorithm in Python programming language.

1. INTRODUCTION

T

he Poisson equation has a large number of
practical applications. For example, it’s being
used in pure scientific applications, team
behaviour analysis and modeling and analysis of
tsunami waves. The general form of the Poisson
equation is:

import numpy as np
def fftPoissonSolve(inputSpace, N):
outputSpace = np.fft.fftn(inputSpace)
h = 1.0 / N
w = np.exp(2 * np.pi * 1j / N)
wi = 1.0
wj = 1.0
wk = 1.0
processLater = []
for i in range(0,N):
for j in range(0,N):
for k in range(0,N):
denom = wi + 1.0/wi + wj +
1.0/wj + wk + 1.0/wk - 6
if not denom == 0:
outputSpace[i][j][k] =
outputSpace[i][j][k] *
h * h / denom
else:
processLater.append
([i,j,k])
wk = wk * w
wj = wj * w
wi = wi * w
interpolate(processLater, outputSpace, N)

2
2
2
( ∂ 2 + ∂ 2 + ∂ 2 )⋅ϕ(x , y , z )=f ( x , y , z)
∂x ∂ y ∂ z
(1)

In practice there are many methods for solving
the
equation.
The FFT
(Fast
Fourier
transformation) method has the greatest meaning
for us since our target solution is based on it.
We’re going to get to know this method in the
section that follows. Our main task is
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outputSpace = np.fft.ifftn(outputSpace)

2.1 Conditions of Applicability
Because of the underlying dataflow paradigm,
this solution performs the best when processing a
large amount of input sets which is not possible
with control-flow programs because of the
calculation duration.
The main limitation of the solution is a
necessity for equal size of input space
dimensions, which is always of NxNxN size.
That's because of the FFT method (and not the
FFT itself) which is applicable to cubic form of a
space only. Therefore, solving the problems
naturally defined in 2D space brings a lot of
unused, empty space, unnecessarily allocated
which can even lower the performance because
they all take time to be processed.

return outputSpace

Important thing for discussion are boundary
values. We can see that the denominator of the
equation (2) can take value equal to zero in some
cases. That would produce division by zero error.
How to obtain those values depends on specific
application. Here, we do it by calling the
interpolate function, which is undefined.
FFT method is one of the methods that give
best performances. Its big advantage is
computational
speed,
but
there
are
disadvantages like necessity for a uniform grid,
support only for specific types of boundary
conditions and the limit of the number of grid
points for each dimension, since it must be a
power of two. The last disadvantage is something
that allows the dataflow solution to show its
potential.

Also, as we mentioned before, the FFT method
can only be used for solving the problems with
periodic boundary conditions. However, for other
boundary condition types we could use some
other Fourier technique.
So, one can apply this solution to large periodic
problems that are naturally defined in 3D space.

As an example of computation the author used
an empty 3D space with density point in the
middle, and obtained the graph shown in figure 1,
by plotting the result (middle plane of 3D result).

2.2 Kernel
We are bringing the step 2 of the algorithm to
focus as the most important step for this solution.
Therefore, we don’t pay much attention to Fourier
transformations and we use already existing
application to compute them. That application is
FFTApp
and
it
can
be
found
at
appgallery.maxeler.com. Inverse transformation
is implemented like FFTApp, only by using
inverse functions.
Time complexity of the fast Fourier transform
algorithms on standard microprocessor systems,
with the John von Neumann architecture, is
O(N*logN). The accelerated algorithm works in
time complexity O(logN). [6]

Figure 1: The potential of point charge located in the
middle of an empty 3D space.

3. OVERVIEW OF THE TARGET SOLUTION
In the following section a detailed analysis of
the target solution is going to be presented.
On the one hand, the reader should know that,
when using Maxeler DFE to accelerate an
application, some time is needed to transfer the
data to and from the DFE. On the other hand,
Maxeler DFE systems have the advantage that
they could generate results of the computation on
each clock cycle, after the period of initial latency,
by making
a hardware pipeline. This
characteristic allows suitable applications to
achieve high speedups when accelerated using a
Maxeler DFE system.[6]

Kernel code is very short, as in this case it only
tells us what we are doing, solving the Poisson
equation. The main task is delegated to
PoissonSolver
node.
Kernel
performs
computation as data flows between the CPU,
DFE (Dataflow engine) and its associated
memories. [9]
public class PoissonKernel extends Kernel {
static final DFEType type = dfeFloat(8,
24);
public PoissonKernel(KernelParameters kp,
PoissonParams params, int N) {
super(kp);

In subsection 2.1 the conditions for using the
solution are described. In subsection 2.2 details
of the application Kernel are exposed and
described and finally in subsection 2.3 the
Maxeler application Manager is presented.

DFEComplexType complexType = new
DFEComplexType(type);
DFEVectorType<DFEComplex> vectorType =
new DFEVectorType<DFEComplex>
(complexType, 4);
DFEVector<DFEComplex> in =
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io.input("poissonIn", vectorType);

code listing below is executed in Java run-time
and not during the flow of the data through the
hardware nodes. This way we are able to achieve
the generic instantiation of the necessary number
of nodes with a same structure.

PoissonSolver poisson = new
PoissonSolver(this, in, N);
io.output("poissonOut", vectorType) <==
poisson.getOutput();
}
}

DFEVector<DFEComplex> Wk =
vectorType.newInstance(this);
for(int b=0;b<4;b++){
DFEVar address = 2*(k.cast(romAddressType)+b);
DFEVar realK = twiddles.read(address);
DFEVar imagK = twiddles.read(address+1);
Wk[b].setReal(realK);
Wk[b].setImaginary(imagK);
}

We define a complexType, which is an input
stream elementary type. Further, we define a
vectorType which represents a structure formed
of four complexType elements. We are accessing
four elements in each tick and processing them.
That's why we need the vectorType type.
We use io.input function to accept an input
stream called "poissonIn". We delegate that input
to a PoissonSolver node, we read its output and
connect it to the output stream called
"poissonOut".
Let’s describe the main idea of our dataflow
PoissonSolver node. Twiddle factors used in
calculation are already known at compilation time,
because the only parameter they depend on is
the dimension of the input array. So, we can
calculate them in CPU code and use FMem
memory to fill it with those values. The plan is to
read the memory from address corresponding to
the position of currently processed elements.

With the medium dimension a situation is a bit
different.
DFEVar realJ = twiddles.read(2*j.cast(romAddressType));
DFEVar imagJ =
twiddles.read(2*j.cast(romAddressType)+1);
DFEComplex Wj = dataType.newInstance(this);
Wj.setReal(realJ);
Wj.setImaginary(imagJ);

And so is for the slowest dimension.
DFEVar realI = twiddles.read(2*i.cast(romAddressType));
DFEVar imagI =
twiddles.read(2*i.cast(romAddressType)+1);
DFEComplex Wi = dataType.newInstance(this);
Wi.setReal(realI);
Wi.setImaginary(imagI);

First, we need to initialize the memory with
content that represents the twiddle factors.
Memory<DFEVar> twiddles = mem.alloc(type, 2*N);
twiddles.mapToCPU("twiddles");

The final task to be done is the result
calculation for current four input elements by
using the equation (2).
As before, we use the “for” loop to create
multiple same processing nodes for each of the
four elements, so we don't have to repeat the
code.

In every moment we have to be aware of the
current element position, and of the addresses
from which we should read the factors. For that
purpose we use a counter chain. We connect
three counters in a chain, because our input has
three dimensions. Counters behavior is
equivalent to three nested loops behavior. The
lowest counter increment is set to four because
we accept four elements from input stream in one
tick.

We use denom variable to try calculating
denominator value according to the equation (2).
It is possible as long as that value is not zero. If it
is zero we can't use it in division for obvious
reasons. In that case we want the current
element to be zero.

CounterChain chain = control.count.makeCounterChain();
DFEVar i = chain.addCounter(N, 1);
DFEVar j = chain.addCounter(N, 1);
DFEVar k = chain.addCounter(N, 4);

DFEVector<DFEComplex> denom =
vectorType.newInstance(this);
DFEVector<DFEComplex> bufferOutput =
vectorType.newInstance(this);
for(int b=0; b<4; b++){
denom[b] <==
Wk[b] + 1/Wk[b] + Wj + 1/Wj + Wi + 1/Wi - six;
bufferOutput[b] <==
denom[b].getReal() === zeroV
& denom[b].getImaginary() === zeroV
? 0 : in[b]*dh/denom[b];
}

Every element has its three corresponding
twiddle factors, one for each dimension. Change
of 1 for i and j brings in four new elements, so
they share i and j values (they share the twiddle
factors for the medium and the slowest
dimension). The coordinate k should be precisely
calculated for each of those points (every element
has different twiddle factor for the fastest
dimension).
Now comes the reading of twiddle factors
corresponding to the fastest dimension, for all
four elements of the input. The “for” loop in the

m_output = bufferOutput;

We use a ternary operator (?:) to form a
multiplexers whose outputs are connected to
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KernelBlock kb2 = manager.addKernel(kernel2);
KernelBlock kb3 = manager.addKernel(kernel3);

bufferOutput elements. Multiplexer chooses the
correct value according to denom value. If it is
zero it passes the 0 value. Otherwise, the division
2
is done. Variable dh represents the h from the
equation (2).

Kernels have to be connected in series, so that
original input flows first through Fft, then through
Poisson, and finally through IFft node.

Finally, we enable the output reading by:

kb1.getInput("fftIn") <==
manager.addStreamFromCPU("poissonIn");
kb2.getInput("poissonIn") <== kb1.getOutput("fftOut");
kb3.getInput("fftIn") <== kb2.getOutput("poissonOut");
manager.addStreamToCPU("poissonOut") <==
kb3.getOutput("fftOut");

public DFEVector<DFEComplex> getOutput() {
return m_output;
}

2.3 Manager
Manager is one of the mandatory files which
need to be written for Maxeler app to be made.
We define the PoissonManager class with
default constructor which adds constant N to
Maxfiles.h file. This constant is now accessible
from the CPU code and it can get the available
dimension size.

At the very end of the main method, build
function of the manager should be called to start
the process of creating the configuration file.
manager.build();

4. MEASUREMENTS, RESULTS AND
PERFORMANCES

public class PoissonManager extends CustomManager {
private static final int N = 32;
public PoissonManager(PoissonParams params) {
super(params);
this.addMaxFileConstant("N", N);
}

The author is satisfied with the achieved
results. Dataflow solution brings significant
acceleration.
The problem which followed the solution from
the start was inability to load it on hardware
because of the design size. With many changes
and optimizations, the design is finally fitted to
hardware. The size of that design is adapted for
inputs of 32 elements by dimension of threedimensional space. This size is also the smallest
size permitted by Fourier transformation app and
the biggest that can fit hardware.
The processing of one input set with 32
elements by dimension is inconvenient for
performance of this dataflow app, because
equivalent CPU processing is not timeconsuming. So, that way we can’t overreach the
latency caused by data transfer to DFE. Because
of that limitation, we started a search for a better
way to measure the performances. After a period
of thinking, we came up with a crucial idea. Why
wouldn't we instead of processing one input set,
process a hundreds or thousands of them. This
approach has led us to the expected results.

Further, we define the main method which is an
entry point for the java application which creates
the maxfile configuration file. That file is used to
configure the logic, links and the other FPGA
elements.
// Params
FftAppEngineParameters params1 = new
FftAppEngineParameters(args);
PoissonParams params2 = new PoissonParams(args);
IFftAppEngineParameters params3 = new
IFftAppEngineParameters(args);
// Manager
PoissonManager manager = new
PoissonManager(params2);
// Kernels
FftAppKernel kernel1 = new
FftAppKernel(manager.makeKernelParameters
("FftAppKernel"), params1, N, N, N);
PoissonKernel kernel2 = new
PoissonKernel(manager.makeKernelParameters
("PoissonKernel"), params2, N);
IFftAppKernel kernel3 = new
IFftAppKernel(manager.makeKernelParameters
("IFftAppKernel"), params3, N, N, N);

The table (1) compares the performances of
the dataflow and the equivalent control-flow
solution written in C. The C application uses the
Fourier transformations which are implemented
recursively, and yet it is faster than the equivalent
application written in Python.

This method instantiates the kernel parameters
and the kernels. The kernels needed for our
applications are Fft, Poisson and IFft kernel. They
compute
Fourier
transformation,
Poisson
equation
solving
and
inverse
Fourier
transformation, respectively.

Table 1: Comparing the performances of control-flow
and dataflow solution for 323 elements by input set.
Number of inputs
1
5
10
50
100
500

Further, as shown in listing below, we create
KernelBlock for each kernel. It represents a
wrapper around kernel that allows us to
manipulate with its input and output.
KernelBlock kb1 = manager.addKernel(kernel1);
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CPU time [s]
0.038595
0.151291
0.299945
1.508225
3.004656
15.008153

DFE time [s]
0.136225
0.143104
0.141735
0.164220
0.164843
0.280231

1000
2500
5000
7500
10000
25000
50000
60000
65000

30.006354
75.015885
150.03177
225.047655
300.06354
750.15885
1500.3177
1800.38124
1950.41301

the app in two directions. The first one is GUI
designing and the other is merging the FFT and
Poisson equation solving.

0.588870
0.923258
1.274838
1.808082
2.379424
13.296028
27.463415
32.760513
48.197259

The third, the least radical approach,
recommends a search for applications which
need solving of the Poisson equation. Chosen
app should be designed to use this one for that
purpose.
The code is available on GitHub at
https://github.com/markostojanovic087/Poisson.

The average acceleration achieved by dataflow
solution is 52.77. The limiting factor with this kind
of measurements (with more and more input
sets) is RAM memory available for allocation.
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By extrapolating the measurement results we
concluded the following. Processing TB of data
on CPU would last about 80h, and on DFE the
same job would take less than 2h! Even more
extreme difference can be seen with processing
PB of data. On the specific CPU which we used
for measurements, the job would take up to 10
years, but on DFE it would be done in less than
80 days!
5. CONCLUSION
We started this journey from choosing the
proper algorithm, and then we implemented it in
control-flow world and transformed it to design a
faster dataflow application which solves the
Poisson equation in three-dimensional space.
The goals and expectations set before the
research were satisfied.
In order to improve or upgrade this application,
the
author
recommends
the
following
approaches.
The first approach is the most radical one. It
suggests dataflow implementation of some other
method or technique for solving the Poisson
equation. This will allow the arbitrary form of input
to be processed.
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Engineering, University of Belgrade. He has finished four year
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The second approach recommends improving
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integrated in large systems that demand each
their part to be executed as fast as
possible. This is crucial in real-time applications
where execution delay is not acceptable. In these
applications, Neural Networks use a great
amount of unstructured data during the training
process.

Abstract:
This
paper
presents
one
implementation of Neural Networks using the
DataFlow paradigm. One of the main problems in
real-engineering applications is time complexity,
Neural Networks, . in applications using BigData
training sets have, as a consequence essentially
slow execution. Most of Neural Network
simulations perform on conventional ControlFlow
microprocessors, which do not completely utilize
parallel processing. In this paper, we will introduce
DataFlow paradigm, which is an alternative
paradigm for parallel processing. It relies on
Feynman paradigm and is based on FPGA
technology. We will present one implementation
of Perceptron algorithm. Proposed implementation
executes 6 times faster relative to a single core
CPU.
Index Terms: DataFlow, Neural
Perceptron algorithm, BigData, FPGA

2. DATAFLOW PARADIGM
In the traditional ControlFlow paradigm, source
code is transformed into a list of instructions and
then loaded into memory, as shown in Fig. 1.

Networks,

1. INTRODUCTION

T

HIS paper deals with a DataFlow
implementation
of
the
Single
Layer
Perceptron algorithm. The iterative nature of the
algorithm is suitable for implementing DataFlow
accelerators. The DataFlow paradigm presents
an alternative paradigm for parallel processing.
We will compare ControlFlow and DataFlow
implementations together with paradigms in
aspects such as speed, power dissipation, and
physical size. The results show that the DataFlow
implementation gives a better performance in all
the aspects.
According to the Moore’s law, the conventional
ControlFlow paradigm increases processing
power by increasing clock rate. With increasing
clock rate, power dissipation is also increases.
This is one of the biggest weaknesses of the
ControlFlow paradigm.

Fig. 1. ControlFlow paradigm

The processor executes instructions and
periodically reads and writes data from and into
the memory. Fetching data from memory or
writing data into memory is a slow operation by
itself. In order to reduce memory access time,
memory hierarchy contains several levels of
caching, where the closest level to the processor
has the shortest access time. Although cache
strategy reduces memory access time, there are
situations when requested data is not loaded into
cache. Thus, such data has to be fetched from
the lower levels within memory hierarchy, which is
an expensive operation and induces processor
idling. In addition, in a multiprogramming
environment, the processor often changes the
execution context, which demands certain time to
set up.
In the DataFlow paradigm, data streams from
memory into the DataFlow engine where it is

Neural Networks are commonly used in
applications that perform some kind of predictions
like image recognition, speech recognition, data
mining, etc. These applications are often
Manuscript received: September 8, 2016.
Kotlar Milos, School of Electrical Engineering, University of
Belgrade, Serbia (e-mail: kotlarmilos@gmail.com).
Veljko Milutinovic, State University of Novi Pazar and Maxeler
Technologies of London. (e-mail: vm@etf.rs).
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forwarded from one arithmetic unit to another.
DataFlow engine (DFE) contains a great number
of basic arithmetic units, which are reconfigurable
in appropriate order. Each arithmetic unit can
compute only one simple arithmetic operation that
enables one to combine many cores in one
DataFlow engine, as shown in Fig. 2. The typical
execution process is that the DataFlow core units
are configured at the time of “compilation” so the
data actually flows through the pipeline of
arithmetic units, all the way to the output.

migrated loops.
According to the research [2], DataFlow
compared to ControlFlow has three important
advantages: speed, power dissipation, and size.
Maxeler’s custom solutions achieve a speed up
from 20 to 200 times over the ControlFlow’s
state-of-the-art technology, as well as the power
dissipation reduction of up to 80% and space
saving of over 95% regarded to normal
datacenter space.
In order to achieve all of the benefits stated
above, the three following conditions have to be
met:
BigData – Due to technique of data processing
in the DataFlow architecture, ExaScale speeds
can be achieved only in BigData applications.
Amdahl’s law – Related to Amdahl’s law [3],
any application can be divided into its serial and
parallel parts. As parallel parts consist of loops,
and due to the fact that the DataFlow paradigm
migrates loops from software to hardware, it is
crucial that the parallel parts take 95% of the
application’s processing time. Remarkable
acceleration can be achieved if the serial part
continues to run on the ControlFlow paradigm
(and takes less than 5% of the processing time),
and the parallel part is migrated to the DataFlow
accelerator.

Fig. 2. DataFlow paradigm

ControlFlow presents “computing in time”
because operations are computed at different
moments in time in the same functional units. On
the opposite, DataFlow presents “computing in
space” because computations are performed
simultaneously in arithmetic units placed
dimensionally on an FPGA chip [8].

Level of data reusability – Acceleration
depends on the level of data reusability inside the
migrated loops. Streaming data into a DataFlow
accelerator is relatively time consuming
operation, and it is not beneficial to stream data if
the level of reusability is not at a sufficient level.
Only a high level of data reusability can
outperform negative influence of the slow
interconnecting bus.
In applications where computation time is
critical, the numbers representation technique is
very important. Providing that the results are
obtained
with
acceptable
accuracy,
the
performance can be drastically increased by
reducing number precision and subsequently
reducing allocated hardware resources. In the
ControlFlow paradigm, CPUs perform floatingpoint operations with 32-bit or 64-bit precision,
because variable bit-width calculations are not
supported. On the opposite, the FPGA enables
custom number representation (variable number
of bits) and reducing bit-width can greatly
increase performance in floating-point operations
[4].

3. DATAFLOW ADVANTAGES
The DataFlow paradigm is showing advantages
in BigData applications with limited space and
power resources and in applications where size
and power dissipation are just as important as the
speed. In the ControlFlow paradigm, which is
based on the von Neumann architecture, the
compilation goes to the machine code level. In
the DataFlow paradigm, which is relied on Field
Programmable Gate Array (FPGA) technology,
the compilation goes much below the machine
code level, to the level of wires, gates, and
transistors [1]. This approach yields significant
acceleration and better performance, but requires
different programming paradigm, which is not
trivial. Namely, achieved acceleration requires
appropriate architecture design for a specific
problem.

The best supercomputers in the world are
ranked using the Top500 list [5]. A DataFlow
supercomputer consumes less power, less
space, and the same algorithm takes less
computation time compared to systems driven by
a fast clock, but they are not listed on Top500 list.

The DataFlow paradigm migrates the execution
of loops from software to hardware. In the bestcase scenario, loop execution time can be
reduced almost to zero. How close to zero, it
depends on the level of data reusability inside the
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Most Top500 machines reach high efficiency if
they run the Linpack benchmark. Despite such
high rankings, the same machines reach
significantly worse performance if they run real
engineering applications. Standard benchmarks
do not involve BigData problems so they favor
ControlFlow
supercomputers
to
DataFlow
supercomputers. They use the ranking system
based on Linpack, which is a very simple
benchmark program. Benchmarks should not
concentrate only on one issue like speed, size, or
power dissipation; it should concentrate on all
three issues together, measuring more than just
flops. If Top500 ranking was based on all of the
above-mentioned
issues,
DataFlow
supercomputers would definitely outperform
ControlFlow ones [6,7].

It can separate only two linearly separable
classes. Thanks to its simple structure, it is used
as a basis in many applications.
Perceptron presents simplified neuron in the
human brain. Each neuron has n inputs and one
output, as shown in Fig. 3. For every input, there
is a corresponding weight. To calculate the output
of a neuron, every input is multiplied by its
corresponding weight.
The following equation presents an activation
function of a neural network. The activation
function is linear and the output of the network is
either +1 or -1, depending on the input. The
algorithm allows online learning, which means
that the training process can start without having
the entire input available.

4. NEURAL NETWORKS
The main inspiration for the ANN was actually a
biological neuron. Our brain is made up of little
units, called neurons, which can receive and send
electrical signals. The rate of the electrical signal
shows how activated the neuron is. One neuron is
connected with other neurons. Each neuron fires
a signal of a different rate, depending on the
neuron’s activation value. The output of the
neuron depends on the signal rates of input
connections and their weight values. These
signals are spread between the neurons, and
they keep on sending them through the whole
brain. In the brain, learning depends on the
connections between neurons and the strength of
the connections, which have the ability to adapt
over time. The ANN is a simplified mathematical
model inspired by the biological neural network of
the brain.

Fig.
4
presents
one
ControlFlow
implementation of the Single Layer Perceptron
algorithm in C. In this implementation, the training
set consists of points from Descarte’s coordinate
system. Each element belonging to the training
set contains an x and a y coordinate, and an
appropriate class to which the input pattern
belongs. The predictive class can take values of 1 or +1, depending on the position of the point in
Decarte’s coordinate system.

5. PERCEPTRON ALGORITHM
In machine learning, single layer Perceptron
algorithm is a binary classifier that can decide
whether an input belongs to one class or another.

Fig. 4. Implementation of Perceptron algorithm on
ControlFlow paradigm

6. DATAFLOW IMPLEMENTATION
In the proposed implementation, the training
set consists of two arrays that represent and
coordinates, and one array that represents class
for each coordinate. In each iteration, the
algorithm uses the same set of coordinates.
Sending data from CPU to DFE is relatively time
expensive operation, so these three arrays are
transferred to DFE using mapped ROM memory
[2].

Fig. 3. Mathematical representation of a neuron
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The CPU implementation of the algorithm is not
suitable for direct mapping to the DataFlow
architecture because the training process itself is
rather sequential. Each iteration depends on the
previous iteration, and during one iteration, only
one coordinate could be processed.

The
performance
evaluation
compares
DataFlow and ControlFlow paradigm. As
expected, for small amount of data, ControlFlow
paradigm performs better than DataFlow
paradigm. The significant speed up is achieved
by the DataFlow paradigm when larger training
sets are used. The maximum number of
iterations is a constant value because it does not
affect the performance. The tests were performed
using MAX4 Isca @ 200MHz card as DataFlow
accelerator and Intel(R) i5-3350P CPU @
3.10GHz as ControlFlow representative.

Fig. 5 presents appropriate modification of the
algorithm, which is suitable for execution on the
DataFlow architecture. The input vector is marked
with C and the activation function is represented
as f(x) which calculates the class of the
corresponding input. In the CPU implementation,
each iteration uses weights from the previous
iteration. The proposed DataFlow based solution
introduces parallel processing of the input vector.

The DataFlow accelerator achieves speed up
of about 6.75 times over the ControlFlow
computer.
In addition to achieved speed up, the power
dissipation is also reduced. Although the power
consumption is higher with employing the
accelerator, the execution time is much smaller
and thus the power dissipation is 4.6 times lower
than without using the DataFlow accelerator. This
saving is a great advantage in situations where
the neural network is constantly learning.
TABLE I: POWER DISSIPATION

Idle
Workload
Execution time
Spent energy

Fig. 5. Adjustment of algorithm for DataFlow paradigm

Each point is processed independently using
the global weight from the previous iteration,
which is equal to zero in the first iteration.
Coordinates from the training set are processed
simultaneously. After parallel processing, the
global weight is calculated by adding individual
weights which are calculated separately. This
weight is actually the global weight for the next
iteration. This approach noticeably improves
execution time compared to the ControlFlow
implementation.

Without
Accelerator
55.5W
88.1W
221.44s
5.4Wh

With
Accelerator
78.5W
129.1W
32.78s
1.1Wh

One of the main problems in the proposed
solution is the ability of allocating resources on
FPGA card. For large amount of data, one FPGA
card has not enough space to meet the DataFlow
graph. As a consequence, the performances are
obtained by averaging and proportionally
calculating accurate computed results.
8. CONCLUSION
In this paper we present one implementation of
neural network learning algorithm using DataFlow
paradigm, which is based on reconfigurable
FPGA chip. Performances are analyzed in three
aspects. The first aspect is the speed and the
algorithm is accelerated 6 times using Maxeler
DataFlow card compared to the ControlFlow
state-of-the-art technology powered by Intel CPU.
The second aspect is the power dissipation which
is reduced about 5 times in comparison to CPU
based implementation. The third aspect is the
physical space. The DataFlow supercomputer
takes about 20 times less space than the
ControlFlow supercomputer.

7. PERFORMANCE EVALUATION
For the best performance, it is very important to
minimize the execution time of non-parallel part of
algorithm. In the proposed solution, computing
the global weight is a non-parallel part of the
algorithm, and the goal is to execute this part as
fast as possible. On the DataFlow accelerator,
arithmetic operations take certain time to
compute the result, and during this period, the
accelerator is idle. Additional acceleration is
possible if the number precision is reduced. In the
implemented
solution,
the
fixed-point
representation is used for number representation
instead of floating-point representation in order to
improve the execution time of arithmetic
operations.

We can conclude that neural networks learning
algorithms are suitable for implementing on
DataFlow accelerators, especially if the learning
process is long. Most of the neural networks

22

learning algorithms, which have the similar
structure as the proposed solution, can be
improved in the same way. Obtaining better
performances
can
accomplish
serious
improvements in applications that are based on
or use neural networks.
The DataFlow paradigm presents a new
paradigm that is suitable for ExaScale
applications. Improvements such as running
more than one Kernel on the Maxeler card in
parallel, creating reconfigurable FPGA chips
without recompiling hardware or any innovation in
FPGA technology would definitely upgrade the
DataFlow paradigm.
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Numbers on the Maxeler Architecture
Marković, Dejan



a and b are real numbers and i is the imaginary

Abstract: Nowadays, as we are facing with the
rapid science and technology development,
according to that the most important is the speed
that all work can be done. As the science
practitioners we take part in such situations where
you need to process large amounts of data. For
example, the various calculations in the complex
mathematical and physical systems, processing
large amounts of data for a variety of medical and
astronomical research, etc. In these situations, it is
necessary that the speed of processing of such
data is as short as possible. This topic is about
resolving these situations, and it displayed a way
how we can, in the shortest possible time, to
process a large amount of data, through the
example of calculating polynomial and rational
functions on Maxeler architecture.

unit that has the value of - 1 . The real part of a
complex number is represented as Re( z )  a
and the imaginary part as
Im( z )  b .
Trigonometric form of a complex number is
z  r (cos   i  sin( )) , r  0 ,   R , where:

r  abs (z ) is modulo, and   Arg (z ) is
argument. Exponential form of a complex number
i

is represented as an expression: z  r  e ,
r  0 ,   R , where: r  abs (z ) is modulo,
and

  Arg (z )

is

argument.

Conjugate

complex number of the number z is z  a  ib .
Complex numbers are not used for any specific
quantity, but have been introduced in order to
solve problems such as the passage of electricity
through a conductor, in order to solve the

Index Terms: Maxeler, rational function,
polynomial function, real number, complex number

2

equation x  1  0 etc. The absolute value of a
1. INTRODUCTION

complex number is

HIS topic will demonstrate the acceleration
process of the applications, that are used as
a calculating value of the polynomial and
rational functions. These values have very large
number of coefficients (order 1M, 1G, 1T ...) and
as a part of the Maxeler’s architecture, we will do
a comparison with the applications created in
C++ programming language. In this project we
also formed lexical analyzer and parser that
enable easier data entry. This is accomplished by
complying with all the rules that define lexer and
parser to read out data from a file. The file is
represented as the polynomial is entered using
the keyboard.

T

distance of point
coordinate

z

a, b

system

and represents the
from the center of the

0,0 ,

z is

where

z  a2  b2 .
1.2. The Term “Polynomial”
In mathematics, a polynomial is an expression
consisted of one or more variables and
constants, using the operations of addition,
subtraction, multiplication, and positive degrees
grading. For
polynomial.

example,

x 3  10 x  9

is

a

1.2.1. Definition
Function,

1.1. The Term “Complex Number”
The algebraic form of a complex number is
represented as an expression: z  a  bi , where

,

( )=
∈ ,

+
≠0

+⋯+

+

,

∈

is called polynomial of the degree ∈ . This
form is obtained by "arranging" (adding,
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1.3. The Term “Rational Functions”

subtracting ...) and is called canonical,
is a
variable,
,
,...,
are coefficients
(constants), n is a positive integer or zero. If
≠ 0, then we say that
is a polynomial of
degree ,
is the "oldest" coefficient. According
to definition, it is assumed that the constant is
polynomial of zero degree. Two of polynomials,
( )=

+

( )=

+⋯+
+

+

1.3.1. Definition
Function,

R ( x) 

, x  R , { x  R | Qm ( x )  0}

and

+ ⋯+

+

where Pn  x  and Qm  x  are polynomials of the

are equal if they have the same degree and have
the same coefficients, and if = ,
= ,
= ,...,
= . ( ) polynomial we observe
for
∈ . Then the number x0  C is “zero” of
the polynomial Pn  x  , if the
number

x0

degree n or m is called rational function.
After forming of rational functions ("polynomial
divided by polynomial") they became similar to
rational numbers ("integer divided by integer").
These similarities define genuine ( 1 ) and quasi2
5
rational functions ( ).
2

Pn  x0   0 . The

Pn  x  , can

- zero of the polynomial

be rational, real or complex number and we call
the zero rational, real or complex zero of these
polynomials.
Elementary
properties
of
polynomials:

Definition: A rational function
R ( x) 

1. The sum of two polynomials is a polynomial

Examples

3. The Derivative of the polynomial is a
polynomial

f ( x) 

x1, x2 ,, xn

where x1, x2,...., xn are zeros of the polynomial
and can be real or complex numbers. If some of
them are mutually equal, we are talking about
multiple zeros. For complex zeros it applies that

functions:

x  2x  7
5 x  3
f ( x)  3
...
x  6 x2  3x
x3  7 x2  2 x ,

There are numerous algorithms for calculating
the value of the polynomial. Given algorithm is
reduced to a loop that executes one iteration or
add up interim resulting with the current
coefficient and multiply the value of the variable.
In the expression showed below, we can see the
main principle of the calculation
and
implementation on The Maxeler chip which they
are based on. The problem solution of calculating
the value of a rational function relies on an
algorithm applied to the polynomial. Mainly, it
calculates the value of the first and the second
polynomial, and at the end it calculates their
quotient. We assume that you know enough
never to evaluate a polynomial this way:

x1  a  bi is one of the

Examples of polynomials:

f  x  c

f  x   ax  b
2

- Quadratic function, f ( x )  ax  bx  c
3

rational

2. THE CURRENT SOLUTIONS

zeros polynomial, then the conjugate complex
number x2  a  bi is also zero of the polynomial.

- Linear function,

genuine

So real rational functions are those rational
functions where the degree of the polynomial in
the numerator is strictly less than the degree of
the polynomial in the denominator. As there is a
possibility to extract an integer from quasifraction, also we can extract an integer from
rational functions, i.e. polynomial of degree (n-m).

Polynomials can be used to approximate other
functions such as sine, cosine, and exponential
functions. Every polynomial of degree n can be
decomposed into a product of n linear factors:

- Constant function,

of

2

4. The primitive polynomial function is also a
polynomial.

they come in pairs, ie. if

Pn ( x)
Qm ( x)

is genuine if n <m, otherwise it is quasi-rational
function.

2. The product of two polynomials is a
polynomial

Pn (x)  an (x - x1 )( x - x2 )...( x - xn ) ,

Pn ( x)
Qm ( x)

2

- Cubic function, f ( x )  ax  bx  cx  d

p=c[0]+c[1]*x+c[2]*x*x+c[3]*x*x*x+c[4]*x*x*x*x;
or (even worse!),
p=c[0]+c[1]*x+c[2]*pow(x,2.0)+c[3]*pow(x,3.0)+c[
4]*pow(x,4.0);
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p=c[0]+x*(c[1]+x*(c[2]+x*(c[3]+x*c[4])));

describes the given grammar. The aim of syntax
analyzer is to form syntax tree for the input string
tokens. In order to generate syntax tree, it is
necessary to determine the rules and in which
order they are used when mapping is performed
for starting symbols into the analyzed string.
There are two basic principles that determine the
order of the rules. For description of language
non-context grammar is usually used. In every
step of performing a non-terminal symbol is
mapped in a word, so the order of applied rules
may be:

or
p=(((c[4]*x+c[3])*x+c[2])*x+c[1])*x+c[0];
If the number of coefficients c[0..n] is large, one
writes
p=c[n];
for (j=n-1;j>=0;j--) p=p*x+c[j];
or
p=c[j=n];

1. from left to right - when it replaces the first nonterminal symbol on the left

while (j>0) p=p*x+c[--j];
Calculating the value of rational functions:

2. from right to left - when it replaces the first nonterminal symbol on the right side.

for (sumn=cof[mm],j=mm-1;j>=0;j--)
sumn=sumn*x+cof[j];
for (sumd=0.0,j=mm+kk;j>=mm+1;j--)
sumd=(sumd+cof[j])*x;

6. SOME PERFORMANCE INDICATORS
With the personal computers, illustrated in the
section 3 besides carrying out major operations
(multiplication, division, addition, subtraction)
time is also spent on decoder logic, memory
access and the wrong prediction during jump. A
set of data that needs to be proceeded is
necessary first to be loaded into memory. In
order to reach an element by element, the main
request has to be sent to the memory. That lasts
approximately Tack = 3 units of time. Just setting
data from memory on the data bus, lasts
approximately TMemo = 30 units of time.
Significant acceleration is obtained when using
cache. Its function is to load into "Itself" the next
few elements, so that in the future, we don’t have
to access the working memory for those
elements (if it guesses them correctly). For a set
of data with size of n =1.000.000.000 elements,
the number of elements that cache memory
reaches is nc = 100 readings, so it will retrieve
data from the memory, but it will take time.

result= sumn/sumd;
3. EXPLANATION OF PRINCIPLES OF
REALIZED FUNCTIONS IN MAXELER
ARCHITECTURE
The example of the polynomial:
4

3

2

(2.3+4.45i)*x +5*x +6i*x +9
Steps of calculating:
0)

0

(initial value)

1)

0

+(2.3+4.45i)

2)

(2.3+4.45i)

*x

3)

(2.3+4.45i)*x

+5

4)

(2.3+4.45i)*x+5

*x

5)

2

(2.3+4.45i)*x +5x

+6i

2

6)

(2.3+4.45i)*x +5x+6i

7)

(2.3+4.45i)*x +5x +6i*x
+0
(there is no coefficient of the first degree)

8)

(2.3+4.45i)*x +5x +6i*x

9)

3

2

3

2

4

3

*x

2

(2.3+4.45i)*x +5x +6i*x

T = (n/nc)*(Tack+Tmem)+(n-n/nc)*Tcache =
330.000.000+9.900.000.000 = 10.230.000.000

*x

units of time. In Maxeler machines, obtaining one
element of string takes 1 clock (tick) of the FPGA
chip, which is approximately 5 ns at 200 MHz.
Time needed for all n elements is

+9

10) (2.3+4.45i)*x4+5x3+6i*x2+9

T = 5 ns * n = 5s
4. LEXICAL ANALYZER

(Order of 5.000.000.000 units of time).In the
programming process, if it is necessary to
complete one set of instructions several times, it
is not necessary to repeat this set as many times
as we need. We need to use a loop if we want to
obtain more iterations. Since we know which is
the advantage of using loops, we can take into
consideration the faults that occurs indirectly
during the use of loops (on the lower level
programming conditional jumps) and related
instructions. Todays personal computers are
using processors that have a depth of pipelines

Lexical analyzer (lexer) implements lexical
analysis phase in the process of translating
languages. Within the code we identify lexical
units that have some syntactic sense,
transformed into symbols (tokens) and further
forwarded to the syntax analyzer.
5. SYNTAX ANALYZER
Syntax analyzer or parser receives a set of
tokens from the lexical analyzer and checks
whether the string belongs to the language that
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up to 32 degrees (maybe even more). Using
pipelines ensures that instructions are executed
one after another. Because we cannot know in
advance whether the condition of the jump will be
fulfilled or not, and the instructions after the jump
conditions are in processors Pipeline. There are
two cases at this point:

spent less time to the same processing as it is.
adapted to spend as little time as it is given.
The theoretical difference in execution time on
the PC and Maxeler architecture for n elements:
T = Tpc-Tmax =
10.230.000.000+3.000.000.000+15.000.000.0005.000.000.000 = 23.230.000.000

1. The condition is fulfilled - it is necessary to
jump to an already fixed address and proceed
with the execution of the next instruction

7. CONCLUSION
In ahead of time it was established that PCs
that are designed for widespread use cannot
perform a calculation for the large amount of data
in a short time interval. The problem is solved by
using specialized hardware in order to perform
the same data calculation. One of the
technologies that represents the given hardware
is Maxeler technology and it is reprogrammable.
That means it can be programmed repeatedly
paying the attention to the needs of a specific
application. The main part of this project is
calculation the polynomial value and rational
functions on the basis of input parameters. The
input parameters are consisted of two arrays and
constants (value of the variable and expanded
numbers represent the number of coefficients of
the first and second polynomials). The first array
shows the real coefficients of the first and second
(if any - only rational functions) polynomial. The
second
array represents
the
imaginary
coefficients, analog to the first array.
The first input method resolves one of the subprograms: Maxeler provides the output results
after each input parameter, but these
intermediate results are not relevant to us. After
the calculation of the input coefficient of all arrays
is done, the result is obtained at the output of the
Maxeler. As this is a complex issue, we can gain
the result that has a real and imaginary part. The
existing project can be upgraded by introducing:

2. The condition is not fulfilled - it is necessary to
empty the Pipeline to the part which contains
invalid instruction and load (valid) instructions
starting from the address of the jump. Second
case causes consumption of time. There are
various partial solutions to this problem. We will
discuss this solution using the jump predictor.
Jump predictor is a part of the processor that it is
based on the past few fulfilled or not fulfilled jump
conditions, it predicts whether a jump will occur
or not, currently. I.e, whether the processor will
load the address of the next address jump
instruction or to load the address to which the
jump instruction has jumped on. The solution
itself has efficiency up to 95%. The time that is
spent to empty pipelines due to wrong predictions
is:
T = n * (1 - p) * 2 * Nc * t = 3.000.000.000
time units (filling and emptying pipelines with
invalid instructions) Nc- degree of pipeline in
which we learned that the condition is true or not
(Order 15); t- length of one clock of processor 2
units of time; p- efficiency of 95%. Maxeler
architecture does not have jump instructions and
therefore, there is no need for the jump predictor.
According to that, we do not wasting time in this
case because todays processors carry out a
limited set of instructions. Information that is read
out from the memory represents an instruction as
itself. The information that had been read out
should be decoded in order to find out which
instruction we are facing with and which registers
are participating in. The time that is spent in the
decoding process is:

• Calculating zero of polynomials
• Calculation of function approximation
• Polynomials and rational functions can appear
in many different variables
From all this we can come to the following
conclusion: We used Maxeler machine to
calculate the value of polynomial and rational
functions of real and complex numbers. However,
the question is: When can I use a Maxeler
machine for such purposes? Maxeler machine
show the best results when the number of
operations in one loop iteration is above the
critical value. Then larger amounts of data means
higher advantage for Maxeler, and therefore
better performance. Otherwise, if the number of
operations in one iteration of the loop is below
some critical value, just increase the amount of
data will not bring better performance. Since the
polynomial and rational functions are composed
of one variable and constants, using the
operations of addition, subtraction, multiplication

T = n * Nins * t = 15.000.000.000
where t - is the time required for decoding one
instruction (order of 1); Nins - the number of
instructions that are executed on a single
element of the array (order of 15). Maxeler
machine does not have instruction decoder.
The conclusion
performances:

regarding

the

calculation

If we take into consideration that according to
previously mentioned data obtained in theory, we
can come to a conclusion that Maxeler
architecture can be programmed for a certain
kind of processing that, which means that we
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and positive degrees grading, it might be said
that they meet the necessary conditions. The
main conclusion is that this kind of use of
Maxeler architecture is best applied when we are
facing with problems during the calculation of the
complex mathematical systems and large
quantities of data processing.
APPENDIX
For the further details regarding the source
code you can go to: https://drive.google.com/
open?id=0ByecImwbSuDWaURaZTNxd0JuLU0.
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DataFlow Implementation
of the Runge-Kutta Method
Zečević, Aleksandar and Pavlović, Dušan



which leads to improved precision. There are
several ways in which this can be achieved, and
most commonly used one is the fourth-order
Runge-Kutta formula.

Abstract: The topic of this paper is the DataFlow
implementation of the classical fourth-order
Runge-Kutta method. The goal is to find the
solution of an ordinary differential equation, given
the x values at which the solution is required, and
the solution value at the first point. There are
existing sequential solutions which use this
method. However, being sequential means that
they are not making use of some possible
parallelization. The DataFlow solution parallelizes
the method, since it is being run on a DataFlow
chip. The equation must be a first-order differential
equation. Since any ODE - ordinary differential
equation - can be reduced to first-order, virtually
any differential equation with a single independent
variable can be solved using this method. The
analysis was performed on several simpler ODEs,
but the solution works on more complex ones, too.
The results were achieved with great precision.

The fourth-order method requires four
evaluations of the function per segment. Due to
the significant precision improvement, this is
almost always superior to lower order variations
of the formula, for example the midpoint method.
As a result, the fourth-order Runge-Kutta
variation is exactly the method for solving ODEs
that will, in most cases, produce the optimal
results for our needs.
This is only a brief introduction to the RungeKutta method. Readers interested in a deeper
analysis of the method should take a look at
some of these references describing it further [1]
[2] [3].

Index Terms: DataFlow, differential equation,
ODE, ordinary differential equation, Runge-Kutta

2. EXISTING SOLUTIONS

1. INTRODUCTION

Formula for the fourth-order Runge-Kutta
method is:

This chapter contains the details of the
DataFlow implementation of the fourth-order
Runge-Kutta method for solving ordinary
differential equations (ODEs). The method works
by advancing the solution over an array of
predetermined points, which divide the function
interval to segments. It starts at one point in
which the solution is already known, and then
finds the solution for successive points, one by
one, until the entire solution function is mapped
out.
This method has significant advantages over
the classic Euler method. While the Euler method
uses the derivative only at the beginning of a
segment, Runge-Kutta uses derivatives from
several points throughout the segment. This
improves the symmetry of the calculation process

There are four coefficients which must be
calculated: k1, k2, k3, and k4. They are then
added to the function value at the previous point,
5
yn, with appropriate coefficients. O(h ) represents
the error term of the fifth order.
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The C code for the fourth-order Runge-Kutta
method [4]:
void rungekutta4(float *x,
float *y, float a, int size)
{
int i;
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double h;
double k1, k2, k3, k4;

Figure 1 shows the essence of implementation
of the method.

y[0] = a;
for (i = 1; i < size; i++)
{
h = x[i] - x[i-1];
k1 = h*ODEFunction(
x[i-1], y[i-1]);
k2 = h*ODEFunction(x[i-1]
+ h/2, y[i-1] + k1/2);
k3 = h*ODEFunction(x[i-1]
+ h/2, y[i-1] + k2/2);
k4 = h*ODEFunction(x[i-1]
+ h, y[i-1] + k3);
y[i] = y[i-1] + k1/6 +
k2/3 + k3/3 + k4/6;
}
}

Given values x and knowing the derivatives at
these points, the function uses the fourth-order
Runge-Kutta method to advance the solution over
an interval of points and returns the results in y.
The argument a represents the result in the first x
point, and size represents the number of points.
The user supplies the routine ODEFunction(x,y),
which returns the derivative at x, y.
For more examples of non-DataFlow
implementations of Runge-Kutta, the reader is
directed to one of these references [5] [6] [7].
3. ESSENCE OF DATAFLOW IMPLEMENTATION
The formula can basically be divided into four
parts (the four coefficients), all of which require
the calculation of the ODE function at certain
points. Therefore, our main goal is to allow those
parts to be executed concurrently on the
DataFlow chip. In one iteration, the results of
those four parts are combined to produce the
function value at the next point (yn+1), which is
used in the next iteration.
Figure 1 shows the diagram of the
implementation data path. The previous y value
(obtained by the y prev block) is, alongside the
current x stream value (obtained by the x stream),
used for calculating the four coefficients (k1, k2,
k3, k4). The coefficients are used together with
the previous y value in calculating the next y
value (yn+1 block). The exception is the very first
iteration in which we must already know the y
value (y0 block). The results are returned to the
user through the output stream (y stream block).

Figure 1 - Fourth-order Runge-Kutta implementation
essence diagram
4. DETAILS OF THE IMPLEMENTATION
The implementation is divided into four files:
CPU code file written in C (RungeKuttaCpuCode.c), manager file written in MaxJ (RungeKuttaManager.maxj), engine parameters file
written
in
MaxJ
(RungeKuttaEngineParameters.maxj), and kernel file written in MaxJ
(RungeKuttaKernel.maxj). The kernel has an
input stream x, a scalar input a, and an output
stream y. CPU code, manager and the engine
parameters were all built around those
connections with the kernel.

The four coefficients require the calculation of
the right-hand side of the ODE with the
appropriate parameters. This means that our
specific implementation depends on the
differential equation that we want to solve. We
can write the code for any ODE, but if we want to
change the ODE later, we have to recompile the
entire kernel and remap the new configuration
onto the chip.

The focus of this entire solution is the
RungeKuttaKernel.maxj file, which contains MaxJ
code that is to be executed on the DataFlow chip.
The entire code is placed inside the
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RungeKuttaKernel class, which extends the
general class – Kernel. The contents of our class
are several constant variables, a few ODE
functions, and the constructor which actually
represents the DataFlow execution for the
Runge-Kutta method.

Several functions are defined in the kernel
code. These are used to represent actual ODE
functions, with parameters x and y, that we are
trying to solve using the fourth-order Runge-Kutta
method. Since we are configuring the hardware of
a DataFlow chip, whenever we wish to change
the ODE function that we are trying to solve, the
code must be recompiled and hardware
reconfigured. This, of course, will give us a
different DataFlow execution graph for every
different ODE function.

First we will take a look at the constants, used
in the constructor for configuring our method. To
fully explain them, we will make a little detour
from the program code, and present the general
formulas for the fourth-order Runge-Kutta method
[8]:

For example, let’s say we want to use the
Runge-Kutta method to solve the function:
The code of this function will look like this:
private DFEVar ODEFunction(
DFEVar x, DFEVar y) {
return x + y;

}
This will configure a part of the chip to calculate
the value of x + y, which will be indicated in our
execution graph.
Now we will take a look at the constructor of
the RungeKuttaKernel class itself. Two counters
are needed to ensure the correct timing of the
variables from the input and output streams. One
of these – jCount – is used to indicate when a
new stream value should be inputted or
outputted. The other one – iCount – shows
whether we are in the first iteration or not, which
is important because we have to know the
solution in the first x point in order to advance the
method.

The coefficients α2, α3, α4, β21, β31, β32, β41,
β42, β43, a1, a2, a3, and a4 have some mutual
dependence, i.e. their values have to be assigned
with certain limitations in mind. Those limitations
are [8]:

After declaring the timers and the other
variables used in the code, the main part of
execution takes place. The values are read from
the input stream, four coefficients are calculated,
the result value is calculated, and the appropriate
value is output. The following segment shows
this:
x = io.input(“x”, type, …);
a = io.scalarInput(“a”, type);
xPrev = stream.offset(x, -1);
h = x – xPrev;
k1 = h*ODEFunction(xPrev, yPrev);
k2 = h*ODEFunction(…);
…
res = yPrev + a1*k1 + a2*k2 + …;

Since the number of unknowns (coefficients) is
greater than the number of equations, we have
an infinite number of solutions. This means that
there are infinite possible configurations of the
fourth-order Runge-Kutta method.

y = iCount.eq(0) ? a : res;
yPrev.connect(stream.offset(
y, -delay));
io.output(“y”, y, type, …);

In our kernel code, these coefficients are set
via constant variables. This allows the user to
configure them according to their own needs;
however, they must keep the abovementioned
dependencies in mind. The variables are defined
at the beginning of the kernel class –
RungeKuttaKernel.

Figure 2 shows the execution graph of this
implementation.
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5. CONCLUSION
This solution successfully implements the
fourth-order Runge-Kutta method. The main
points for parallelization are the coefficient
calculations, since they all use xPrev and yPrev
values. It is not possible to calculate all of the
coefficients completely in parallel, since the
formula of each coefficient requires the value of
the previous one. Still, a speedup is achieved
using the DataFlow chip implementation over a
sequential one that is run on a CPU.
Further improvements to this implementation
are possible in the form of adaptive step size
control for the Runge-Kutta method [4]. This
means that the x step size varies depending on
the error estimation of the next solution of y. Even
though the step in our implementation is not
constant (it is calculated in each iteration), we can
only affect it through the CPU code, by setting up
the values of x before the DataFlow computation.
For a complete solution of the adaptive step size
control, the error estimation and step size
variation have to be implemented in the kernel
code, i.e. they need to be done on the DataFlow
chip.
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Figure 2 – Runge-Kutta execution graph
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Binary Search in the DataFlow Paradigm
Dundić, Igor and Salom, Jakob

In the DataFlow architecture, the programs are
executed “across space” in contrast to the control flow
architecture where they are executed “across time”.
The order of execution of mutually independent
instructions is not known. The operation is carried out
as soon as a hardware unit has a known input.
Control flow architecture can be thought of as a
worker who goes from one job to another doing each
separately, and the DataFlow, on the other hand, can
be pictured as an organized row of workers in the
factory each doing his own job that starts at the
moment when he receives the needed material and
stops when he sends the worked-on material down the
line, similar to assembling a car.
Maxeler DataFlow machines are based on
DataFlow architecture and are implemented in FPGA
(Field Programmable Gate Array) technology. This
technology allows modifications of connections within
the chip after the chip is shipped to the end user, so
that each user can program the hardware of the
machine for one specific job, and when he does not
need the job any more, he can program it for another.
It should be noted that compiling a Maxeler machine
can last from several hours to several days, and it is
necessary that the user has a large amount of data for
processing; otherwise it is not worthwhile to use this
technology.
In this article the aim is to implement the binary
search algorithm, one of the classic algorithms for
searching sorted arrays, using the DataFlow paradigm
and compare the achieved performance with the same
algorithm implemented and tested on control flow
systems. Also we give a description of the Maxeler
machines used for testing.

Abstract: This article represents a study about
the Binary Search algorithm implementation and
it’s usage implications in DataFlow Paradigm on
Maxeler technology. In the article you will see the
Binary Search algorithm explained and the
differences between it’s implementations on two
different architectures. It will be shown that the
difference in the amount of data needed to be
processed is in connection with the resulting
speedup achieved on a Maxeler machine.

Index Terms: FPGA,
DataFlow Paradigm

Maxeler, Binary Search,

1. INTRODUCTION
The author analyzes the performance of the
Binary Search algorithm on two architectures, one is
the standard John von Neumann's control flow PC
architecture and the other is the DataFlow architecture
using Maxeler technology. Following this introduction
there is a brief description of these terms.
The Binary search algorithm is a typical example
of a group of algorithms with the “divide and
conquer” strategy. It was created as a solution to the
problem of efficiency of the sequential search
algorithm, where it, on each unsuccessful search,
rejects only one piece of information, even if the array
comes sorted by key values. In Binary Search each
unsuccessful step divides the amount of searched data
by two.
Control flow architecture is an architecture based
on the one described by the mathematician and
physicist John von Neumann and others in 1945. The
chapter describes the architecture of digital computers
with parts that consist of arithmetic logic units,
processor registers and counters, memories in which
to keep the data and instructions, large external
memories, and input-output mechanisms. Von
Neumann’s control flow architecture executes the
program in time, which is divided into fetch and
execution of instructions, where fetch and execution
of an instruction cannot occur at the same time,
because they share a common bus. This characteristic
is often called Von Neumann’s bottleneck.

2. SYSTEM REALIZATION REQUIREMENTS
2.1 The Problem
This chapter deals with the acceleration of the
binary search algorithm, using Maxeler machines.
Some peculiarities should be noted about Maxeler
machines and to their differences from the
microprocessor systems. One of facts to bear in mind
is the fact that on Maxeler systems sending data to and
receiving it back from the Maxeler is time consuming.
On the other hand, Maxeler systems have the
advantage that after this period of initial delay, they
can return results at each clock cycle of their work.
This feature, when large amounts of data are
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3.2 Binary Search Algorithm

processed, leads to major acceleration compared to
microprocessor systems.

Search methods that are considered as basic are
sequential search with unsorted and binary search with
sorted tables.
The Binary search algorithm is a typical example
of a group of algorithms with the strategy of “divide
and conquer” and therefore it is most easily
implemented recursively. Yet there is an
implementation in C code that is implemented
iteratively.
The algorithm has a task to find the index of the
desired key, in an already sorted sequence. The
algorithm compares the desired key with a key that is
located at the middle position of the array. If the
equality is confirmed, the search is complete and the
algorithm returns the position of the desired key. If the
requested key is smaller, the upper half of the interval
and the key itself is rejected and the process continues
with the lower half of the keys recursively. If the
search key is larger, then the process continues on the
upper half of the interval, also recursively. In this way,
at each step the number of keys to be tested is cut by
half. If the remaining interval has only one key left
and there is no match, the program declares the search
to be unsuccessful.
Figure 1 schematically depicts how the algorithm
works. The search key is 7. At the beginning it divides
the array in two and finds the key of value 14. The
searched key is then in the lower half of the interval,
while the upper half is dismissed. It takes the lower
half of the interval, halves it, and we see the value of
6, which is smaller than the required one, so the
required key should be sought in the upper half of the
current interval, and so on. Since the searcher divides
the interval (of size N) by two at each step, after each
ith iteration, the size of the remaining interval is N/2i.
The maximum number of steps can be calculated
when the searched interval is in size equal to 1, ie. i =
log2 N. This means that the complexity of the
algorithm is O(log N).

2.2 About Maxeler Technology
Maxeler machines are based on DataFlow
architecture and implemented in FPGA technology.
This technology allows modifications of connections
within the chip after the chip is shipped to the end
user. Some problems are more suitable for solving
using control flow architecture, while other problems
are more suitable for solving using the DataFlow
architecture. That is why, only parts of original
programs are speeded up using the Maxeler platform.
The program written to execute on a Maxeler machine
is called the program core (Kernel) and contains
mostly only the loops of the original program.
Using Maxeler platforms has achieved very
significant speed ups of certain algorithms in the fields
of finance and in the fields of seismic data analysis
(when searching for oil and natural gas).
2.3 Conditions and Assumptions
The author had access to a Maxeler machine that
has installed two Maxeler cards with the tag
MAX3424A. This machine was used for synthesizing
a hardware implementation of the binary search
algorithm.
All performance results of the binary search
algorithm on control flow systems, presented in this
paper were obtained using a single processor core.
2.4 Existing Solutions
The Binary Search algorithm used here has been
implemented already in many better known
programming languages. In addition to implementing
it on Maxeler technology, the author also gives a C
programming language implementation that was used
in comparing the speeds of execution of the two
technologies. The complete implementation of the
algorithm in C programming language is given at the
end as a contribution to this chapter.
3. ALGORITHM DESCRIPTION
3.1 Data Preparation
For testing the algorithm it is necessary to prepare
data of great length with all the elements sorted. Such
data should be stored inside a text file. As the first
element of the file there should be a target key,
followed by its expected position, and the size of the
array. The array of sorted elements follows the
mentioned initial elements.
Both C and Maxeler machine implementations
expect the same test file formats.

Figure 1 A Binary Search Depiction1
4. DATAFLOW ALGORITHM REALIZATION
Every Maxeler program consists of three parts:
 Kernel code;
1

https://en.wikipedia.org/wiki/Binary_search_algorith
m#/media/File:Binary_Search_Depiction.svg
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The complete implementation of the algorithm on
a personal computer in the C programming language
is given in the appendix to this text, so readers are able
to compare the speed of execution of the Maxeler
machine and of the personal computer.

 Manager code;
 Code that is executed on the microprocessor.
The following is a description of all these three
parts of code that are implemented here.
4.1 Kernel Code

4.3 Manager Code

The core of each Maxeler implementation is the
kernel code. This code represents the job that is
executed on a Maxeler card. Kernel code is called
upon by blocking method calls from the C code that is
executed on the microprocessor of the personal
computer connected to the Maxeler card.
The complete job of finding an index of an item
in a sorted array that has a required value, is written in
the kernel code. The C code is only in charge of
reading data from the initial test file and calling
methods that run on the Maxeler machine.
At the beginning of the Kernel code, we define a
64-bit timer that will count through the levels of
pipelining. It is necessary that we keep some values
through the iterations, those are the initial and final
value of the index, and the matched index flag. If the
requested value is not in the row, Maxeler will return
the number of elements N as an index. That value does
not exist with respect to the indices that are in the
range from 0 to N-1. We define the ROM memory,
where will the values, of the inbound sorted series
coming from the C code, be placed. The desired key
value, the length of the string, and the number of ticks
are read as scalar values. Kernel initializes values for a
starting and end index and the index of the found key.
According to the principle of the algorithm indexes
are added7subtracted and then divided by two, the
data from the calculated address from the ROM
memory is read and compared with the value
requested. If the match is found, index is remembered
and forwarded as a result to the C code. If not, it will
have the initial value, and the search for a desired
value is continued.

The Manager is code that is used to make the
interface for calling Kernel code from the C code.
This code is very simple. It defines the input and
output streams. For each variable we must define its
type, and size.
The method interfaceDefault () defines the default
interface to the Maxeler machine. There is a real
interface for scalar values, such as string length, the
number of tics and key in the required sequence. In
this case the result is just a scalar value which is the
index of the desired key.
In the method we should set up another very
important fact, which is the number of ticks. Usually,
this number is the same as a parameter obtained from
the C code so the user can transmit the exact number
of ticks he needs for each call of the kernel system.
5. PERFORMANCE ANALYSIS
5.1 Test Results
The testing was conducted over a variety of
randomly generated numbers. Arrays were different in
length as already described in Section 3.1 The same
tests were carried on a personal computer whose
characteristics were:
Processor: Intel 2.60GHz
RAM memory: 8GB
Achieved acceleration was calculated using the
following formula:

4.2 C Code
where Tpc is the time required to perform the test on
the processor of the personal computer, and Tmaxeler
is the time required to perform the test on the Maxeler
machine.
The following graph shows data dependences
between the times required to perform a binary search
algorithm over a set of input data. From the graph we
can see that, as the number of input records grows, the
execution time increases linearly. Since it takes some
time to get the data to the Maxeler machines, with an
increase in sequence, the data transfer time becomes
more negligible.

At the beginning of the C code part, we read from
the input file the required value, the expected index, as
well as the size of the array. The sorted data follows
these initial numbers. When the data is loaded, the C
code can initiate concrete realization of the algorithm.
At the beginning of the method call clock() the
measurement of time starts, so we are able to compare
the speed of execution of the Maxeler machine and the
personal computer.
The algorithm is executed by calling the method
that calls kernel code. When calculations are finished
on the Maxeler card, we can read the required variable
index, which, as mentioned above, will be N if the
requested value is not found in the series.

35

The next graph shows acceleration using Maxeler machines in relation to the performance of the microprocessor
in the control flow architecture. Accelerations for larger input arrays are slightly more than ten times, which is a very
significant improvement when a user has a large amount of data.

5.2 Longer Input Sequence Analysis

6. CONCLUSION
This testing has shown that the implemented
innovative binary search algorithm has the expected
performance and works properly for all tested
sequences. The proposed solution compared to other
solutions currently in use, shows a certain potential.

Increasing the number of incoming records will
increase the execution time of both implementations,
but the speed is going to be much greater on Maxeler
due to the characteristics of Maxeler machines and the
DataFlow paradigm.
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As already mentioned, some time is spent on just
the compilation and implementation of the algorithm.
The implementation is always quite more complicated
than on control flow systems. However, if the user has
large amounts of input data that microprocessor would
need days to execute, all time spent on the compilation
and implementation of the algorithm pays off.
Analytically, as it is expected, with the increase of
the size of the input sequence, we always get higher
acceleration. Acceleration comes from the fact that the
influence of the initial delay that is resulting from a)
relatively slow transferring of input data from PC to
Maxeler machine; and b) from filling the FPGA
hardware pipeline (until the first results come out from
the ending hardware elements) decreases dramatically
with the size of the processed data. After this initial
delay, Maxeler machine returns the next result, in
most cases, on every processor clock cycle (every
tick). regardless of the size of the problem. The
microprocessor
implementation
delays
every
consecutive result proportionally to the magnitude of
the problem.
As the FPGA and Maxeler technology develop
further, the author hopes that in the future he will be
able to implement faster and more efficient solutions
for the analyzed algorithm.
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8.

CODES

DFEVar last = (cnt < loopVal) ? N :
lastOld;
DFEVar index = (cnt < loopVal) ? N

8.1 Maxeler code
: indexOld;

DFEVar currentIndex = (first + last)

8.1.1 Kernel code
/ 2;

package cpustream;

DFEVar ValueFromMem =
mappedRom.read(currentIndex.cast(dfeUInt(15)));
DFEVar flag =
ValueFromMem.eq(value);
index = (flag) ?
currentIndex.cast(typeUInt) : index;
first = value > ValueFromMem ?
currentIndex + 1 : first;
last = value < ValueFromMem ?
currentIndex - 1 : last;
firstOld <== stream.offset(first, loop);
lastOld <== stream.offset(last, loop);
indexOld <== stream.offset(index, loop);
io.output("result", index,
typeUInt,cnt.eq(NumOfTicks * loopVal -2) |
}
}

import
com.maxeler.maxcompiler.v2.kernelcompiler.Kernel;
import
com.maxeler.maxcompiler.v2.kernelcompiler.KernelP
arameters;
import
com.maxeler.maxcompiler.v2.kernelcompiler.stdlib.co
re.Stream.OffsetExpr;
import
com.maxeler.maxcompiler.v2.kernelcompiler.stdlib.m
emory.Memory;
import
com.maxeler.maxcompiler.v2.kernelcompiler.types.ba
se.DFEType;
import
com.maxeler.maxcompiler.v2.kernelcompiler.types.ba
se.DFEVar;
class CpuStreamKernel extends Kernel {
private static final DFEType typeFloat =
dfeFloat(11,53);
private static final DFEType typeUInt =
dfeUInt(64);
protected
CpuStreamKernel(KernelParameters parameters) {
super(parameters);

8.1.2 Manager code
package cpustream;
import static
com.maxeler.maxcompiler.v2.managers.standard.Man
ager.link;

OffsetExpr loop =
stream.makeOffsetAutoLoop("loop");
DFEVar loopVal =
loop.getDFEVar(this,dfeUInt(64));
DFEVar cnt =
control.count.simpleCounter(64);
DFEVar firstOld =
typeUInt.newInstance(this);
DFEVar lastOld =
typeUInt.newInstance(this);
DFEVar indexOld =
typeUInt.newInstance(this);

import
com.maxeler.maxcompiler.v2.kernelcompiler.Kernel;
import
com.maxeler.maxcompiler.v2.managers.BuildConfig;
import
com.maxeler.maxcompiler.v2.managers.engine_interf
aces.CPUTypes;
import
com.maxeler.maxcompiler.v2.managers.engine_interf
aces.EngineInterface;
import
com.maxeler.maxcompiler.v2.managers.engine_interf
aces.InterfaceParam;
import
com.maxeler.maxcompiler.v2.managers.standard.IOLi
nk.IODestination;
import
com.maxeler.maxcompiler.v2.managers.standard.Man
ager;
public class CpuStreamManager {
private static final String s_kernelName =
"CpuStreamKernel";
public static void main(String[] args) {
CpuStreamEngineParameters
params = new CpuStreamEngineParameters(args);

Memory<DFEVar> mappedRom =
mem.alloc(typeFloat, 32 * 1024);
mappedRom.mapToCPU("mappedRom");
DFEVar value =
io.scalarInput("value", typeFloat);
DFEVar N =
io.scalarInput("SizeOfArray", typeUInt);
DFEVar NumOfTicks =
io.scalarInput("NumOfTicks", typeUInt);
DFEVar first = (cnt < loopVal) ? 0 :
firstOld;
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Manager manager = new
Manager(params);
Kernel kernel = new
CpuStreamKernel(manager.makeKernelParameters(s_
kernelName));
manager.setKernel(kernel);
manager.setIO(
link("result",
IODestination.CPU));

buildConfig.setMPPRRetryNearMissesThres
hold(params.getMPPRRetryThreshold());
}
}

8.1.3 C code
#include <math.h>
#include <stdio.h>
#include <stdlib.h>
#include <inttypes.h>

manager.createSLiCinterface(interfaceDefaul
t());
configBuild(manager, params);
manager.build();

#include "MaxSLiCInterface.h"

}
private static EngineInterface
interfaceDefault() {
EngineInterface engine_interface =
new EngineInterface();
CPUTypes type =
CPUTypes.INT64;
int
size = type.sizeInBytes();
InterfaceParam SizeOfArray =
engine_interface.addParam("SizeOfArray",
CPUTypes.UINT64);
InterfaceParam value =
engine_interface.addParam("value",
CPUTypes.DOUBLE);
InterfaceParam N =
engine_interface.addParam("N", CPUTypes.UINT64);
InterfaceParam NumOfTicks =
engine_interface.addParam("NumOfTicks",
CPUTypes.UINT64);
InterfaceParam loopOffset =
engine_interface.getAutoLoopOffset(s_kernelName,"l
oop");
engine_interface.ignoreAutoLoopOffset(s_kernelNam
e, "loop");
engine_interface.setScalar(s_kernelName,
"SizeOfArray", SizeOfArray);
engine_interface.setScalar(s_kernelName, "value",
value);
engine_interface.setScalar(s_kernelName,
"NumOfTicks", NumOfTicks);

int main(void)
{
FILE * fTest = fopen("test.txt", "r");
if (fTest == NULL)
{
printf("File test.txt does not
exist!\n"); ;
return -1;
}
double value;
int resultExpected,N;
fscanf(fTest,"%lf",&value);
fscanf(fTest,"%d",&resultExpected);
fscanf(fTest,"%d",&N);
int sizeBytes = N * sizeof(double);
double* ROM = malloc(sizeBytes);
for(int i = 0; i < N; i++)
{
fscanf(fTest,"%lf",&ROM[i]);
}
fclose(fTest);
int64_t* result = malloc(2 * sizeof(int64_t));
printf("Running on DFE.\n");
int numOfTicks = (log(N)+1) / log(2);
double start_time = clock();
CpuStream(numOfTicks,numOfTicks, N,
value,result, ROM);
double stop_time = clock();

engine_interface.setTicks(s_kernelName, N *
loopOffset);
engine_interface.setStream("result",
type, 2 * size);
return engine_interface;
}
private static void configBuild(Manager
manager, CpuStreamEngineParameters params) {

if(result[1] != N)
{
printf("Value %.2lf found on index:
%"PRId64"\n",value, result[1]);
}
else
{
printf("Value %.2lf does not
exist!\n",value);
}

manager.setEnableStreamStatusBlocks(false)
;
BuildConfig buildConfig =
manager.getBuildConfig();
buildConfig.setMPPRCostTableSearchRange
(params.getMPPRStartCT(),
params.getMPPREndCT());
buildConfig.setMPPRParallelism(params.get
MPPRThreads());

if(result[1] == resultExpected)
{
printf("Test passed OK!\n");
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{
first = currentIndex + 1;
}
else if (ROM[currentIndex]

}
else
{
printf("Test faild!\n");
}

== value)
{

printf("Took time: %lf s\n",
(double)((stop_time start_time)/CLOCKS_PER_SEC) );

printf("Value %.2lf
found on index: %d\n", value,
break;
}
else
{
last = currentIndex - 1;
}
currentIndex = (first +
last) / 2;
}
if (first > last)
{
printf("Value %.2lf does
not exist!\n", value);
}

free(ROM);
free(result);
return 0;
}

8.2 C Code for PC Microprocessor
#include
#include
#include
#include
#include

<stdio.h>
<math.h>
<stdlib.h>
<inttypes.h>
<time.h>

double stop_time = clock();
if (currentIndex ==
resultExpected)
{
printf("Test passed
OK!\n");
}
else
{
printf("Test faild!\n");
}
printf("Took time: %lf s\n",
(double)((stop_time - start_time) /

int main()
{
FILE * fTest = fopen("test.txt",
"r");
if (fTest == NULL)
{
printf("File test.txt does
not exist!\n"); ;
return -1;
}
double value;
int resultExpected, N;
fscanf(fTest, "%lf", &value);
fscanf(fTest, "%d",
&resultExpected);
fscanf(fTest, "%d", &N);
int sizeBytes = N *
sizeof(double);
double* ROM = malloc(sizeBytes);

free(ROM);
return 0;
}

for (int i = 0; i < N; i++)
{
fscanf(fTest, "%lf",
&ROM[i]);
}
fclose(fTest);
double start_time = clock();
int first = 0;
int last = N - 1;
int currentIndex = (first + last)
/ 2;
while (first <= last)
{
if (ROM[currentIndex] <
value)
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Implementation of Simpson's Rule
on a Dataflow Architecture
Zica, Petar



Index Terms: dataflow architecture, numerical
integration, Simpson's rule, Maxeler

[2]. In this approach, execution of the most dataintensive part of the application is delegated to
the Dataflow Engine (DFE), which runs on an
FPGA chip [3]. The DFE provides a dataflow
graph of executable actions, which is configured
for a given application through reconfigurable
logic of FPGA [4]. This platform offers a
significant improvement in execution time and
energy efficiency for big data applications when
compared with the existing multi-core and manycore control flow architectures [5]. However, this
approach does not perform well for the control
intensive, small-data applications and therefore,
speedup will not be achieved in such
applications.

1. INTRODUCTION

2. NEWTON-COTES FORMULAS

umerical integration, also called quadrature,
constitutes a broad family of algorithms for
calculating numerical value of a definite integral
[1]. Numerical integration has a history extending
back to the invention of calculus and before. Over
the centuries, many methods of numerical
integration have been devised. The method that
is of prime importance for this paper is the
method of approximate integration, wherein an
integral is approximated by a linear combination
of the values of the integrand. The need for
numerical integration comes from the fact that not
every function can be integrated analytically. In
addition, there may be situations where a given
function can be integrated analytically, but an
approximation formula may be a more efficient
alternative to computing the exact value of an
integral. Simpson's rule is a very frequently used
method for numerical integration, which
corresponds to the three-point Newton-Cotes
formula.

Newton-Cotes formulas, also called NewtonCotes quadrature rules, are a group of formulae
for numerical integration, based on evaluating the
integrand at equally spaced abscissas [6].
Integration of function ( ) over some interval
[ , ] is performed by dividing the interval into
equal subintervals, and then approximating the
tabulated function with a Lagrange interpolating
polynomial and integrating it in order to
approximate the area under the integrand ( ).
The values of the integrand at equally spaced
abscissas , , … ,
∈ [ , ], which are spaced
apart by a constant step ℎ, are defined by
equation 2. Equation 1 defines the step ℎ.

Abstract: This paper presents a dataflow
implementation of Simpson's rule, a method for
numerical integration. Simpson's rule is a NewtonCotes formula for approximating the integral of a
function using quadratic polynomials. Computing
the approximation of a definite integral with
Simpson's rule on control flow architecture has
shown itself to be a very slow and data-intensive
process, when a high-precision approximation is
required. The achieved results described in this
paper show that dataflow computing can provide
significant speedups. Considerations for future
work and improvements of the presented solution
are also discussed.

N

ℎ=( − )/
= ( ),

(1)

= 0, 1, … ,

(2)

The Lagrange interpolating polynomial P (x) of
degree less than or equal to n, that passes
through n points is given by equation 3.
( )=

The presented Simpson's rule algorithm has
been implemented using Multiscale Dataflow
computing, an alternative paradigm to parallel
computing, developed by Maxeler Technologies

( )=
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( )

−
−

(3)

(4)

Hence, the integral can be approximated by 5.
( )

≈

( )

number of points

≈

=

( )

(6)
(7)

A Newton-Cotes formula that uses the value of
the function at the endpoints, ( ) and ( ) is
called a closed formula. If the value of the
integrand is difficult to compute at the endpoints,
the integral can be approximated using the
values of the integrand strictly between the
endpoints, and such a formula is called an open
formula.
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3. SIMPSON'S RULE IMPLEMENTATION IN C
The starting point for implementing the
extended Simpson's rule is to implement the
extended trapezoidal rule, which serves as a
base for implementing various algorithms [8].
An important characteristic of the extended
trapezoidal rule is that one can double the
number of subintervals without losing the benefit
of previous work while integrating a fixed function
( ) between fixed endpoints
and . The
coarsest implementation of the trapezoidal rule is
to average the function at its endpoints. The first
stage of refinement is to add a value of the
function at the halfway point of the integration
interval to this average. The second stage of
refinement is to add the function values at one
quarter and three quarter points of the integration
interval. The iterative process of refining the
trapezoidal rule is shown in Figure 1.

=ℎ[

=ℎ

+

+

1
1
+
]
2
2
(8)
+ (ℎ
)
One might anticipate that there is a threeformula that is exact for polynomials up to and
including the degree of two. However, after
cancelling of coefficients due to left-right
symmetry of the formula, the three-point formula
is exact for polynomials up to and including the
degree of three. This formula is called the
Simpson's rule and it is given by equation 9.
( )

)

In a similar way, applying Simpson's rule to
each of the subintervals gives equation 11, which
is called the extended Simpson's rule.

2.1 Closed Newton-Cotes Formulas
A two-point closed Newton-Cotes formula is
called the trapezoidal rule [7], and it is given by
equation 8. The error term (ℎ
) signifies that
the exact value and the estimate of the integral
differ by an amount that is the product of some
numerical coefficient times ℎ times the value of
the function's second derivative somewhere in
the interval of integration. The two-point formula
is exact for polynomials up to and including the
degree of one.
( )

1
=ℎ[
2
+

( )

(

better insight, since one usually holds
and
fixed and wants to know how much the error will
be reduced by taking twice as many points.
Therefore, in the following equations only the
scaling of the error term with the number of
points will be shown.

(5)

For equally spaced points , , … ,
∈ [ , ],
a numerical integration formula of the form 6 is
called a Newton-Cotes formula. The quadrature
coefficients are defined by equation 7.
( )

(

is

1
3
(9)

2.2 Extended Closed Newton-Cotes Formulas
Extended formulas, also called composite
formulas, are obtained by dividing the integration
interval into subintervals and applying an
integration rule to each subinterval.
The extended trapezoidal rule is obtained by
applying the trapezoidal rule to each subinterval
[
, ], = 2, … , and the result is equation 10.
The error term expressed in terms of the
integration interval ( − ) = ( − ) and the

Figure 1: Refining of trapezoidal rule with
sequential calls to the trapzd function
With all of the presented information in mind,
an implementation of the extended trapezoidal
rule in C is given in Figure 2.
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The C function trapzd computes the nth stage
of refinement of an extended trapezoid rule. The
argument func is input as a pointer to the function
that is to be integrated between the limits a and
b, that are also input as arguments. When called
with n=1, the function will return the crudest
estimate of the integral. Subsequent calls with
n=2,3,... will improve the accuracy of estimation
by adding 2
additional interior points. The
trapzd function can be used to integrate the
function by the extended trapezoidal rule with a
predetermined number of refinement stages.
However, it is much better to refine the
trapezoidal rule until a specified degree of
accuracy is achieved.

modified C implementation of trapezoidal rule
from Figure 2. The C implementation of a
trapezoidal rule was modified so that the
summation of integrand function values is
computed on the DFE, if the number of addends
is at least 2 . If the number of addends is less
than 2 and since speedup is not achieved on
the DFE for small data inputs, the summation is
computed on the CPU. This is done in order to
utilize both the CPU's and the DFE's strong
sides and boost the performance of the
application.
#define EPS 1.0e-6
#define JMAX 20
float qsimp(float (*func)(float), float
a, float b, int n)
{
int j;
float s, st, ost = 0.0, os = 0.0;

#define FUNC(x) ((*func)(x))
float trapzd(float (*func)(float), float
a, float b, int n)
{
float x, tnm, sum, del;
static float s;
int it, j;

for(j = 1; j <= JMAX; j++)
{
st = trapzd(func, a, b, j);
s = (4.0 * st - ost) / 3.0;
if(j > 5)
if(fabs(s - os) < EPS * fabs(os) ||
(s == 0.0 && os == 0.0)) return

if(n == 1)
{
return s = (0.5 * (b - a)*(FUNC(a) +
FUNC(b)));
}
else
{
it = 1;
for(j = 1; j < n-1; j++) it <<= 1;
tnm = it;
del = (b - a) / tnm;
x = a + 0.5 * del;
sum = 0.0;
for(j = 1; j <= it; j++, x += del)
sum += FUNC(x);
s = 0.5 * (s + (b - a) * sum / tnm);
return s;
}
}

s;
os = s;
ost = st;
}
printf("Too many steps in qsimp\n");
return 0.0;
}

Figure 3: C implementation of Simpson's rule
5. DATAFLOW CODE
In this section, an analysis of the hardware
structure implemented in the DFE is provided.

Figure 2: C implementation of Extended
trapezoidal rule
Given an evaluation of the function with the
extended trapezoidal rule with steps, denoted
, and an evaluation with 2 steps, denoted
,
equation 12 has the residual error term in the
order of , the same as Simpson's rule.
4
1
−
(12)
3
3
Equation 12 is in fact exactly Simpson's rule,
and it is the preferred method for evaluating that
rule. Figure 3 gives a C implementation of
Simpson's rule. JMAX is the specified maximum
number
of
iterations
for
the
integral
approximation to converge with the specified
precision EPS.
=

4. HOST CPU CODE
Figure 4: Dataflow graph 1 which sums
the input values

The CPU code consists of a C implementation
of Simpson's rule, shown in Figure 3, and a
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The DFE is programmed with one or more kernel
programs, which implement dataflow graphs, and
a Manager program which orchestrates data
movement within the DFE. These programs are
written in a superset of Java programming
language, called MaxJ.
In the trapzd function, the summation loop has
data dependence from one iteration to the next, a
loop-carried dependence. Therefore, the dataflow
graph implemented in the DFE is cyclic [9].
Figure 4 shows the dataflow graph which
implements the required summation.
Graph elements represent the pipelined
hardware units on the DFE. Input data is
streamed from the CPU, which is represented
with the Input graph element. The Output
element represents streaming results from DFE
to CPU. In order to build a cyclic data path, it is
necessary to set the stream offset to the negative
value of the loop pipeline depth, denoted as
loopLength on Figure 4. The loop pipeline
consists of an adder and a multiplexer, which
selects the offset stream value if ready, or zero.
Counter element cnt is used to keep track of the
number of ticks that passed since the start of the
input stream. If the number of ticks passed is
greater than the loop pipeline depth, the offset
stream values are ready and the multiplexer will
start forwarding them instead of zeros. Counter
element cnt_output counts up to loopLength,
after which it resets and starts the count from
zero. This counter is used for controlling the input
stream, in order to wait for the offset stream
values to become ready. This is achieved by
inputting a new value every loopLength ticks. The
presented dataflow graph outputs four of the
same values, instead of one. This is done
because MaxCompiler requires that the output
stream be a multiple of 16B. The graph on Figure
4 sums two values every loopLength ticks. This
means that for N input values the execution time
would be equal to N*loopLength ticks. The
loopLength is a small value, but the number of
inputs can be very large. Therefore, it is
necessary to optimize the solution for time
efficiency, by limiting the number of inputs for the
presented graph. This optimization is presented
in the next subsection.

connecting its output to the input of the graph
from Figure 4. The second graph will limit the
number of input values for the first graph by
outputting only loopLength partial sums. This
interconnection of graphs is implemented with a
custom Manager program [10]. Figure 5
illustrates the interconnection.
Figure 6 shows the optimizing dataflow graph
that computes and outputs the minimum number
of partial sums, which are loopLength partial
sums. The graph itself is very similar to the first
dataflow graph. The main difference is that the
input stream is not controlled, as there is no
waiting for offset stream values to become ready.
Instead on each tick a new input value is
streamed and a partial sum is computed. The
value N represents the total number of input
values in the stream.

5.1 Optimization for stream summation
The optimization consists of implementing a
second dataflow graph on the DFE and

The performance of the presented solution has
been measured on the Maxeler Vectis DFE and
an Intel i5 CPU. Measurement results are given
in Table 1, which compares the CPU and DFE
performance. The integrand function used for the
measurement was ( ) = √ . The first column
shows the specified precision, or the number of
decimals on which the integral approximation
needs to converge, which corresponds to EPS
from Figure 3. The second column shows the
number of data points in the input stream,
required for the specified number of decimals.

Figure 6: Dataflow graph 2 which computes
partial sums
The total execution time for the optimized
solution is N - loopLength + loopLength *
loopLength ticks, which is better than N *
loopLength for a large N.
6. PERFORMANCE

Figure 5: Interconnection of dataflow graphs on
the DFE
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The remaining two columns give the CPU and
DFE execution time in seconds.
Precision
6
7
8
9

Number
of inputs
2
2
2
2

CPU time
[s]
0.840001
2.807263
18.348801
327.400933

algorithm. The input data could instead be loaded
into the external memory (LMem) on the Maxeler
card. In that way greater data transfer speeds
could be achieved.

DFE time
[s]
0.296774
1.573244
12.309496
98.323263

ACKNOWLEDGMENT
I would like to thank the Maxeler Belgrade
office for providing me their time and the
necessary hardware
for
measuring
the
performance of the application presented in this
paper.

Table 1: Comparison of CPU and DFE
performance results
As expected, a significant speedup has been
achieved by migrating the most data-intensive
part of the computation from CPU to DFE. Note
that, as the specified number of decimals
increases, and therefore the number of required
inputs increases, the difference between CPU
and DFE execution time becomes more and
more prominent.
7.
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CONCLUSION

Simpson's rule is a frequently used method of
numerical integration. In order to achieve high
precision integral approximations with this
method, a big data input load is required. Control
flow machines on their own are very time
inefficient under big data input conditions.
However, with the help of dataflow computing the
performance of big data applications can be
drastically improved. The results of this paper
support this claim.
The performance of the presented solution can
still be improved.
One possible improvement would be to
implement multiple dataflow graphs which would
sum the inputs in parallel.
The current solution streams input data from
CPU to the DFE for each iteration in the
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Generating Algorithms for
Counting k-grams
Novosel, Rok and Mihelič, Jurij

In order to obtain a distribution, one must count all
k-grams in a given string. Counting k-grams is particularly useful for identifying natural languages [4]
and classifying the family of genomes to which a
given genome belongs [11].
Simple and theoretically efficient algorithms
(with linear time complexity) for counting k-grams
are straightforward to design and implement. However, input strings are often very large and thus even
small speed gains can greatly improve the total processing time. Several fast implementations of such
algorithms already exist. For example, Jellyfish [6] is
an efficient parallel tool for counting k-grams. It utilizes a lock-free hash table and a space-efficient encoding of keys to count the k-grams. Another tool
for counting k-grams is BFCounter [8]. It proceeds
in two steps: first, it uses a probabilistic data structure called bloom filter to find non-unique k-grams,
then, in the second pass, the algorithm counts only
non-unique k-grams.
In this paper we explore a different approach
from the field of generative algorithmics, where the
idea is to generate a specific algorithm for a given
application. Such generated algorithms are often
used when exploiting parallelism, e.g., in data-flow
computing where one programs the data-flow computation graph [9]. Our generated algorithm is
based on finite state automata [5], where we use
automata representation based on lookup tables.
The process consists of two phases: in the first
phase, the algorithm is created with another algorithm, called the generator, using the parameters
which are important for a given application, while
in the second phase the generated algorithm is used
(maybe multiple times) to count k-grams in a given
input.
To develop the generator in the form of software
tool and accompanying library, we use an approach
from the field of algorithm engineering [10]. The
engineering process consists of several phases such
as algorithm design, analysis, implementation, and
experimental evaluation. For the latter, we follow
the process from [7].
In the rest of the paper we first describe a formal definition of the problem of counting k-grams
in a given string. We also briefly describe a general

Abstract: The problem of counting k-grams in
a given string is one of the fundamental problems
in computational linguistics, bioinformatics, and related fields. Current algorithms are already quite
efficient in a theoretical as well as practical sense.
However, as the lengths of input strings grow, even
the best linear time algorithms may be too slow for
some applications. Thus, in the process of algorithm
engineering, various algorithm and code tuning techniques may be applied in order to gain additional
speedups.
In this paper we explore the approach of generative algorithmics, where for various parameters
of a problem, a dedicated algorithm is generated.
In particular, for the problem of counting k-grams,
where the parameters are k and input alphabet Σ,
we generate a specialized algorithm based on a finite state automaton. We describe in details the
construction of automaton using a tabular representation of a transition function, and design a software
tool that automatically generates the source code as
a self contained package. Finally, we present an experimental evaluation of the generated algorithms.
For the selected parameters of the problem, we explore several performance issues, such as the size of
automaton and its efficiency.
Index Terms: generator, k-gram, k-mer, counting, experimental evaluation, performance

1.

Introduction

nalysis of sequential data such as text, protein
A
sequences, signals etc. is one of the fundamental problems in computer science. For the purposes

of this paper we call such sequences strings and the
elements the string consists of are symbols. There
are many ways to gather statistical information from
the string and one of them is to obtain a distribution
of short substrings. Such substrings of a particular
length k are often referred to as k-grams or k-mers.
Manuscript received Nov, 2016.
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Data”.
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and straightforward algorithm for the problem. Afterwards, we describe details of the automaton generation and space-complexity analysis. Additionally,
we also provide details on the algorithm implementation and practical issues when using the generator.
In Section 3 we present a thorough experimental
evaluation of the proposed approach. We evaluate
several performance characteristics of the obtained
automata for several test scenarios. Finally, Section
5 concludes the paper.

set of automaton states Q is defined as the union
of strings over alphabet Σ of length ≤ k, i.e.,
Q = ∪ki=0 Σi = {q0 , q1 , . . . , qν(k)−1 }.
Furthermore, the states are also enumerated (for the
purpose of the implementation) in their lexicographical order. Here, q0 = ε and F = Σk . Notice that,
the states can be grouped as Σ0 , Σ1 , . . . , Σk , each
group Σi representing a recognition of the i-grams.
Since |Σi | = |Σ|i , the total size of the first i groups
is
|Σ|i+1 − 1
.
ν(i) = Σij=0 |Σ|j =
|Σ| − 1
Consider an example, for k = 2 and Σ = {A, B} we
have Q = {ε, A, B, AA, AB, BA, BB} and ν(0) =
1, ν(1) = 3, and ν(2) = 7.
Next, we construct a transition function δ. Dei
k
fine Q<k = ∪k−1
Consider
i=0 Σ and Qk = Σ .
σj ∈ Σ. For qi ∈ Q<k we define

2. Counting k-grams
2.1

Problem Definition

First, let us define the problem of counting kgrams in a given string. An alphabet, denoted with
Σ, is a finite non-empty set of symbols, e.g., binary alphabet Σ = {0, 1}, or genomic alphabet
Σ = {A, C, T, G}. A string is a finite sequence
of symbols from Σ: we denote the length of string
s = s1 s2 . . . sn with |s| = n. Let Σn = {s : |s| =
n ∧ si ∈ Σ} be a set of all strings of length n. Here
Σ0 = {ε}, where ε represents the empty word.
Substring (or a factor) of a string s = s1 s2 . . . sn
is a string t = t1 t2 . . . tk consisting of k consecutive
symbols in s, i.e., for each 1 ≤ j ≤ k we have tj =
si+j−1 . Finally, a k-gram is a length k substring of
a given string s. A string of length n contains at
most n − k + 1 different k-grams.
Now, the problem of counting k-grams is, for
a given k and a string s, to count the number of
occurrences of each k-gram in s. For example, a
string banana contains three different 2-grams: ba,
an, na, where the first occurs once, and the other
two twice.
2.2

δ(qi , σj ) = |Σ|i + j + 1,
and for qi ∈ Qk we define δ(qi , σj ) as
ν(k − 1) + |Σ|((i − ν(k − 1)) mod |Σ|k−1 ) + j.
To continue our example, the graphical representation of transition function is shown in Figure
1. Here, transitions for qi ∈ Q<k are represented
with dotted lines. Notice, that the dotted lines span
a perfect |Σ|-ary tree. The corresponding tabular
representation of the automaton transition function
is in Table 1.
start
A

B

A

B
B

A

General Algorithm
A

Let us briefly present the general algorithm for solving the problem for any k. The algorithm is straightforward and consists of a loop over all k-grams in
the input string while using a hash table to maintain
integer counter for each k-gram. Its time complexity is Θ(n).
2.3

ε

AA

B

B

B
A
A

B
AB

A

BB

B

BA

A

Figure 1: The diagram (states and transitions) of
automaton from the example.

Generated Algorithm

The size of the generated automaton is basically
the size S(|Σ|, k) of the table used to represent transition function, which is

Now let us focus on the generative approach, where
for a given k and Σ, a specialized algorithm is automatically constructed. The specialized algorithm
is based on finite state automata [5], which are defined by specifying a quintuple A = (Q, Σ, δ, q0 , F ),
where Q is finite nonempty set of states, Σ is an alphabet (as defined above), δ is a transition function,
q0 is a start state, and F is a set of final states.
In what follows we describe the algorithm for
generating a k-gram counting algorithm. First, the

S(|Σ|, k)

= |Q| · |Σ| = ν(k)|Σ|
|Σ|k+1 − 1
= |Σ|
|Σ| − 1
=

(1)

Θ(|Σ|k+1 ).

Thus, we have polynomial complexity in the alphabet size |Σ| and exponential in k.
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State
Label Id
ε
q0
A
q1
B
q2
AA
q3
AB
q4
BA
q5
BB
q6

just the execution of the generated automaton and
is presented in Algorithm 1. The inputs to the algorithm are A – the automaton description, and s
– the input string.
Finally, to store the result of counting, the structure also provide a field result, which contains frequencies after the algorithm is finished.

Σ
σ0 = A
q1
q3
q5
q3
q5
q3
q5

σ1 = B
q2
q4
q6
q4
q6
q4
q6

2.5

Since the generating procedure is a bit complex, we
have developed a script using a GNU make utility
[3], which automatically performs the generation.
To run the script, several arguments must be provided:

Table 1: The tabular representation of transition
function δ of the automaton from the example.
2.4

Use of the Generator

Executing the Automaton

To put the above construction into a practice,
several implementation details have to be dealt
with. To describe the automaton, our implementation uses a structure with several fields such as
state count, which contains the number of states,
and alphabet size, which contains the number of
symbols in the input alphabet. State count is at the
same time also the number of all possible k-grams
up to the length k. To obtain the actual string
representing a specific k-gram, we also provide a
mapping from the state number to its name in the
field state names. Transitions are represented with
a lookup table, named transtions, but stored as
a one-dimensional array.
In the implementation we represent both states
and input symbols with non-negative integer numbers; thus, in the automaton design we take special
care that both can be easily enumerated. However,
in the computer environment input symbols are usually represented using some coding, such as ASCII,
which is not necessarily conveniently enumerated.
For this reason, our generator also constructs a mapping table, named char map, from the character
code to its corresponding number. If the symbol is
not in the alphabet it is mapped to -1, which also
indicates an error in the input.

• K – the size of k-grams,
• ALPHABET – the input alphabet Σ,
• OUTPUT FILE – the name of a C header file,
where the generated automaton will be saved,
• AUTOMATON NAME – the name of a variable,
which will contain the automaton definition,
• ALG VERSION – the type of a generated algorithm.
For example, to generate the automaton from
Figure 1, a user would run (as a one-line command):
make generator K=2 ALPHABET=AB
OUTPUT_FILE=countbigrams.h
AUTOMATON_NAME=automaton
ALG_VERSION=0
The result of this is a creation of a new file named
countbigrams.h, which contains a variable named
automaton of a special type kgrams t. This type
as well as the function count kgrams (used later)
are both provided in a C header file kgrams.h.
#i n c l u d e <s t d i o . h>
#i n c l u d e ” kgrams . h ”
#i n c l u d e ” c o u n t b i g r a m s . h ”

Algorithm 1 Counting k-grams with the generated
automaton.
1: function countKgrams(A, s)
2:
state ← 0
3:
for ch in s do
4:
ch idx ← A.char map[ch.toInt]
5:
if ch idx < 0 then Error
6:
state ←
A.transitions[state · A.alphabet size
+ ch idx]
7:
A.result[state] += 1
8:
end for
9: end function

i n t main ( i n t a r g c , c h a r c o n s t ∗ a r g v [ ] ) {
c h a r ∗ i n p u t = ”ABABABAB” ;
c o u n t k g r a m s ( automaton , i n p u t ) ;
// P r i n t t h e non−z e r o c o u n t s
f o r ( i n t i = 0 ; automaton . s t a t e c o u n t ; i ++) {
i f ( automaton . r e s u l t [ i ] != 0 ) {
p r i n t f ( ” b i g r a m : \%s , Count : \%d\n ” ,
automaton . s t a t e n a m e s [ i ] ,
automaton . r e s u l t [ i ] ) ;
}
}
return 0;
}

Listing 1: Use of the generated library
Let us now briefly present an example of how
to use the generated automaton. See also Listing 1 for accompanying source code. First, a user
must import both C header files, i.e., kgrams.h

The algorithm for counting the k-grams is thus
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and countbigrams.h. Then, to count k-grams,
she calls the function count kgrams(automaton,
input), where automaton is the generated automaton definition and input is an input string containing symbols of the specified alphabet. Finally,
to print the frequencies of all present k-grams, use
a loop over all states, i.e., k-grams.
Finally, the ALG VERSION argument supports the
choice of the generated algorithm. In all our examples and experiments we used ALG VERSION=0,
which indicates the choice of automaton-based algorithm. The two other supported values are:
ALG VERSION=1 – an automaton-based algorithm
with space improvements, and ALG VERSION=2 – a
Python-based module with corresponding bindings
to the generated C library.

Figure 2: Comparison of the automaton generating
times for various sizes of k-grams (y-log plot).
3.3

3. Experimental Evaluation
3.1

As suggested by the analysis of the size of a generated automaton (see equation (2) in the previous
section), the size of the corresponding source code
should grow very fast when parameters k and |Σ|
are increasing. We confirm this observation with an
experiment. Similarly to the previous experiment,
we run the generator for k = 2, . . . , 10, where for
each k we vary |Σ| from 2 to 26, but we stop when
the size grows over 700 MiB.

Test Environment

We performed the experimental evaluation using a
computer equipped with Intel Core i5-5257U processor running at 2,7 GHz. The installed memory
hierarchy consists of 32 KiB of L1 cache, 256 KiB
of L2 cache, 3 MiB of L3 cache and 8 GiB of main
memory. The computer was installed with OSX operating system running El Capitan version 10.11.5.
3.2

Source Code Size

Generating Time

In the first experiment, let us concentrate on the
time needed to generate an automaton for various
parameters k and |Σ|. In particular, our test scenarios consisted of k = 2, 3, . . . , 10. Our goal was to
test moderate k values (which often appear in practice), because we anticipated long running times
with large values of k. In each scenario, we vary
the alphabet size |Σ| = 2, 3, . . . , 26 — including the
two practically most important ones, i.e., |Σ| = 4
(the genomic alphabet), and |Σ| = 26 (the English
alphabet). Additionally, we restricted the running
times beforehand to a maximum of 100 seconds to
avoid long-running generating tasks.
The obtained running times of the generator program are given in Figure 2. The generator is very
fast for k = 2 and k = 3 while achieving moderate
running times for k = 4 and k = 5. For other k’s the
running time is increasing quite sharply: specifically,
the greater the k the steeper the curve. Particularly,
generator for k = 10 manages to create automata
only up to |Σ| ≤ 5 in the given time limit. Nevertheless, the running time of the generator may
not represent a significant practical obstacle, since
the generator is usually used only once; even several minutes should be acceptable in most practical
circumstances.

Figure 3: Comparison of the size of generated source
code.
See Figure 3 for a graphical presentation of the
results. For k ≤ 4 the size stays below 100 MiB for
all |Σ|, but for k ≥ 5 the power of high exponent
in the polynomial of space complexity prevails. The
extreme example is k = 10 when the barrier of 700
MiB is hit in four steps. Such large source-code
sizes may even be deemed impractical.
3.4

Automata Compilation Time

In this subsection we explore the time of compilation for the generated automata. For testing purposes we started with a minimal C program shown
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in Listing 2 and saved into a file named main.c.
i n t main ( ) { r e t u r n 0 ; }

Listing 2: A minimal C program.
Then we compiled the program using GNU C
Compiler [2] and included necessary header files with
the -include option. The compilation instruction
is listed in Listing 3.
g c c −O3 −W a l l −o main main . c −i n c l u d e ” kgrams . h ”
−i n c l u d e ” / automaton / p a t h ”

Listing 3: Compiling the minimal C program with
necessary headers.

Figure 5: A comparison of running times for the
general algorithm (log-log plot).

Figure 4: Compilation times for the basic automaton (y-log plot).

Figure 6: A comparison of running times for the
automaton-based algorithm (log-log plot).

Compilation times are presented in Figure 4.
The reason behind the exponential growth of compilation times lies in the size of the header files. As
header files’ size grow exponentially as |Σ| increases,
so does the time required to compile them.
3.5

speedup, i.e., a ratio of the running times of the
general algorithm and the automaton based one.
The maximum speedup is achieved when k = 5 for
all input lengths: all speedups are well over 30 and
can be as much as 42. Furthermore, the average
speedup is around 36. Unfortunately, the speedup
is decreasing when k is above 5, but for k = 10 it
is still around 5.

Execution Time

Finally, with the most important experiment, we
present a comparison of the running times of the
general (see Section 2.2 ) and generated algorithms
(see Section 2.3). We performed all experiments
with input strings over a genomic alphabet, i.e.,
k = 4, for which we see the greatest applicability
of the presented approach. In particular, we run the
experiment for each k = 2, 3, . . . , 10 and for various
input lengths n from 105 to 109 . The plots of the
results are presented in Figures 5 and 6, respectively.
First, observe that the automaton-based algorithm is superior to the general one. For example,
when k = 10 and n = 109 , its running time is 73.6
seconds while for the general algorithm it is 344.1
seconds. Next, observe also that the parameter k
has a significant impact on the running time of both
algorithms.
A different and a more direct comparison of
the algorithms is given in Figure 7. It presents a

Figure 7: Speedup of the automaton algorithm over
the general one.
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The speedup decrease is most probably due to
the increasing size of the automaton, which is causing many cache misses. To check this hypothesis,
we used a cachegrind [1] tool, which reports a detailed analysis of cache misses for a particular program. The results of the analysis are in Figure 8.
The charts clearly shows a jump in cache misses
when k = 6 and above, which supports our hypothesis.

misses still exists and no significant speedups were
obtained. Another idea for the further work is also
to completely eliminate the lookup table by directly
calculating the next state – the approach that needs
yet to be developed and tested.
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Figure 8: Cache misses of the automaton algorithm.

4. Conclusion
In the paper we presented a generative approach
to solving an important problem of counting kgrams in a given input string. We described the
approach and the accompanying software tool in
details. We also experimentally evaluated the proposed approach from several viewpoints.
Our findings show that the automaton generating time, source code size, as well as compilation
time are all increasing quite fast when the parameters k and |Σ| are increasing. However, for smaller
values (which may often occur in practice) of the parameters the approach may yield practically usable
and efficient algorithms. The efficiency is demonstrated with our last experiment, where we show
that potential speedups are as high as 30 or more
on the average and at least 5 in the worst-case considered. With a detailed analysis, we also investigated the bottleneck of the algorithms, which is
in the huge size of the generated automaton transition table due to which many cache misses may
occur during the automaton execution.
To improve on this issue we also tried an improvement in the size of the transition table (specifically, halving the table); however, the issue of cache

Rok Novosel received his bachelor’s degree in Computer
Science from the University of Ljubljana in 2016. Currently, he is studying at the masters’ program at the Faculty of Computer and Information Science. His research
interests include algorithm engineering, web technologies and machine learning.
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Experimental Evaluation and Comparison
of Memory Allocators in the
GNU/Linux Operating System
Zavrtanik, Matej and Mihelič, Jurij

of memory, and the latter with the release of the
corresponding reserved portion.
Dynamic memory allocation deals with memory
allocation at the application run time, i.e., during
its execution, while static memory allocation is performed at compile time. In this paper we are mainly
interested in the dynamic memory management; in
particular, our goal is to experimentally evaluate
various memory management systems. We are interested in their performance under various conditions as well as in the effect various memory allocation systems have on the performance of applications. Since memory allocation is such a fundamental operation in any software application, its
efficiency is of a greater importance.
From the programmer’s point of view, proper
memory management is usually considered a tedious and mundane programming task. As such
many high-level programming languages support automatic memory management via garbage collection mechanism which automatically recycles memory that is not used anymore. Nevertheless, the
programmer must still take care for proper allocation of memory. On the contrast, many system programming languages support only manual memory
management where the programmer must explicitly
allocate as well as deallocate memory. No matter
what is the approach, every memory allocation and
deallocation system must be correct, efficient, flexible, and easy to use [14].
In the last few decades we have witnessed a transition from single core to multi-core processors [15].
This transition and also a diversity of applications,
platforms, and allocations techniques have been the
main driving force for several new developments of
memory allocators, such as Google’s thread-caching
allocator and others.
According to [11, 12] a good memory allocator
needs to balance a number of goals, such as maximizing compatibility, portability, tunability, locality, and error detection as well as minimizing space,
time, and anomalies. Notice that, the effect of
memory allocator on the application performance

Abstract: Memory management is one of the
most important and fundamental services offered to
software applications by operating systems and other
system environments. It may have a significant impact on the efficiency of the application, both in
terms of running time and memory consumption.
In the past decade, several new memory allocators
have been developed with the goal of scalability in
the multi-threaded environments. The main driving
force for these developments is a transition of computer hardware from single-core to multi-core processors.
In this paper we present an experimental evaluation of six general-purpose memory allocators, which
are all available under an open-source software license. For the purpose of the evaluation we focus
on several performance criteria. First, we examine
the performance, i.e., running time and memory consumption, of several software applications when running with different memory allocators. Afterwards,
using our own benchmark program, we examine the
locality of allocated blocks and scalability in the context of multi-threading. Finally, we focus on the
memory consumption and fragmentation.
Index Terms: memory, allocation, experimental
evaluation, performance

1. Introduction
n this paper we focus on memory management,
Ifered
which is one of the fundamental services ofto software applications by operating systems,
execution environments, and standard libraries of
programming languages. General-purpose memorymanagement systems basically offer two operations:
allocation and deallocation of the memory, where
the former deals with the reservation of a portion
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may be significant; in particular, the difference in
efficiency may be as high as 50% between different
allocators.
In the scientific literature several evaluations
of memory management systems were already performed. Impact of block placement inside cache index was examined in [2] and causes of memory fragmentation were examined in [10]. Recently, a study
in [3] tested performance of four allocators, but they
did not include jemalloc or Lockless in benchmarks.
In the next section we give a brief overview of
the memory allocators selected for the experimental
evaluation. Afterwards, in Section 3, we present the
experimental setting and our benchmark program.
Furthermore, we describe the experimental evaluation and discuss the results. Finally, in Section 4,
we conclude the paper.

and scalable concurrency support [7]. It was developed by Jason Evans around 2006 and is the default
allocator of the FreeBSD operating system; additionally, it is also used in Firefox internet browser
and Redis database. It uses both arenas and thread
local storage to concurrently allocate blocks. Blocks
are stored with combination of binary buddy systems
and bitmaps inside chunks of size 2 MiB; bigger
blocks store corresponding metadata in red-black
trees.
Thread-caching malloc (tcmalloc) Engineers
at Google recently developed a new allocator written in C++ programming language with the main
focus on good performance with threads [8]. It
uses thread cache (thread local storage) to allocate blocks smaller than 32 KiB without using locks,
while blocks bigger than 32 KiB are handled by the
central page heap.

2. Memory Allocation
In this section we briefly describe general-purpose
memory allocators (often abbreviated as malloc),
which we included in the experimental evaluation.
One of the selection criteria was that the allocator is
publicly available under an open-source license and
that its development has not been abandoned.

Lockless (lockless) As is suggested by the name,
this allocator avoids locking when allocating blocks
by using thread-local storage and lock-free queues
[13]. Blocks smaller than 512 B are stored in SLABs
(a contiguous piece of memory) [5], blocks bigger
than 512 B and smaller than 256 MiB are stored in
B-tree while blocks bigger than 256 MiB are mapped
directly using the operating system.

Doug Lea’s malloc (dlmalloc) The development of this memory allocator [12] was initiated in
1987 by Doug Lea. It has been maintained and
evolved with the help of many volunteer contributors ever since. Blocks are stored in linked lists and
efficiently implemented with a technique of boundary tags. The allocator is not scalable and uses a
global lock to synchronize allocation requests.

3.

Experimental Evaluation

In this section we describe the experimental evaluation of the above described memory allocators and
discuss the results. In what follows, we first describe
the test environment used to perform experimental
evaluation. In Subsection 3.2 we present the first experiment with several well-known applications and
discuss the efficiency (running time and memory
consumption) of the allocators. Afterwards, we describe our benchmark program followed by several
subsections each describing one experiment and the
corresponding results. In the experiments where the
running time was measured we took the median of
three measurements.

GNU malloc (gnumalloc) This allocator is a
part of the GNU C library [1] and is its default allocator. It is based on ptmalloc [9], which is further
based on dlmalloc. Most important difference to
dlmalloc is in the use of multiple arenas for concurrent allocation and deallocation of memory. Each
arena has its own lock for synchronization purposes.
Hoard (hoard) The goal of this allocator is a
scalable memory allocation and availability in several operating systems [4]. It was developed in
the C++ programming language by Emery Berger
around 2000. It separates heap into per-processor
heaps and a global heap. All heaps use locks. Small
blocks are stored inside superblocks of size 64 KiB;
blocks bigger than half of the size of a superblock
are mapped directly using the operating system.

3.1

Test Environment

We performed the experimental evaluation using a
computer equipped with Intel Core i5-4570 processor running at 3,2 GHz. The installed memory hierarchy consists of 32 KiB of L1 cache, 256 KiB
of L2 cache, and 16 GiB of main memory. The
computer was installed with GNU/Linux operating
system running kernel version 3.13.
In the command-line interface of the Linux operating system, it is very straightforward to select
memory allocator for a particular program: it can be

Jason Evans’ malloc (jemalloc) This allocator’s main design goal is fragmentation avoidance
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simply specified using the LD PRELOAD environment
variable by providing the path to the corresponding
dynamic library containing the allocator. For example, to select jemalloc we execute a program with
the following (one-line) command

number of elements in red-black trees lower than in
linked lists.
Notice also, that when the size of red-black tree
grows, objects get scattered around in memory because of node rotations. For this reason, the trees
should be stored in as few different pages as possible, in order to avoid translation lookaside buffer
misses as much as possible.
In a single-thread scenario, the benchmark process consists of five phases. In each phase the blocks
are allocated, then evaluated for the specified number of times, and finally at the end, the allocated
blocks are returned to the allocator. During the
evaluation phase, the blocks in a linked list are read
and modified, while the blocks in a tree remain unchanged. In the multi-thread scenario the number
of phases remains the same, but the work is divided
equally among the threads.

LD_PRELOAD="/usr/local/lib/libjemalloc.so"
./program

3.2

Application Performance

Let us first present the performance of the chosen
memory allocators when used with various application programs, namely perl, gcc, and sed, all wellknown programs in the Unix/Linux world. We measured running time and memory consumption for the
three programs and six allocators. Table 1 gives the
results. We left the consumption for sed out since
it was to low.
alloc. \ app.
dlmalloc
gnumalloc
hoard
jemalloc
tcmalloc
lockless

perl
28.3 387
20.8 443
20.7 520
20.5 445
20.6 404
19.6 464

gcc
67.3 101
68.1 101
73.0 109
71.1 105
76.3 110
66.3 107

sed
6.3
6.6
6.0
6.3
6.4
6.0

3.4

In this section we examine the impact of the locality of the allocated blocks on the performance
of programs. Our benchmark program spawns four
threads to utilize all four cores of the test environment. Workload per thread is the same, and includes allocation of blocks of different sizes and insertion of objects into a linked list or a red-black
tree. All objects in both data structures are read
from or written to the memory at least once and
at the most 1000 times; this test factor is called
the number of evaluations and defines four test scenarios, i.e., with 1, 10, 1000, and 1000 of object
evaluations per each phase.
The running times of our locality benchmark
program are given in Table 2. Here, the lockless
allocator performed the best in all four test scenarios. It is tightly followed by jemalloc, which also
performs extremely well with higher number of evaluations. The dlmalloc allocator is drastically slower
in comparison to all the others – the reason for this
is most probably due to the lock contention problem.

Table 1: Comparison of the allocator performance
for several system programs. For each program its
running time is in seconds (left) and memory consumption in MiB (right) are given.
In our benchmark, the script for perl is using all
four cores, but gcc and sed are both single threaded.
The allocators behave similarly, with and exception of dlmalloc, which is slow when executing perl
script, but has the lowest memory consumption.
Notice that, in the perl scenario, the maximum
relative difference in running time and memory consumption is more than 40% and 30%, respectively.
Hence, memory allocation mechanism may have a
significant impact on the application performance.
3.3

Locality of Allocated Blocks

Benchmark Program

alloc. \ eval.
dlmalloc
gnumalloc
hoard
jemalloc
tcmalloc
lockless

Our benchmark program is written in the C programming language and uses both linked list as well
as red-black tree data structure [6] to store objects
of different sizes. The stored objects are either
strings of various lengths or structures containing
integer numbers.
The choice of data structures is based on the
reasoning that locality plays a greater role in using a linked list than a binary tree: for the latter,
the memory blocks reserved for the tree nodes get
scattered around in the memory as the tree grows.
Because of this, the choice was made to set the

1
4.51
0.63
0.70
0.42
0.39
0.34

10
3.64
1.53
1.50
1.22
1.23
1.08

100
17.4
11.1
9.7
9.3
9.8
9.3

1000
163.4
107.4
91.7
89.7
94.1
89.7

Table 2: Comparison of the performance due to the
locality of the allocated blocks. Running times are
given in seconds.
Notice that the time for allocating all blocks is
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the same for all test scenarios. Thus, the column
labeled 1 also gives the upper bound on allocation
time (also for all the other scenarios). Furthermore,
comparing the columns labeled 1 and 1000 suggests
that – in the scenario of 1000 evaluations – for all
allocators except dlmalloc, the allocation time is
bellow 1%. This indicates, that blocks allocated
by gnumalloc and dlmalloc have worse locality of
allocated blocks as both performed much worse than
other allocators in case of 1000 evaluations.

lockless and tcmalloc. Nevertheless, they both additionally (yet infrequently) use global storage, and
consequently having a lesser impact on the scalability [8, 13].
alloc. \ threads
dlmalloc
gnumalloc
hoard
jemalloc
tcmalloc
lockless

1
21.0
22.8
31.4
22.5
24.3
18.2

2
21.5
14.3
16.6
11.2
11.0
9.3

4
41.7
11.8
8.8
6.0
6.7
5.0

Table 3: Comparison of multi-threading scalability:
running times are in seconds.
In this experiment we run the benchmark with
one, two, and four threads. The reported running
times are in Table 3. See also Figure 2 for achieved
speedups. Again lockless outperformed all the others, and is closely followed by jemalloc. All allocators except dlmalloc and gnumalloc scale very
well. However, gnumalloc still scales, but not as
much as the other allocators (excluding dlmalloc).
In particular, dlmalloc is extremely non-scalable as
its running time may even increase when using more
threads due to lock contention and possibly falsesharing problem. As seen from the results, gnumalloc (which uses arenas) is less efficient than tcmalloc or lockless (which use thread-local storage).

Figure 1: Impact of locality on the running time. In
scenario 1 the height of dlmalloc’s bar is not to the
scale (the slowdown is actually around 7).
The relative comparison of the performance of
the allocators to the gnumalloc is depicted in Figure
1. For example, in the case of scenario 1, dlmalloc
performs several times worse than gnumalloc. However, as the number of evaluations is increasing, the
ratios seems to be converging to 1.
Here, we assume that the performance of gnumalloc and dlmalloc allocators is worse because of
the implementation of storing free blocks. They
both use linked lists with boundary tags method,
unlike the other allocators in the benchmark, which
group blocks of the same size together by either using bit fields or SLABs [5]. Additionally, dlmalloc
performance is worsened by not having the mechanism to recognize different threads. Hence, it may
suffer from the false-sharing problem [4].
3.5

Figure 2: Speedup of allocators when using more
threads.

Scalability of Multi-threading

Scalability of the allocator in the context of multithreading is another important issue when considering a memory allocator for memory intensive server
applications. Most of the new allocators have been
developed with scalability as one of the main objectives. Some allocators use thread-local storage
which enables avoidance of specific synchronization
mechanisms. Two examples of such allocators are

3.6

Memory Consumption and Fragmentation

In this section we examine how efficient are memory allocators when managing their use of the main
memory. We are interested in two issues: memory consumption, i.e., the total size of memory requested from the operating system, and memory
fragmentation, i.e., the difference between memory
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consumption and the total size of allocated memory. Although allocators try to keep fragmentation
as low as possible, it is very common that memory
gets sacrificed in order to speed up allocations.
We have performed the similar benchmark as before (see Section 3.3), only with a smaller workload.
Additionally, we also logged memory consumption
(on every 1000th call to malloc or free function)
throughout the test. The results of the experiment
are shown in Figure 3. The abscissa shows the number of calls to the allocator through time (from the
start to the end of the test).

eral allocators achieved almost the same maximum
memory consumption. In particular, dlmalloc and
gnumalloc have almost the same maximum consumption, which is not unexpected because both
allocators use similar techniques for storing blocks.
Furthermore, jemalloc, tcmalloc, and lockless have
roughly the same maximum consumption, since all
three allocators use similar techniques for storing
smaller blocks.
Notice that, the point in time, where jemalloc,
tcmalloc, and lockless achieve the maximum, is the
same (see also graph in Figure 3). Hence, they have
similar fragmentation at that point.
4.

In this paper we experimentally evaluated several
memory allocators. All of them are available under
an open-source license. We have compared speed,
scalability, locality, memory consumption, and fragmentation of six memory allocators. Many authors
have stressed the importance of locality of allocations, but to our knowledge there were no previous
tests or benchmarks to check those claims. We
have experimentally showed that locality of allocated blocks has impact on running times.
In general, the fastest allocator we tested seems
to be lockless. It outperformed the others in both
single-threaded and multi-threaded tests. The only
drawback of lockless was a slightly bigger memory
fragmentation than the one of jemalloc and tcmalloc. All three allocators have comparable performance and memory fragmentation, therefore all of
them may be considered as a replacement for gnumalloc, which is a default one when using GNU C
library in the Linux environment.
To the best of our knowledge the selected allocators have not yet been compared with each other
in such a way. Nevertheless, there are a lot of possibilities to extend our work. For example, application performance could be extended on a bigger set
of applications. Additionally, the benchmark program could be extended to support more test scenarios and also to report more performance indicators, which could ease the analysis of some issues
such as memory fragmentation.

Figure 3: Memory usage over time.
For several allocators, e.g., gnumalloc, lockless,
the five phases of the benchmark can easily be observed from the shape of the line graph. Notice also,
that despite each thread having the same workload,
some threads progress faster, which explains different shapes of peaks in the later phases.
Observe also, that hoard and dlmalloc did not
return the reserved memory back to the system. In
particular, for dlmalloc, the reason for being so, is
that it returns memory to the system only when
there is enough free space on the top of the heap.
In the case of hoard, a decision not to return free
memory to the system seems to be a poor choice
from the point of fragmentation.
allocator
dlmalloc
gnumalloc
hoard
jemalloc
tcmalloc
lockless

average
138.2
76.8
180.9
47.1
57.4
61.5

Conclusion

maximum
151.2
150.5
203.3
131.6
131.6
132.9
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