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Dataflow Program Graphs
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Abstract—Reconfigurability and huge density of today’s de-
vices constitute an ideal tool to experiment and implement new
forms of computation. The number of cores integrated onto a sin-
gle die is expected to climb steadily in the foreseeable future. This
transition to many-core chips (thousand of cores per processor) is
driven by a need to optimize performance per watt. Thus, several
computer research groups are trying to understand how best
connect these cores, to design parallel programs, and how many
core architectures and their software can scale to the thousands
of cores that hardware will be able to support in a decade. In this
scenario, our question is whether it is time to revaluate dataflow
and functional paradigms. Here we present a dataflow machine
prototype that includes identical processors which constitute the
reconfigurable environment devoted to accelerate the execution
of chunks of dataflow program graphs directly into hardware.
The processor consists of a set of identically thin computing
units, co-designed between the homogeneous High-Level Dataflow
System model and the Backus functional programming style,
and a custom reconfigurable interconnect. As a result of the
co-design approach, the one-to-one mapping between actors of
the model and computing units of the processor happens in a
straightforward manner. In this way, it is possible the execution of
static dataflow program graphs without using memory to store
partial results when data tokens flow from a computing unit
to another; and without generating control tokens during the
computation so that graph executions occurs in a completely
asynchronous manner. Finally, by means of an FPGA-based
demonstrator, specifically realized to validate the basic design
choices of the prototype, some experimental results in solving a
linear equation system with the Jacobi and Gauss-Seidel iterative
algorithms are reported and discussed

Index Terms—dataflow; asynchronous computing; high perfor-
mance; functional programming; reconfigurable system; parallel
architecture; embedded system.

I. INTRODUCTION

THERE is still a slight inclination on the part of the HPC
community to embrace the dataflow ideas in order to

speed up the execution of scientific applications. The reasons
are mostly of a pragmatic nature rather than technical. A
dominant reason why the HPC community and, in particular,
the applications programmers do not pay more attention to
the advanced dataflow architecture ideas is due by the fact
that, in the past, very high performance dataflow systems of
commercial grade were not readily available on the market.
Simulations and relatively low speed, low density prototypes
of academic, and inefficiency, in terms of performance, did
not made dataflow architectures attractive to computational
scientists [1] [2] because they did not offer the opportu-
nity to application programmers to run their problems faster
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than before. However, despite general scepticism for past
disappointing results, it is coming out that dataflow systems
are still a valid manner to increase performance [3]. These
systems, employing FPGA (readily available on the market,
nowadays) to implement dataflow accelerators, outperform
most of the TOP 500 supercomputers not being paradoxically
included in the list. This happens because the (re)configurable
computing paradigm offers a performance of custom hardware
and flexibility of a conventional processor [4] [5]. Because of
this flexibility and the Intellectual Property availability, the
(re)configurable approach does not only significantly acceler-
ate a variety of applications [6] but constitutes also a valid
execution platform to form programmable high-performance
general-purpose systems [7]. In particular, given its fine grain
nature, the static dataflow execution model is promising when
applied to this platform [8] [9] [10].

In the emerging exascale computing era of expected archi-
tectures characterized by hundreds of thousands of processors
with thousands of cores per chip at a 14-nm technology
or less, the design of new computer systems is going to
deal with challenges such as processor architecture, system
power, memory bandwidth and capacity, clock frequencies,
cost of data movement, programming model, reliability and
resiliency [11], and prevention of dark silicon problems [12].
However, this requires as well a critical re-examination of
”consolidated wisdoms” in terms of programming styles and
execution models.
In the scientific and industrial community, there exists a
reasonably definitive stand that envisions processors with
thousands of small and simple cores [13]. They are the
most efficient structures for parallel codes and provide the
best tradeoff between energy consumption, performance, and
manufacturability. New applications for big data and cognitive
computing are more and more characterized by data-driven
computation rather than conventional computation [14]. On the
other hand, if thousands of core per chip are destined to be the
way forward, a new parallel computing environment must be
developed [15] for them. Another issue is the type of hardware
building blocks (cores, networks on chip, etc.) that should be
used for these systems based on many-core processors [16].
However, how to organize, design, and program them is still
unclear.

To exploit the parallelism that this profusion of cores
offers and to respond to data-driven necessity, our question
is whether it is time to seriously revaluate the functional
programming style and the dataflow paradigm, given their very
strong relationship in terms of explosion, management, and
execution of all the parallelism that applications present. In
fact, if one hand the functional paradigm allows the natural
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creation of dataflow program graphs, on the other such graphs
can be directly mapped and executed by a dataflow processor
composed of thousands of thin, low power consuming, and
identical computing units connected by means of an ad hoc
reconfigurable network.
Even though dataflow is not new, general-purpose reconfig-
urable dataflow processors are a rather new line of research,
where only few issues have been addressed yet. In this
paper we first overview conceptual and practical aspects of
dataflow actors with homogeneous I/O conditions, then, we
concentrate on the architectural aspects of a reconfigurable
dataflow processor.

The main contribution of this paper is the design and
evaluation of dataflow machine architecture whose processors
are constituted by a set of asynchronous, simple, and identi-
cal Computing Units (CU). Processors are dataflow program
graph executors whose low-level programming language is the
functionally complete subset of a functional programming lan-
guage. Each executor executes static dataflow graphs without
using memory to store partial results when tokens flow from
a CU to another and without using control tokens but doing
it in a completely asynchronous manner.

The remainder of this paper is structured as follows: Sec-
tion II explains the reasons of the followed design direction for
the machine architecture; Section III gives a survey of related
works; Section IV presents the architecture of the dataflow
machine and its demonstrator; Section V shows the perfor-
mance on the machine demonstrator comparing the Gauss-
Siedel with Jacobi iterative algorithms; finally, Section VI
reports our concluding remarks.

II. PREAMBLE AND DESIGN DIRECTIONS

A. Dataflow overview

In the model of computation based on the dataflow graph, a
program is described as a set of operator nodes, called actors,
interconnected by a set of data-carrying arcs, called links.
Data is passed through this graph in packets called tokens.
Within this model of computation, the graph can be static –
only one token at a time to reside on an arc, or dynamic –

unbounded token queues on arcs with no ordering where each
token carries a tag to identify its role in the computation. The
dataflow graph can be specified graphically or textually and its
execution occurs asynchronously on the basis of some possible
firing rules for actors that characterize the static or the dynamic
models. Although several interesting proposals based on dy-
namic models have been formulated in the past [17]–[19], it
preserves, through the conventional processor cycle, the von
Neumann model at some lower level of its implementation,
making it very difficult to directly implement data flow graphs
in hardware. Furthermore, given the presence of the coarse
grain computation in the dynamic architectures, the context
switching still constitutes a heavy limit in performance [2].
Regarding the static model, as it exposes a program parallelism
at a very fine grain, it has received several criticisms too.
A drawback of the model is that, since the task switching
occurs at the instruction level, it cannot take advantage of
the instruction level locality which is present in the programs
because of its fine grain computation [20]. The objection is that
the overhead of fine grain instruction scheduling prohibits the
attainment of acceptable efficiency. Additionally, the very fine
grain parallelism of dataflow has proved a disadvantage in the
realization of dataflow machines [21]. Interestingly, the same
very fine grain parallelism makes dataflow approach attractive
when applied to FPGA-based computing machines [8]. Indeed,
the static model, in contrast to the greedy scheduling policy
embodied in the dynamic model – ”execute whenever data is
available”, that is inadequate in many circumstances [2], forms
a very natural model of computation for systems with many-
core-based chips. Moreover, because its fine grain nature, a
static dataflow graph is well suited to be mapped directly
onto thousands of simple and identical computing units that
cooperate to its execution [9].

B. Design directions

There are at least six reasons that have motivated this
research. First, the demand to directly map in hardware
dataflow graphs in dataflow mode (asynchronous execution);
second, the need to dispose of a simple dataflow control
and actor firing mechanism at a minimal hardware cost;
third, the requirement to reduce the continual LOAD and
STORE operations and the coherency wall augmenting, thus,
performance [22]; fourth, the expediency to employ a high-
level programming language also as assembly language for
the machine dataflow processor; fifth, the necessity of a good
trade-off between the high-level programming model chosen
and the specific hardware mechanisms which implement the
processor; sixth, the need to overcome the power wall limit
in clocked processors; lastly, the necessity of responding to
the more and more increasing request of new data driven/big
data applications. To meet these requirements, the adopted
methodology for the dataflow machine processor has been the
co-design approach between the dataflow execution model and
the functional programming model as shown in Figure 1, given
their strong relation.
Indeed, the lazy and eager evaluation are two computation
methods for executing functional programs. While the com-
putation of programs in the lazy evaluation mode is driven
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by the need for function argument values – demand driven,
the execution in the eager evaluation mode is driven by the
availability of the function arguments – data driven. More-
over, since functional languages are referentially transparent,
programs written in these languages can be considered static
objects. This means that an expression in a functional language
depends on the meaning of its component subexpressions and
not on the history of any computation performed prior to the
evaluation of that expression. As a result, a dataflow graph
can be created in demand driven mode with a functional
language, its execution can happen in data driven mode by
means of a dataflow machine. Among functional languages,
the Bakus [23] FP programming style has been chosen instead
of lambda style (like LISP) given the fact that, while the latter
focuses on combining objects, the former focuses on combin-
ing programs using the rule of metacomposition [24] – new
functions are produced applying functionals (i.e. combining
forms) to functions, which change small programs into larger
ones. In our case, the adopted language in FP programming
style has been CHIARA [25]. Regarding dataflow models, the
homogeneous High Level Dataflow System (hHLDS) model
has been chosen because it only admits actors with two input
and one output arcs – homogeneity of I/O conditions, and data
tokens – homogeneity of tokens. This allows actors and link
of a dataflow program graph to be directly mapped onto and
executed in hardware without needing to any control token.

C. The hHLDS model

High-Level Dataflow System (HLDS) [26] is a formal
model that describe the behavior a directed dataflow graphs
where nodes are operators (actors) or links (places to hold
tokens) that can have heterogeneous actor I/O conditions.
Nodes are connected by arcs along which tokens (data and
control) may travel.
Since in the classical model [27] actors have heterogeneous
I/O conditions and token with different arities due to difference
between control and data tokens, heterogeneity conditions con-
stitute the main obstacle in designing reconfigurable machines.
The mapping and execution of chunks of dataflow program
graphs directly onto hardware in reconfigurable computing
requires, in general, the partial or total reconfiguration of
the building-block device due to the complex connection
management among actors, the control software to manage
different arities, and the contest switching time. In contrast,
the homogeneous HLDS (hHLDS) resolves these drawbacks.
The hHLDS model describes the behavior of a static dataflow
graph imposing homogeneous I/O conditions on actors but
not links. Actors can only have exactly one output and two
input arcs and consume and produce only data tokens, links
represent only connections between arcs. Since hHLDS actors
cannot produce control tokens, merge, switch, and logic-gate
actors [28] are not present. While actors are determinate, links 1

may be not determinate. In contrast, these features simplify the

1In hHDLS there exist two types of links: i) Joint links, which represent a
place where two or more output arcs can coexist and ii) Replica links, which
are similar to joint links but have only one output arcs. In the case of Joint
links the output arc (among the several available), where the token will travel,
is unpredictable.
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Fig. 2: DPGs for the: a) classical model; b) hHLDS

design of a dataflow execution engine chip using only identical
computing units and one type of connection among them. In
addition, despite the hHLDS model simplicity, it is always
possible to draw dataflow program graphs (DPGs) which are
determinate and well-behaved where:

• actors fire when their two input tokens are valid, i.e. able
to fire an actor, and no matter if their previous output
token has not been consumed. In this case, the new token
shall replace the previous one. In a system that allows
the flow of only data tokens, this property is essential to
construct determinate cycles (loops);

• to execute a program correctly, only one way token flow
is present as no feedback interpretation is needed;

• no synchronization mechanism needs to control the token
flow, thus the model is completely asynchronous.

1) difference between the classical model and the hHLDS:
To better understand their difference, let us consider the
following program:

input (a, c)
b := 1;
repeat

if a > 1 then a := a \ 2
else a := a * 5
b := b * 3;

until b = c;
d := a;

output (d)

where a and c are the input variables and d is the output
variable. Figure 2.a) and Figure 2.b) show respectively the
equivalent well-behaved DPG in the classical model and
hHLDS for the above program. The DPG inside the grey
rectangle represents the body of the program, the conditional
structure if ... then ... else, while the other part represents the
iteration control.
Observing the DPG in Figure 2.a, first of all we note that



4

besides having heterogeneous I/O conditions of actors, it has
heterogeneous links and values (data links to hold data tokens
and control links to hold control tokens). To comprehend how
this DPG works, we have to follow the flow of two different
kinds of tokens along graph where actors can have different
numbers of input and output arcs, and consume and produce
different kinds of tokens. Then, the initial behavior of actors
like F-gate, Switch, and Merge depends on their position in
the DPG rather than on the program input values. We point
out that the initial control tokens for the Switch and Merge
actors are automatically present on their control arcs and have
different values although they share the same control link.
Furthermore, these control values, even though they might be
deduced, are not a program input but a programmer’s trick
to allow the computation to start correctly. Besides, not all
the functions associated with actors are defined in the same
domain and assume value in the same codomain. For example,
if Z represents a subset of real numbers, B represents the
set of boolean values, and W represents the set Z × B,
we can observe that, while the function associated with an
arithmetical actor is defined and assumes a value in Z, the
function associated with the actor Decider is defined in Z
but assumes a value in B, and the functions associated to
the actors Merge, Switch, and T-gate are defined in Z × B
but assume a value in Z. Finally, the implicit definition
of static dataflow, for this model, requires that each arc is
constituted by a pair of arcs: value and signal [29], to control
the condition that an actor cannot be enabled unless all of its
output arcs are empty. This control, obtained by means of a
data/acknowledgement mechanism between actors, augments
the communication overhead and in a certain way complicates
the dataflow model because it originates two opposite token
flows for a same computation, one for data and another for
signals.
In opposite, the DPG shown in Figure 2.b employs only actors
with homogeneous I/O conditions; its initial behavior only
depends on the program input values rather than on its position
in the graph; the well-behavedness check is guaranteed without
generating opposite token flows; finally, actors consume and
produce only data tokens.

2) Fundamental structures in hHLDS: In the hHLDS model
actors and links are connected to form a more complex DPG.
However, the resulting DPG may be not determinate if cycles
occur because no closure property can be guaranteed [30]. This
happens for sure when the graph includes joint links, which
are not-determinate. In the case when the DPG results to be
determinate, we name it macro-Actor (mA). Obviously, an mA
is characterized by having I(mA)> 2 and O(mA)≥ 1 where
I(mA) is the number of input arcs (in-set) of mA and O(mA)
is the number of output arcs (out-set). Here we only report
the fundamental ones that allow the creation of more complex
structures, i.e., TEST, COND, and IT R macro-Actors.

The macro-Actor TEST. The simplest relational structure is
the mA TEST. It is an example of data-dependent DPG. When
coupled to its complement TEST, it forms a fundamental
building-block to create conditional and iterative mAs. TEST
is represented by a determinate and well-behaved mA with
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Fig. 3: The basic macro-Actors (mAs) in D#: (a) TEST, (b)
COND, (c) IT R

in-set = 3 and out-set =1 and formed connecting the relational
actor R to the actor that performs the arithmetic operator +
as shown in Fig 3(a). If a, b, c ∈ R, its semantics is:

TEST(a, b, c) =

{
c if a R b is satisfied

⊥ otherwise
⊥ stays for not valid value. When the actor R satisfies its
relation on the tokens a and b, it produces a token that has the
data-value 0 (zero) and the validity2 ”valid”, thus the operation
produces the token c. When the relational actor R does not
satisfy its relation, it produces a token that has the data-value
don’t-care and the validity ”not valid”.

The macro-Actor COND. The simplest conditional structure
is the mA COND, shown in Fig. 3(b). It forms the building-
block to create more complex conditional structures. COND is
represented by a determinate and well-behaved mA with in-set
= 4 and out-set =1. It is formed connecting the two mAs TEST
and TEST with a link Joint. If a, b, c, d ∈ R and p = aR b.
Its semantics is:

COND(a, b, c, d) =

{
c if aR b is satisfied

d otherwise

The macro-Actor IT R. The iterative data-depend structure is
the mA IT R. It constitutes the building- block to create more
complex data-dependent iterative structures. It is represented
by a determinate and well-behaved macronode with in-set =
2 and out-set =1. IT R is formed connecting the two mAs
TEST and TEST, an arithmetic actor or a macro-Actor mA 1,
and the actor LST (loop start) as shown in Fig. 3(c). The LST
semantics is: it selects the right token the first time which
is fired, the left token otherwise. If a, b, c, d, e, f ∈ R, its
semantics is:

IT R(a, b,mA) =

{
IT R if c R d is satisfied

f otherwise
Observing Fig. 3(c), we point out that, if mA1 (at the center of
Fig. 3(c)) is itself an IT R, the figure represents a determinate
and well-behaved nested-data-dependent iterative structure.

D. CHIARA language and the compiling tools

Like in the Backus FP programming style, CHIARA pro-
gramming system is a tuple (O, F, F :, D), where: O is a set
of objects; F is a set of functions (or operators) from objects
to objects; F is a set of functional forms (functionals) from

2Validity, an intrinsic characteristic of a token, is a binary value whose
meaning is: able to fire an actor if valid, unable if not valid
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functions to functions; : is the application operation; D is a
set of function definitions. Objects include atoms, sequences
and the undefined special object ⊥, called bottom, which is
used usually to denote errors. Atoms include integer fixed
and floating-point numbers, true values, characters and strings.
Sequences are denoted with angle brackets. For example,

1 < 1, 2, 3 > << 1, 2 >< 3, 4 >>

represent three valid objects. CHIARA operators can be ele-
mentary or combinators. Elementary operators include com-
monly used binary, relational operators, and the binary op-
erators loop-start, LST, shift-left, SL, and shift-right, SR.
Their peculiarity is that they form the functionally complete
set – able to generate any other more complex function a
program may need by applying the metacomposition rule
and are also the actors in the hHLDS model. Combinator
operators represent functions that affect the structure of the
objects on which they are applied. As an example, there
are combinators that extract objects out of a sequence, that
combine sequences, transpose sequences of sequences, etc. For
example, the combinator rotate left rotl applied to the sequence
<1,2,3>, rotl:<1,2,3>, returns the sequence <2,3,1>.
Due to their ”transformational” semantics, combinators are not
actually executed during the execution of a program, but they
are processed during the compilation phase.
Functional forms are used to define new functions out of
existing elementary operators and combinators. They include
the functionals of FP and some new ones. There is, e.g., apply-
to-all & that applies a function to all the items in a sequence;
composition ◦ that applies a function to another function;
construction [ ] that applies a sequence of functions to an
object; and so on.
Finally, the def construct allows to define a new function using
operator, functionals, and other functions already defined. The
sample program

def max = (GT -> 1; 2)
max:<5, 6>
stop

evaluates the maximum between 5 and 6. A detailed descrip-
tion of CHIARA in terms of its objects, functions, functional
forms, application operations, and function definitions can be
found in [25].

The powerful program algebra of CHIARA is able to extract
all parallelism a program has in terms elementary operators,
something like

(∗ ◦&+) :<< 1, 2 >,< 3, 4 >>

As CHIARA programs are variable free, it is possible to easily
recognize in the code the functions that only route data to the
places where they are consumed and distinguish such code
from the one that actually performs computations.
When compiled, a program is first transformed into a DPG,
according to the hHLDS representation, and then mapped onto
the dataflow machine processor, exploiting all its features to
get a high performance execution. For example, given the se-
quence <<7,3>,<8,4>,<5,6>>, for each sequence object
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we want to determine the maximum value. The corresponding
program is:

def max = (GT -> 1; 2)
&max:<<7,3>,<8,4>,<5,6>>
stop

where the first program line defines the function max for a
sequence of two elements < x1, x2 >. Its semantics is: if x1 is
greater than (GT) x2 the combinator form selector=1 is applied
to < x1, x2 >, and x1 is selected; otherwise the combinator
form selector=2 is applied, and x2 is selected. The second
program line evaluates the maximum for each object of the
sequence. & is the functional apply to all that simultaneously
applies the function max to all objects of the sequence, making
possible the parallel execution of the function max. The

TABLE I: The GDPGT for the &max program

Node# Func Left In Right In Out
1 GT %7 %3 2
2 ADD %7 1 5
3 LEQ %7 %3 4
4 ADD %3 3 5
5 MRG 2-4 out
6 GT %8 %4 8
7 ADD %8 6 10
8 LEQ %8 %4 9
9 ADD %4 8 10
10 MRG 7-9 out
11 GT %5 %6 12
12 ADD %5 11 15
13 LEQ %5 %6 14
14 ADD %6 13 15
15 MRG 12-14 out

compilation result produces both its graphical representation
(Figure 4) and its set of dataflow instructions organized like the
row of a table (Table I). The first column contains the number
of each actor/computing unit, the second column contains the
elementary operator associated to the actor/unit, the third and
fourth columns say which is the actor/unit where input token
are from – integer numbers mean actor/unit numbers while
numbers starting with % mean program input values, the last
column says which actor/unit will receive the result – the tag
out stays for final value. The nodes MRG (merge) are only
virtual but useful because they denote joint points of actor/unit
outputs involved in the macro-Actor COND of the hHLDS
model. Practically, they correspond to physical connections
among the computing units that share their outputs.
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III. RELATED WORK

There exist several researches that investigate new archi-
tectural proposals for dataflow processors using FPGA as
computation model. However, our dataflow machine is unique
with respect to them because its reconfigurable processor
executes dataflow program graph contexts only modifying the
code of a custom interconnection and the operation codes of
the Computing Units, i.e., the actors of the dataflow program
graph.

A major recent dataflow project that investigated on how to
exploit program parallelism with many-core technology was
TERAFLUX. Its challenging goal was to develop a coarse
grain dataflow model to drive fine grain multithreaded or al-
ternative/complementary computations employing Teradevice
chips [31]. However, the project did not address aspects on
how to directly map and execute dataflow program graphs
and how to tackle the dark silicon risk and the power/energy
efficiency for Teradevices.

Among less recent, but still interesting FPGA-based recon-
figurable architectures, we only considered those similar to
our dataflow machine. TRIPS architecture [32] is based on
a hybrid von Neumann/dataflow architecture that combines
an instance of coarse-grained, polymorphous grid processor
core, with an adaptive on-chip memory system. TRIPS uses
three different execution modes, focusing on instruction-, data-
or thread-level parallelism. The WaveScalar architecture [33],
on the other hand, totally abandons the program counter.
Both TRIPS and WaveScalar take a hybrid static/dynamic
approach to scheduling instruction execution by carefully
placing instructions in an array of processing elements and
then allowing execution to proceed dynamically. However, in
our configurable dataflow machine, during the execution of
an algorithm, it is not necessary to fetch any instruction or
data from memory. The GRD (Genetic Reconfiguration of
DSPs) chip [34] is specialized for neural network applications
and is constituted by a RISC processor to execute sequential
tasks and 15 programmable functional units, DSP processors
to execute special tasks, connected in a reconfigurable network
of a binary tree shape. In contrast, the dataflow processor can
execute both sequential and special tasks and its interconnect
is organized like a crossbar. The Morphosys chip [35] is
constituted by the 8 × 8 RC Array, an array of Reconfig-
urable Cells (SIMD coprocessor) and its Context Memory, a
TinyRISC main processor that executes sequential tasks, and a
high-bandwidth memory interface. Furthermore, it uses a 2D
mesh and a hierarchical bus network. In contrast, our processor
exhibits MIMD functionality, its interconnect is like a crossbar,
and its context switch is managed by the Kernel Subsystem
according to the operations to be executed. For pipeline
operations, the context does not change. The FPPA (Field
Programmable Processor Array) processor [36] implements
a synchronous fixed-point data flow computational model.
It employs 16 reconfigurable processing elements (PEs), a
programmable interconnect, four 16-bit-wide bidirectional in-
put/output ports, and one 16-bit-wide dedicated output port.
The FPPA works in two phases: Configuration, where PEs
and programmable interconnects are configured to a specific

behavior and to form a processing pipeline; execution, where
the program memory specifies sequences of PE and IO module
firings individually. In the execution phase, the FPPA reads
and processes the input stream of data and writes the result
to the programmed output ports. The asynchronous dataflow
FPGA architecture [37] describes a low-level application logic
using asynchronous dataflow functions that obey a token-based
compute model. In this FPGA architecture operators present
heterogeneous I/O actor and they operate at cell rather than
at computing unit level. Consequently, if the dataflow graph
changes, they need a new reconfiguration string. Differently,
since all computing units show homogeneous I/O conditions,
in our processor, the context switching of a new dataflow
program graph only requires the change of the operation
and interconnect codes. The WASMII [38] system employs
a reconfigurable device to implement a virtual hardware that
executes a target dataflow graph. A program is first written in
a dataflow language and then translated into a dataflow graph.
The partitioning algorithm divides the graph into multiple
subgraphs so that deadlock conditions cannot occur. However,
the directly mapping of nodes and links that executes a
dataflow graph requires the reconfiguration of the device. In
contrast, our dataflow machine differs from WASMII because
the one-to-one correspondence between actors and computing
units and the links and physical connections happens by simply
sending the operation codes to the computing units and the
configuration code to the custom interconnect.

IV. THE DATAFLOW MACHINE ARCHITECTURE

The dataflow machine has a general architecture, shown
in Figure 5, that can scale to thousands of nodes. It has
been designed to efficiently execute dataflow processes and
manage the fine grain computation, typical of the dataflow
paradigm. The two major components of the machine are a
reconfigurable dataflow computing environment and a commu-
nication environment. The reconfigurable environment consists
of 2n × m computing units (CUs) which are grouped in m
processing nodes devoted to execute in hardware DPGs. The
communication environment allows data tokens to reach places
where they have to be consumed. Moreover, a host supplies
all software activities to compile, partition, map, and create
the ordered list of DPGs to assign to each processing node,
mass storage, and etc.

A. Processing node

It consists of two identical DPG processors and a shared
token module that privileges the data locality communication
when a DPGs spreads across several nodes, and two graph
management modules that store all data and DPG configura-
tions assigned to the node. The three main functionalities that
a node actualizes are:

- Actor Realization, that creates the one-to-one correspon-
dence between actors of a DPGs and CUs;

- Token flow Realization, that allows the I/O token transfer
for a DPG execution;

- Graph Realization, that turns:
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Fig. 5: The general architecture of the dataflow machine

i) DPG arcs into wires that connect CU outputs to
inputs of other CUs according to the hHLDS;

ii) actor operators into CU operations.

Critical parameters in the dataflow machine design are:

- NCU : the total number of the CUs constituting the
reconfigurable environment;

- ICU : the logical and functional intricacy of the CUs;
- Intk: the type of interconnect for the token binary-

representation.

nCU depends on the ICU parameter, the number of resources
available on the device, and the interconnect complexity
O(n2

CU ). The ratio between the number of actually available
CUs and actors points the way if it is possible to simulta-
neously map and execute onto the dataflow machine several
DPGs of different applications.
When in a DPG the actor number is greater than NCU , first
the graph is partitioned in fitting subgraphs, then the subgraphs
are mapped onto the DPG processors.

B. Communication environment

Other than the custom interconnect inside a dataflow ex-
ecutor (Executor), other two functional levels belong to the
communication environment: i) communication between the
two Executors of a node; ii) communication between nodes;
these levels constitute the Smart Router Subsystem, and the
Internode Network System.

1) Smart Router Subsystem: It consists of the shared token
module and the message management arbiter (Arbiter). The
shared token module allows the node’s executors to quickly

exchange tokens when there are data dependencies between
the DPGs in execution on them. The Arbiter supervises all
communication going outside/in the node. Under its control,
entering messages are evaluated, and a decision is taken if to
accept or not them. If the node is the message destination, the
Arbiter routes the it to the corresponding graph management;
otherwise, it forwards the message to the destination according
to the its routing policy. The graph management module is the
DPG processor control. It is devoted to unpack a message,
to supervise the Executor configurations and related I/O data
tokens,

2) Internode Network System: Growing the number of
processing nodes, the implementation of the interconnection
among them requires a hybrid communication solution. In
this case, the transfer of tokens messages happens through
a WK-Recursive network [39] WK(M, L), where M is the
node degree and L is the expansion level. The WK-Recursive
network has been chosen for its properties of simple routing
policies and highly scalable capabilities. So, the execution
model is a hybrid Communicating Dataflow Processes.

C. The DPG processor

The DPG processor is the reconfigurable core of the
dataflow machine. It has been tailored to execute in hardware
DPGs obtained compiling CHIARA programs. It is composed
of an Executor and a graph management module.
The Executor is formed by n identical CUs, a graph setter
that implements the graph configuration space, a crossbar
interconnect that implement the custom interconnect, and three
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Fig. 6: Computing Unit Architecture.

banks of I/O buffers that implement the token buffer ensemble.

Computing Unit. A CU is formed by an extended ALU –
that puts into effect the functionally complete operator set of
the CHIARA language, a firing unit – that puts into effect
the firing rules of the hHLDS model, and two input and one
output token latches – to isolate internal CU activities from
the others. When a valid token reaches the CU, the firing unit
catches its validity. As soon as the partner token arrives, the
match occurs, an enabling signal activates the input latches that
acquire the two input data tokens so that the ALU operation
can take place. After a delay needed to produce the result,
the firing unit, according to the executed operation, produces
the validity bit for the output token, enables the output latch
making available the result token, and resets the values of the
two validity bits previously caught. Afterwards a new firing
process can start.

Graph Setter. The Graph Setter is a set of two register
blocks that stores the DPG ready to be executed. A block is
devoted to the interconnect code and the other to the operation
code.

Custom Interconnect. The CU interconnect consists of a
crossbar that allow to connect any CU output to any other CU
input and each register of the Token Ensemble Buffers to the
corresponding CU.

Token Ensemble Buffers. This environment is a set of three
register blocks with the same memory-size named TOKEN IN
A and B and TOKEN OUT respectively. The DPG processor
can only read the first two registers and write the last one.
TOKEN IN A and B store, for each CU, the right and left
token respectively so that token loading operations to/from
the processor can properly occur. As token loading can be
overlapped to computation operations, the dataflow processor
can execute pipeline activities simply receivig/sending data
from/to the graph management module.

D. The demonstrator

To verify the correctness and validity of the basic design
choices, a demonstrator based on FPGAs has been imple-
mented as well. The demonstrator, whose architecture, shown
in Figure 7, is organized like a WK(M = 4, L = 1). For its
implementation, we used a custom board with 5 Altera APEX
20K15-3C devices (Figure 8). 4 of them actualize 4 processing
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Fig. 8: The demonstrator prototype block diagram

nodes, and the last one actualizes the WK routing facilities and
the interface with the host. Intermediate token values which
have to flow from a node to another are transferred through
the WK router. The executor has 32 CUs which consume two
32-bit tokens (31-bit for data and 1-bit for validity) via a
31-bit fixed-point ALU-multiplier unit, a 10-bit function code
register, 6-bit for operation code and 4-bit for the firing unit.

V. PERFORMANCE

To evaluate the D3AS co-design approach effectiveness, we
have utilized its demonstrator to solve the linear equation
system

A(n, n)x = B(n) (1)

with the Jacobi and Gauss-Seidel iterative algorithms. These
two algorithms constitute a good example to approach the
same problem in parallel and sequential mode. They calculate
an approximation of the exact solution:

xi =
1

aii

∑
i�=j

aijxj − bi i = 1...n. (2)

To execute the two algorithms, we tailored the corresponding
DPG description tables according to the resources of the
demonstrator. In this way, we have obtained the configuration
files for different values of n.
The execution time for one iteration is given by:

Titer = (Tcom + Tcal) (3)
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TABLE II: Time evaluation expressed in µsec

Jacobi Gauss-Seidel
n Ts Tcom Tcal Tcom Tcal

64 83.2 68.38 22.75 22.16 3.20
256 1315.8 547.14 238.23 170.56 65.20

1024 20992.0 7494.25 1436.61 1243.70 612.38

TABLE III: Performance

Jacobi Gauss-Seidel
n CP Sp CP Sp
64 3.01 0.91 6.92 3.28

256 2.30 1.68 2.62 5.58
1024 5.22 2.35 2.03 11.31

where Titer can be evaluated as a function of n. In fact:

Tcom = tCT + tTT = (nCU ∗ nbCU + nt ∗ nbt) ∗ tb ∗ ns (4)

Tcal = tCU ∗ no ∗ ns (5)

where tCT is the configuration transfer time, tTT the token
transfer time, tCU the CU execution time, tb the transfer time
for a single byte, no the number of sequential elementary
operations to upgrade an xi value, ns the number of steps
to upgrade all the xi values, nCU the number of processing
nodes to be configured, nbCU the number of bytes to configure
a node, nt the number of tokens transferred in a cycle, and n bt

the number of bytes per token. tCU , nbCU , tb, and nbt depend
on technology and architecture.
The total execution time in the computational engine is given
by:

Ttot = ni ∗ Titer (6)

where ni (number of iterations) depends on the initial value
set goodness.
The other parameters can be known for each n by the size
of the graph description tables and the longest path in the
DPG. For instance, it results ns = 1 for the Jacobi method
if n ≤ 20, whereas for the Gauss-Seidel method ns = n, and
no = 6 + �log2 n	.
In a sequential environment, the time Ts needed to execute an
iteration is given by:

Ts = k1 ∗ n2 + k2 ∗ n (7)

where k1 and k2 depend on the environment and can not be
exactly evaluated a priori. However, with a processor power
equal to 1.4 Gflops, the minimum values for k1 and k2 can
be set at 20 nsec.
With tCU = 15 nsec, tb = 5 nsec, and nbt = 4, Table II
shows the values of Tcom and Tcal for several values of n.
Due to fine grain dataflow operations and limited resources in
terms of CUs per FPGA, most of the time is spent in commu-
nication. Some performance indices defined to compare the
two methods and evaluate the proposed architecture are shown
in Table III. In particular, CP is the communication penalty
defined as the ratio between Equation 4 and 5 and speedup Sp
is the ratio between the Equation 7 and 3.

VI. CONCLUDING REMARKS

In this paper we have presented the architecture of a
dataflow machine that executes dataflow program graphs
directly onto a graph executor. The basic building block
of this architecture is the DPG processor, re-interpreted in
terms of Many-core technology, constituted by thousands of
computing units. The processor is programmed to execute
dataflow program graphs, included cycles, according to the
static model hHLDS and the CHIARA language. In a such
way we create the one-to-one correspondence between the
actors of the model and CUs of the processor, so that no
control tokens are required,. To validate the D3AS prototype
design choices, we have employed its demonstrator, based on
a Gidel PROC20KE board with 5 FPGAs, which allows the
implementation of the hybrid model Communicating Dataflow
Processes. To verify our co-design approach, in terms of
processor programmability, management of the very fine grain
of operations, and asynchronous execution of DPGs, we
have solved some systems of linear equations with Jacobi
and Gauss-Seidel iterative algorithms. Results show that this
approach is feasible and promising. In the future our effort
will be focused on the work on the design of the CU floating-
point part able to execute more complex CHIARA operators
by means of the CORDIC [40] methodology.

REFERENCES

[1] T. Sterling and M. MacDonald, “The realties of high performance
computing and dataflow’s role in it: Lessons from the NASA HPCC
program,” in Proc. of the IFIP WG10.3 on Architectures and Compila-
tion Techniques for Fine and Medium Grain Parallelism, C. M., E. K.,
and G. J.L., Eds. Orlando, FL: North-Holland, Jan. 20-22, 1993, pp.
165–176.

[2] D. Culler, K. Schauser, and T. von Eicken, “Two fundamental limits on
dataflow multiprocessing,” in Proc. of the IFIP WG10.3 on Architectures
and Compilation Techniques for Fine and Medium Grain Parallelism,
C. M., E. K., and G. J.L., Eds. Orlando, FL: North-Holland, Jan. 20–22,
1993, pp. 153–164.

[3] M. J. Flynn, O. Mencer, V. Milutinovic, G. Rakocevic, P. Stenstrom,
R. Trobec, and M. Valero, “Moving from petaflops to petadata,” Com-
mun. ACM, vol. 56, no. 5, pp. 39–42, May 2013.

[4] R. Miller and J. Cocke, “Configurable computers: A new class of
general purpose machines,” in International Symposium on Theoretical
Programming, ser. Lecture Notes in Computer Science, A. Ershov and
V. A. Nepomniaschy, Eds. Springer Berlin / Heidelberg, 1974, vol. 5,
pp. 285–298.

[5] G. Estrin, “Reconfigurable computer origins: the ucla fixed-plus-variable
(f+v) structure computer,” Annals of the History of Computing, IEEE,
vol. 24, no. 4, pp. 3–9, Oct 2002.

[6] R. Weber, A. Gothandaraman, R. Hinde, and G. Peterson, “Comparing
hardware accelerators in scientific applications: A case study,” Parallel
and Distributed Systems, IEEE Transactions on, vol. 22, no. 1, pp. 58–
68, Jan 2011.

[7] G. Theodoridis, D. Soudris, and S. Vassiliadis, “A survey of
coarse-grain reconfigurable architectures and cad tools,” in Fine- and
Coarse-Grain Reconfigurable Computing, S. Vassiliadis and D. Soudris,
Eds. Springer Netherlands, 2007, pp. 89–149. [Online]. Available:
http://dx.doi.org/10.1007/978-1-4020-6505-7 2

[8] M. Milutinovic, J. Salom, N. Trifunovic, and R. Giorgi, Guide to
DataFlow Supercomputing. Berlin, DE: Springer, Apr 2015.

[9] L. Verdoscia, R. Vaccaro, and R. Giorgi, “A matrix multiplier case study
for an evaluation of a configurable dataflow-machine,” in ACM CF’15
- LP-EMS, May 2015, pp. 1–6.

[10] ——, “A clockless computing system based on the static dataflow
paradigm,” in Proc. IEEE Int.l Workshop on Data-Flow Execution
Models for Extreme Scale Computing (DFM-2014), aug 2014, pp. 1–
8.



10

[11] “Technical challenges of exascale computing,” April 2013. [Online].
Available: institute.lanl.gov/resilience/docs/JSR-12-310-Challenges of
exascaleFINAL.pdf

[12] H. Esmaeilzadeh, E. Blem, R. S. Amant, K. Sankaralingam, and
D. Burger, “Dark silicon and the end of multicore scaling,” IEEE Micro,
vol. 32, no. 3, pp. 122–134, 2012.

[13] J. Howard, S. Dighe, and al., “A 48-Core IA-32 message-passing pro-
cessor with DVFS in 45nm CMOS,” in Solid-State Circuits Conference
Digest of Technical Papers (ISSCC), 2010 IEEE International, feb. 2010,
pp. 108–109.

[14] “Task force on next generation high performance computing
(hpc): Final report,” T. S. of Energy Advisory Board (SEAB),
Ed., 2014. [Online]. Available: http://http://energy.gov/seab/downloads/
report-task-force-next-generation-high-performance-computing

[15] M. S. et al., “Ubiquitous parallel computing from berkeley, illinois and
stanford,” IEEE Micro, vol. 99, no. PrePrints, 2010.

[16] S. H. Fuller and L. I. Millett, “Computing performance: Game over or
next level?” Computer, vol. 44, no. 1, pp. 31–38, 2011.

[17] D. Culler and G. Papadopoulos, “The explicit token store,” JPDC, pp.
289–308, Dec. 1990.

[18] R. Iannucci, “Toward a dataflow/von Neumann hybrid architecture,”
in Proc. of the 15th Annual Symposium on Computer Architecture.
Honolulu, Haw.: IEEE Computer Society, May/Jun. 1988, pp. 131–140.

[19] G. Egan, N. Webb, and W. Bohm, “Some architectural features of
the CSIRACII data-flow computer,” in Advanced Topics in Data-Flow
Computing, J. Gaudiot and L. Bic, Eds. Prentice Hall, 1991, pp. 143–
173.

[20] D. Gajski, D. Padua, D. Kuck, and R. Kuhn, “A second opinion on data-
flow machines and languages,” IEEE Computer, vol. 15, pp. 58–69, Feb.
1982.

[21] P. G. Whiting and R. S. Pascoe, “A history of data-flow languages,”
IEEE Annals of the History of Computing, vol. 16, no. 4, pp. 38–59,
Winter 1994.

[22] C. Kozirakis and D. A. Patterson, “A new direction for computer
architecture research,” Computer, vol. 31, no. 11, pp. 24–32, Nov. 1998.

[23] J. Backus, “Can programming be liberated from von Neumann style?
a functional style and its algebra of programs,” Communications of the
ACM, vol. 21, pp. 613–641, Aug. 1978.

[24] J. W. Backus, “Is Computer Science based on the Wrong Fundamental
Concept of ’Program’? An extended Concept,” in Algorithmic Lan-
guages, J. W. de Bakker and J. C. van Vliet, Eds. North Holland,
1981, pp. 133–165.

[25] L. Verdoscia, M. Danelutto, and R. Esposito, “CODACS prototype:
CHIARA language and its compiler,” in Proceedings of the First
International Workshop on Embedded Computing. Tokyo University
of Technology, Hachioji, Tokyo, Japan: IEEE Computer Society Press,
Mar. 23–26, 2004.

[26] L. Verdoscia and R. Vaccaro, “A high-level dataflow system,” Comput-
ing, vol. 60, no. 4, pp. 285–305, 1998.

[27] J. Dennis, “Data flow computation,” in Proc. of the NATO
Advanced Study Institute on Control flow and data flow: concepts
of distributed programming. New York, NY, USA: Springer-
Verlag New York, Inc., 1986, pp. 345–398. [Online]. Available:
http://portal.acm.org/citation.cfm?id=22086.22093

[28] J. Dennis, J. Fosseen, and J. Linderman, “Data flow schemas,” in
International Symposium on Theoretical Programming, ser. Lecture
Notes in Computer Science, A. Ershov and V. A. Nepomniaschy,
Eds. Springer Berlin Heidelberg, 1974, vol. 5, pp. 187–216. [Online].
Available: http://dx.doi.org/10.1007/3-540-06720-5 15

[29] J. Dennis, G. Gao, and K. Todd, “Modelling the weather with a data flow
supercomputer,” IEEE Trans. Computer, vol. 33, no. 7, pp. 592–603, Jul.
1984.

[30] S. Patil, “Closure properties of interconnections of determinate systems,”
in The project MAC Conference on Concurrent Systems and Parallel
Computation. ACM, 1970, pp. 107–116.

[31] R. Giorgi, R. M. Badia, F. Bodin, A. Cohen, P. Evripidou, P. Faraboschi,
B. Fechner, G. R. Gao, A. Garbade, R. Gayatri, S. Girbal, D. Goodman,
B. Khan, S. Kolia, J. Landwehr, N. M. Lł, F. Li, M. Lujn, A. Mendelson,
L. Morin, N. Navarro, T. Patejko, A. Pop, P. Trancoso, T. Ungerer,
I. Watson, S. Weis, S. Zuckerman, and M. Valero, “Teraflux: Harnessing
dataflow in next generation teradevices,” Microprocessors and Microsys-
tems, vol. 38, no. 8, Part B, pp. 976 – 990, 2014.

[32] D. Burger, S. W. Keckler, K. S. McKinley, M. Dahlin, L. K. John,
C. Lin, C. R. Moore, J. Burrill, R. G. McDonald, W. Yoder, and the
TRIPS Team, “Scaling to the end of silicon with edge architectures,”
Computer, vol. 37, no. 7, pp. 44–55, 2004.

[33] S. Swanson, A. Schwerin, M. Mercaldi, A. Petersen, A. Putnam,
K. Michelson, M. Oskin, and S. J. Eggers, “The wavescalar architecture,”
ACM Trans. Comput. Syst., vol. 25, no. 2, pp. 4:1–4:54, May 2007.
[Online]. Available: http://doi.acm.org/10.1145/1233307.1233308

[34] M. Murakawa, S. Yoshizawa, I. Kajitani, X. Yao, N. Kajihara, M. Iwata,
and T. Higuchi, “The grd chip: genetic reconfiguration of dsps for neural
network processing,” Computers, IEEE Transactions on, vol. 48, no. 6,
pp. 628–639, Jun 1999.

[35] H. Singh, M.-H. Lee, G. Lu, N. Bagherzadeh, F. J. Kurdahi, and
E. M. C. Filho, “Morphosys: An integrated reconfigurable system
for data-parallel and computation-intensive applications,” IEEE Trans.
Comput., vol. 49, no. 5, pp. 465–481, May 2000. [Online]. Available:
http://dx.doi.org/10.1109/12.859540

[36] G. Donohoe, T. Le, D. Buehler, and P.-S. Yeh, “Graphical Design
Environment for a Reconfigurable Processor,” in 7th Mil/Aerospace
Applications of Programmable Logic Devices (MAPLD) International
Conference, Washington, D.C., Sep. 8–10, 2004.

[37] J. Teifel and R. Manohar, “An asynchronous dataflow fpga architecture,”
IEEE Trans. Comput., vol. 53, no. 11, pp. 1376–1392, 2004.

[38] A. Takayama, Y. Shibata, K. Iwai, and H. Amano, “Dataflow
partitioning and scheduling algorithms for wasmii, a virtual hardware,”
in Field-Programmable Logic and Applications: The Roadmap to
Reconfigurable Computing, ser. Lecture Notes in Computer Science,
R. Hartenstein and H. Grnbacher, Eds. Springer Berlin / Heidelberg,
2000, vol. 1896, pp. 685–694, 10.1007/3-540-44614-1 73. [Online].
Available: http://dx.doi.org/10.1007/3-540-44614-1\ 73

[39] G. Chen and D. Du, “Topological properties, communication, and
computing on WK-recursive networks,” Networks, vol. 24, pp. 303–317,
1994.

[40] R. Goldschmitd, “Applications of division by convergence,” Master’s
thesis, Dept. of Electrical Eng., Massachusetts Inst. of Technology,
Cambridge, Mass., June 1964.

Lorenzo Verdoscia Lorenzo Verdoscia received his
doctoral degree in Electronic Engineering in 1980
from the University of Naples ”Federico II”. In
1991 and in 1994 he held a ”Visiting Associate in
Physics” in the Division of Physics, Mathematics
and Astronomy and post-doc position at Caltech
and the International Computer Science Institute,
Berkeley, California respectively. Currently, he is a
senior researcher at the Institute for High Perfor-
mance Computing and Networking of the National
Research Council - Italy. His main research interests

include parallel, distributed, and reconfigurable computing, hardware design,
dataflow, networks, and functional languages. He has participated in several
national and European long-term research projects with universities and
industries.




