
 

 

Abstract — Scientific applications over the years 
have been executed on traditional high 
performance computing (HPC) systems like 
supercomputers or clusters and high throughput 
computing (HTC) systems like Grids. With large 
amounts of computing resources traditional HPC 
has been used by many organizations to help 
resolve a variety of problems. Although these 
systems were usually designed to address a 
specific problem, more and more SMEs and even 
university departments started to take advantage 
of general purpose HPC systems. With Cloud 
Computing, as new emerging technology, 
scientists, engineers, system administrators and 
developers have been considering HPC Cloud 
environment in order to exploit of what Cloud 
Computing has to offer them. We will present the 
economic and technical benefits of running 
scientific applications in Cloud Computing 
environment and some key challenges especially 
for communication intensive tightly coupled 
scientific applications. 
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1. INTRODUCTION 

ITH popularity of Cloud Computing 
running complex scientific applications is 

more accessible to the research community by 
accessing on-demand compute resources in 
minutes instead of spending waiting times for 
their compute jobs in queues, experiencing peak 
demand bottlenecks. Cloud Computing offers 
great potential for scientific applications, but 
Clouds have been designed for running business 
and web applications, whose resource 
requirements are different from communication 
intensive tightly coupled scientific applications 
which typically require low latency and high 
bandwidth interconnections and parallel file 
systems to achieve best performance. Most 
commercial Clouds use commodity networking 
and storage devices which are suitable to 
effectively host loosely coupled scientific 
applications which frequently require large 
amounts of computation with modest data 
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requirements and infrequent communication 
among tasks. Several studies have shown that 
Cloud Computing is viable platform for running 
loosely coupled scientific applications and 
workflow applications composed of loosely 
coupled parallel applications consisting of a set of 
computational tasks linked via data and control 
dependencies [1-8]. New capabilities, challenges 
and performance behavior have not been 
conclusively answered and need to be addressed 
for each type of scientific application in Cloud 
Computing environment. 

The rest of the paper is organized as follows. 
Section 2 presents Cloud Computing paradigm, 
deployment models relevant to scientific 
applications, and HPC Cloud solutions. Section 3 
proposes scientific computing applications. In 
Section 4, we present Cloud Computing benefits 
and challenges for scientific applications. Section 
5 discusses future trends of running scientific 
applications in Cloud Computing environment. 
We conclude the paper with a summary in 
Section 6. 

2. CLOUD DEPLOYMENT MODELS 

Cloud Computing has been defined as “a 
model for enabling ubiquitous, convenient, on-
demand network access to a shared pool of 
configurable computing resources that can be 
rapidly provisioned and released with minimal 
management effort or service provider 
interaction” [9]. Clouds are classified in three 
layers or service models: a) Infrastructure as a 
Service (IaaS), b) Platform as a Service (PaaS) 
and c) Software as a Service (SaaS). In the first 
layer, physical resources are delivered as a 
service, usually through machine virtualization. 
This layer is dominant for running HPC Cloud 
environment. In the second layer, a software 
development platform is delivered as a service to 
deploy and maintain applications in an integrated 
environment. In the third layer, a software 
application is delivered as a service and instead 
of purchasing license to be installed on premise; 
users subscribe to use the service of a specific 
application. 

User willing to deploy scientific applications, 
based on their particular requirements, has 
several options: either to run it entirely in a private 
or public Cloud, or to combine these two 
approaches in a hybrid Cloud model; two or more 
private Clouds could also interact for common 
goals and thereby form a federated Cloud.  

Tomic et al. [10] defined three tiers based on 
HPC Cloud solutions available on the market. 
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First tier HPC Cloud solutions are complete 
solutions from Hewlett-Packard [11], IBM [12], 
Microsoft [13], and VCE [14], for private, public 
and hybrid HPC Clouds with a support for both 
physical and virtual resources. Second tier HPC 
Cloud solutions are complete solutions as well, 
but either not supporting all classes of Clouds, or 
not supporting both physical and virtual 
resources. Second tier includes HPC Cloud 
solutions from Amazon [15], Google [16], SGI 
[17], Rackspace [18], GoGrid [19], Penguin [20], 
R Systems [21], Nimbix [22], and Univa [23]. 
Third tier HPC Cloud solutions are components 
only, but of the key importance for first and 
second tier HPC Cloud solutions. These HPC 
Cloud solutions are from Adaptive Computing 
[24], IBM [25], VMWARE [26], and Bright 
Computing [27]. 

3. SCIENTIFIC COMPUTING APPLICATIONS 

Scientific applications in Cloud Computing 
environment, based on their resource 
requirements, can be classified into tightly and 
loosely coupled scientific applications. 

3.1 Tightly coupled applications 

Supercomputers and clusters have traditionally 
been executing tightly coupled applications within 
a particular machine over low latency 
interconnects, which makes it possible to share 
data very rapidly between a large numbers of 
processors working on the same problem, and 
with message passing interface (MPI) [28] to 
achieve inter process communication. These 
systems are typically optimized to maximize the 
number of operations per seconds. Tightly 
coupled applications are common classes of 
scientific HPC applications which require low 
latency network of high bandwidth because 
frequent communication is necessary. Examples 
include domain decomposition solvers, linear 
algebra, FFTs, N-body systems, etc. 

3.2 Loosely coupled applications 

Grids have been the preferred platform for 
more loosely coupled applications that are 
managed and executed through workflow 
systems. In contrast to HPC (tightly coupled 
applications), the loosely coupled applications are 
known to make up high throughput computing 
(HTC). HTC is a computing paradigm that 
focuses on the efficient execution of a large 
number of loosely-coupled tasks. Tasks can be 
executed on clusters or using grid technologies 
because low parallel communication 
requirements. HTC systems are optimized to 
maximize the throughput over a long period of 
time (jobs per month or year) [29].   These 
applications are also called embarrassingly or 
pleasingly parallel applications which can be 
parallelized with minimal effort and with the 
MapReduce [30] based frameworks are good 
candidates for running in Cloud Computing 
environment with commodity interconnects. There 

are many scientific applications that fall in to this 
category. Few examples would be Monte Carlo 
simulations as they involve large numbers of 
compute cycles with a relatively small data set, 
BLAST searches, many image processing 
applications such as ray tracing, parametric 
studies, etc.  

4. CLOUD COMPUTING BENEFITS AND 

CHALLENGES FOR SCIENTIFIC APPLICATIONS 

4.1. Cloud Computing benefits  

The Cloud Computing offers scientific 
applications a range of benefits, including cost 
advantages for some type of scientific 
applications, ability to rapidly provision new 
clusters and instantly access them, elasticity for 
instant adding and removing resources, 
configurability with root access, and sharing and 
collaboration of data, results, methods, and 
resources between partners. 

Cost advantages 

When evaluating options for Cloud based 
scientific applications, costs are often a major 
consideration. With Cloud Computing users can 
eliminate the cost and complexity of procuring, 
configuring, operating, managing and maintaining 
their own cluster infrastructure with low, pay-per-
use pricing for actual resource usage.  

Gupta et al. [31] indicated that small and 
medium scale scientific applications with modest 
communication and data requirements could be 
cost effective on Cloud resources. Large scale 
scientific tightly coupled applications running on 
virtualized Clouds using commodity networks can 
be more cost effective on dedicated optimized 
clusters than Cloud showed Magellan report [32]. 
Works such as [33, 34] have studied the cost or 
benefit of using Cloud technologies versus the 
cost of owning a datacenter infrastructure. Paper 
[35] performs a detailed comparison between 
physical and virtual HPC clusters from the point 
of view of the TCO, considering energetic, 
management, and infrastructural issues. 

With advantage of spot instances users can 
optimize and keep Cloud Computing cost as low 
as possible. Cloud providers like Amazon start to 
establish spot markets on which they sell excess 
capacity even for scientific computing [36]. Spot 
Instances enable users to bid for unused Amazon 
capacity. Instances are charged the Spot Price, 
which is set by Amazon and fluctuates 
periodically depending on the supply of and 
demand for Spot Instance capacity. To use Spot 
Instances, users place a Spot Instance request, 
specifying the instance type, the region desired, 
the number of Spot Instances they want to run, 
and the maximum price they are willing to pay per 
instance hour. However, there is no guarantee for 
continuous operation because a virtual machine 
is stopped if the market price exceeds the 
maximum bid.  

Beside Amazon spot instances there are 



 

specific market services like SpotCloud. 
SpotCloud [37] is an easy to use, structured 
Cloud capacity marketplace where service 
providers can sell their excess computing 
capacity to a wide array of buyers and resellers. 
SpotCloud has implemented an environment to 
buy and sell computing capacity globally based 
on price, location, and quality on a fast and 
secure platform. SpotCloud platform provides an 
easy method to maximize revenue for Cloud 
providers, datacenters, etc. for their unused 
capacity. For users it provides an easy way to 
discover and access targeted premium or 
commodity compute capacity. Users can choose 
the most efficient Cloud Computing resources 
suited for their application and budget. 

Instant access 

Ability to rapidly provision new clusters and 
access compute resources, and configure them, 
in minutes instead of spending hours or days 
waiting in queues, and in case of the initial 
procurement of a new cluster waiting for months. 
Thereby, time to get the job done improves even 
if the performance of a Cloud Computing cluster 
is lower than that of a traditional dedicated 
cluster. These resources can be released when 
they are no more needed and they are offered 
within the context of a Service Level Agreement 
(SLA), which ensure the Quality of Service (QoS). 
To achieve maximum efficiency and scalability 
users can use resources by using simple APIs or 
management tools and automate workflows.   

Elasticity  

In traditional cluster infrastructure it is difficult to 
adequately size a system so resources will be idle 
or inadequate for application requirements. With 
Cloud Computing elasticity users can instantly 
add and remove resources to meet their 
application requirements. Similar option is Cloud 
bursting where private Cloud users could burst 
into a public Cloud to get more resources or 
during peak load requirements of local dedicated 
cluster to accelerate results. Bright Computing 
[27] has introduced a Cloud bursting component 
to its Bright Cluster Manager platform to easily 
create new clusters in the Cloud, or add Cloud 
based resources on-the-fly to existing private 
infrastructure running HPC computations. 

Configurability 

On Clouds in contrast to traditional dedicated 
clusters users have root access (IaaS) and they 
can customize their cluster instances with specific 
libraries, compilers, applications, running the 
operating system of choice, even different parallel 
file systems and disk configurations according to 
the needs of scientific application, etc. or can use 
pre-built environment. 

Sharing and collaboration  

In Cloud users can create a common space to 
share data, results, and methods and even to 
extend HPC resources to community partners 

without their own HPC infrastructure. Amazon 
provides a centralized repository of public data 
sets that can be seamlessly integrated into Cloud 
based applications. AWS is hosting the public 
data sets at no charge for the community, users 
pay only for the compute and storage they use for 
their own applications. [38] 

4.2. Cloud Computing challenges  

Despite the many benefits of the Cloud 
Computing, broader use of scientific applications 
in Cloud Computing also presents some key 
challenges to overcome. Primary among them is 
the lack of high bandwidth, low latency 
interconnections for running tightly coupled 
scientific applications, security issues which 
prevent wider Cloud Computing adoption, 
operating systems and network noise with its 
roots in traditional HPC environment and have 
hardly been assessed in Cloud Computing 
studies, data transfer as main bottleneck for large 
datasets, procuring Cloud services, concerns 
about vendor lock-in, portability and 
interoperability, knowledge and expertise to 
implement Cloud Computing solutions, and 
traditional licensing models which does not adapt 
well to a Cloud Computing.  

Interconnection network 

There have been several studies of running 
scientific applications in Cloud Computing, 
whereas many early studies, since 2008, [39-43] 
have shown that on commercial public Clouds 
lack of a high bandwidth, low latency 
interconnections can limit performance, 
particularly for communication intensive 
applications. As an offer to the HPC Cloud 
requirements Amazon introduced Cluster 
Compute Quadruple Extra Large instances (CC1) 
and Cluster Compute Eight Extra Large instances 
(CC2). In contrast to regular EC2 instances, 
cluster compute VMs are assigned to dedicated 
nodes with a full-bisection high bandwidth 
10GBit/s Ethernet, which is the differential 
characteristic of these resources, with 
performance comparable to that of HPC clusters 
[44]. Zhai et al. [45] showed a significant 
performance increase of MPI applications on CC1 
instances compared to previous evaluations on 
EC2 instances but noted that 10 Gigabit Ethernet 
remains the chief problem in scaling MPI 
programs. Ramakrishnan et al. [46] stated that 
virtualized network is the main performance 
bottleneck, including 10 Gigabit Ethernet. 
Interconnection network issue can be resolved by 
providing virtual machines with direct access to a 
high bandwidth, low latency interconnect like, 
common cluster interconnect, InfiniBand [47]. 
Mehrotra et al. [48] did different benchmarks and 
applications tests on dedicated cluster, Amazon 
Cluster Compute (CC1), and SGI Cyclone [17] 
and concluded that SGI Cyclone performance is 
close to dedicated cluster with overhead of initially 
booting nodes with the requested image and that 



 

Amazon CC1 performance lags dedicated cluster 
for HPC applications due to network technology 
and virtualization overhead. Mauch et al. [49] 
presented an approach to use high speed cluster 
interconnects like InfiniBand in a high 
performance Cloud Computing environment. 
Exposito et al. [50] analyzed the main 
performance bottlenecks in HPC application 
scalability on the Amazon EC2 Cluster Compute 
platform and proposed direct access of the virtual 
machine to the network for reducing the impact of 
the virtualization overhead in the scalability of 
communication - intensive HPC applications and 
the combination of message - passing with 
multithreading as the most scalable and cost - 
effective option. 

There are developments that will include 
functionality to meet the needs of the HPC Cloud, 
such as low latency remote direct memory access 
(RDMA) over Converged Ethernet (RoCE) [51], 
and various network virtualization technologies, 
such as VMware’s Virtual Extensible LAN 
(VXLAN) or VMware’s network and security 
virtualization platform (NSX) [52], Single Root I/O 
Virtualization (SRIOV) [53] that will allow multiple 
VMs to share PCI device, and hardware-assisted 
virtualization that will accelerate context 
switching, speed up memory address translation, 
and enable guest VMs direct access to I/O 
devices which will allow that some virtualized 
environment can achieve near native CPU and 
I/O performance [54]. Vienne et al. [55] did a 
comprehensive performance evaluation of four 
possible modes of communication InfiniBand 
FDR / RoCE 40 GigE over InfiniBand QDR and 
RoCE 10 GigE interconnects with conclusion that 
InfiniBand FDR interconnect gives the best 
performance. 

Generally, Cloud Computing network 
infrastructure has improved over the years, but it 
is not a replacement for traditional dedicated, 
InfiniBand connected clusters yet.  

Security 

Centralization of security, redundancy and high 
availability, data and process segmentation are 
Cloud Computing security benefits, but a number 
of security issues are also introduced, [56-58]. 
One of the biggest fears is that all data and 
applications, which represent intellectual property, 
stored on the Cloud are more easily to obtain, use 
or destroy illegally by third persons, even by the 
Cloud providers. Several Cloud providers have 
started to offer virtual private Clouds that are 
hosted by the provider but fully under control of a 
customer [18-23, 59]. Some providers offer 
secure physical dedicated “nothing shared” 
environment (compute, network, storage), 
prepared to support performance and regulatory 
compliance needs of customers to be exclusively 
used by their critical applications [60]. The private 
Cloud is a good option for those scientific 
applications with prohibitive security concerns. 

Despite significant Cloud security research, 

there is a still lack of convincing, clear and 
transparent model of security and trust for better 
Cloud Computing adoption. 

Noise 

Parallel applications running on large number 
of processors suffer degradation in performance 
caused by unexpected delays in the processing 
time due to operating system noise. Operating 
system noise is interference caused by daemon 
processes and asynchronous kernel events such 
as different interrupt types, timers, process 
preemption, paging activity, loggers, etc. In a 
typical HPC environment, each computing node 
executes user’s application and its own operating 
system which are competing for the node 
computing resources, and because this activity is 
unsynchronized on large number of nodes there 
is always some node being delayed influencing 
overall application performance. 

De et al. [61] presented the implementation of a 
tool to identify sources of operating system noise 
in the Linux operating system. They reported that 
timer interrupt is causing 63% delays, and the 
rest came from different operating system 
daemons and other hardware interrupts. 

Ferreira et al. [62] described the effect of 
different kinds of noise on application 
performance at scale. 

Large scale HPC systems (supercomputers), 
such as Blue Gene and Cray XT series, use a 
specialized lightweight operating systems and 
microkernels to decrease the noise, other HPC 
systems use techniques as OS and hardware 
tuning, synchronization of noise and commodity 
operating system enhancements. In virtual 
environment, noise can be decreased with use of 
Palacios [63] embeddable virtual machine 
monitor (hypervisor) which provides a lightweight 
environment (no kernel modifications) [64]. 
Palacios selectively takes over resources (CPUs, 
memory, devices) and manage them internally. 
Virtualization of a large scale supercomputer 
using modified Palacios hypervisor together with 
Kitten HPC OS [65] was studied by Lange et al. 
[66]. Kudryavtsev et al. [67] explored KVM/QEMU 
[68] and Palacios hypervisors. Hypervisors test 
results, with NUMA emulation enabled, were 
similar, with KVM providing more stable and 
predictable results and Palacios being much 
better on fine-grained tests. With amount of noise 
generated, Kitten behaved better than Linux 
resulting in better scaling for tests running inside 
Palacios’ virtual machines. Another type of noise 
in virtual environment is multi-tenancy noise [69]. 

A related problem to operating system noise is 
network noise, which comes from shared use of 
an interconnection network by parallel processes. 
Hoefler et al. [70] conducted a series of 
simulations and experiments, using an own 
developed benchmark, to examine the influence 
of network noise on parallel applications. Their 
results showed decrease in the communication 
performance when running large-scale 



 

applications and that influence of network noise 
grows with the system size. 

Moving data to, from and between Clouds 

Moving data to (local to Cloud environment), 
from (Cloud to local environment) and between 
remote Cloud infrastructures is another HPC 
Cloud challenge which can be costly and very 
slow because it requires sending data over the 
WAN, with high bandwidth costs and network 
latency, especially when transferring large 
amounts of data. To reduce the time to move 
large data between datacenters users and 
providers are upgrading network connectivity and 
using high-speed data transport acceleration like 
Aspera [71], Signiant [72], FileCatalyst [73], 
CloudOpt [74], etc. They use a combination of 
UDP (User Datagram Protocol) and custom 
written application layer software that 
compensates for network latency and loss in IP 
networks thus allowing large data to be 
transmitted to, from and between Clouds more 
quickly. 

Another way of moving data to and from the 
Cloud is via courier services. Amazon Web 
Services Import/Export service [75] uses portable 
storage devices for transport and high-speed 
internal network to transfer data directly onto and 
off of Amazon Web Services storage. To decide if 
it is financially viable to ship data via courier 
services or upload over the WAN Amazon 
provides an online calculator [76]. Number of 
terabytes, devices, average files size, etc. can be 
entered to find out how much the data transfer 
would cost. Downside of this approach is that 
portable storage devices can get delayed, 
damaged or lost. 

Procurement 

Procuring services on a pay-as-you-go model is 
still evolving from the traditional computing 
centers approach of grants and quotas. In Cloud 
scientists lease resources and outsource their 
operation for a short time and pay small amounts 
of money. Effective account management and 
procurement options needs to be made in order 
to use Cloud services with specific quantities and 
fluctuating costs.  

Cloud vendor lock-in, portability and 
interoperability 

Vendor lock-in is a situation in which a 
customer using a product or service cannot easily 
transit to another vendor as the result of 
proprietary technologies that are incompatible 
with those of competitors. The fear of vendor 
lock-in is often on the top ten list of Cloud 
concerns and a major impediment to Cloud 
service adoption according to a survey [77]. 
Adopting standards like DMTF’s Open 
Virtualization Format (OVF 2.0) [78], which is 
designed to address the portability and 
deployment of virtual appliances, will allow easy 
translation between the proprietary virtual 
machine formats. Satzger et al. [79] present meta 
Cloud that could solve the vendor lock-in 

problems and promise transparent use of Cloud 
Computing services. But no matter what kind of 
software environment scientists are using, 
proprietary or FLOSS (Free/Libre and Open 
Source Software), there are always some kinds of 
lock-in to the specific technology, though it is 
easier to replicate FLOSS environment. 
Preserving and ensuring data and service 
portability and interoperability is still challenging 
task in Cloud Computing because of a lack of 
thoroughly defined and adopted standards 
between Cloud vendors.  

Acquiring knowledge and expertise 

Research teams may not have the necessary 
tools or resources, such as expertise among staff 
with the Cloud Computing skills, to implement 
Cloud solutions. Delivering Cloud services without 
direct knowledge of the technologies and 
teaching staff an entirely new set of processes 
and tools has been a challenge. As a result, 
some research teams were reluctant to move to a 
Cloud environment. Proper Cloud Computing 
training and guidance are necessary to ensure 
that research teams harness the power of Cloud 
Computing and remain competitive. 

Because of lack of the experts lots of vendors 
like Cisco, IBM, and Microsoft launched training 
courses for Cloud Computing, but promotion of 
non-vendor specific certifications is essential to 
secure open standards and platforms. Rackspace 
launched the Open Cloud Academy [80], a 
training program to teach skills in various open 
source areas, such as OpenStack, Hadoop and 
Linux, with a specific focus on Cloud Computing.  

Licensing 

Traditional licensing models from ISVs 
(independent software vendors) does not adapt 
well to a Cloud Computing so ISVs have started 
to create new and adjust their licensing models to 
Cloud Computing.  

5. FUTURE TRENDS 

Compared to traditional HPC systems HPC 
scientific application running on Cloud are rare 
and are mainly present at public Clouds. With 
proliferation of a high bandwidth, low latency 
interconnections, which are the keys to scaling 
performance for HPC applications, Cloud 
Computing will provide a completely satisfactory 
HPC environment. Development and deployment 
of data security, data encryption technology and 
maturing of Cloud standards will continue to 
improve Cloud adoption. Adding more network 
bandwidth and data transport acceleration, by 
users and Cloud vendors, to reduce the time for 
transferring and storing large data sets between 
compute resources will be another future trend. 
Also wide collaboration between Cloud providers, 
HPC application vendors and HPC community is 
needed to accelerate HPC Cloud. Good example 
is the UberCloud HPC Experiment [81] which is 
open to the entire community to identify, test and 



 

document potential solutions to the known 
roadblocks in HPC as a service. HPC private 
Cloud solutions will be dominant for  
organizations needed a more collaborative work 
on the same datasets, and HPC public solutions 
as a worldwide working environment for a smaller 
research entities not willing or be able to invest in 
a HPC clusters. Another aspect of future HPC 
Cloud would be GPU virtualization on Cloud 
Computing environment without increased 
virtualization overhead as described in [82]. 
Finally, science community will make a future 
trend how computational science is performed 
because is no longer limited by fixed size 
compute and data capacity. Cloud Computing is 
changing constantly, Napper et al. [41] posed the 
question “Can cloud computing reach the 
top500?” with answer “No” and one year later 
Amazon was ranked 233rd in the Top 500 list 
[83]. Another year later, in the November 2011 
Amazon virtual HPC moved up to 42nd place in 
the Top 500 list [84]. Present and future HPC 
Cloud Computing are not the same.  

6. CONCLUSION 

Cloud Computing is a viable environment for 
low and medium scale scientific applications that 
are loosely coupled which can scale even on 
commodity interconnects common to most of the 
public Clouds. But for broad adoption of large 
scale, communication intensive, tightly coupled 
scientific applications a few major challenges 
needs to be addressed. In order to more 
effectively engage and serve scientific 
applications Cloud Computing need to adopt 
some features of dedicated HPC systems like 
high bandwidth, low latency interconnections with 
properly virtualized interfaces, noise-free 
operating systems, and properly address security 
issues, then it will have the potential to grow and 
eventually go from perspective trend to 
mainstream in the near future.  
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